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PR body BA®UBAGHHL: Fixes V1 validation accuracy when failed agent-loop sessions do
not materialize in TransferQueue. Missing sessions now count as acc=0. WELE, TE
V1 (B%. agent-loop) BT, RIEXKEAKE TransferQueue/ReplayBuffer 9 H IAE
{e74T, sample_uids / data_sources BB RR A BWALE, process_validation_metrics R &g
MR ThE T BIREAR KB, T2 val-core BMEWEM, MXMEMREZATHEREE B
{E%0 recipe XMELHIXEES, KahFm BRE " LK R T ORZ, RRAEZXIBORUE
MEEHEE,

SCEL AR

1. BIEANTIEK A 5F" (verl/trainer/ppo/vl/trainer_base.py, _validate) : Hr3g
expected_acc_counts: dict[tuple[str, str], int], ZE&EA val batch B iZEX
batch_dict["'uid"]. data_source (#%& "unknown") 5 _ rollout_n__ (&R#&
self.config.actor_rollout_ref.rollout.val_kwargs.n) , A zip(..., strict=True) EH¥AKF
A (str(data_source), str(uid)) -> int(rollout_n), &EZEE4% val_metrics_update, BRHE
: FEAMUME —FRABIE RRLE X5 prompt A%~ HILER1E, REEERZRK rollout Z AIE
TR, W ZFHRAEENEE ERR, #ESMAERITESER,

2. FEAIRIRAN T £ e iE (verl/trainer/ppo/metric_utils.py, process_validation_metrics)
. B expected_acc_counts 53 (BRIA None, 3E V1 ARAFTITAREARE) . &it
& acc_data_sources—— R B HEIEIE None B acc HEIRA S 54N F, #BR
reward-only TEURE AR ERAE acc MEETEHARE,; MENESMAZKERE LR



MIMAE observed_acc, B A acc_success_only, FH missing_count
=max(expected_count - len(observed_acc), 0) &0 0.0, R acco RHA:
max(...,0) ERFET R EHRERTHE (FlnEE LR) HOGRANSE, B T2EK
B uid £33 defaultdict ¥ “BIZE"H EFH R4 acc/acc_success_only NEE, £55
485 uid ¥, AmEERR acco

3. BAHIMK None Z&tH#H UK K has_pred ¥|E: flatten fEERN %HAT var_vals = [value
for value in var_vals if value is not None], B¥|BZ(E / /%, has_pred BHRERHE
YR pred_vals is not None 254 “pred_vals EZ + 5IREH var_vals £K + FrH pred
3E None”, #TNATEM/FAZRTETE, RE: HIFRELKEAZSX (
acc_success_only) 5 0.0, JR¥& acc 5|t =TREF None (DLFTEMEH {"acc": [1.0,
Nonel}) , FZ&iEIE None &7 np.mean/np.std & EFEWEE; FRHKE R —IRETE 4
majority vote 2K T ArE 1L,

4. v X544 (trainer_base.py B9 _val _metrics_update) : core_var = "acc" if "
acc" in var2metric2val else "reward" B9 A%, BXFE acc RRFEE, Eib
val-core 5% AR T2 acc; acc_success_only REe# N

val-aux/<source>/acc_success_only/mean@N, 5 commit message f#iR—3K,

5. MIRECE (tests/trainer/ppo/test_metric_utils_on_cpu.py) : g
test_process_validation_metrics_counts_missing_sessions_as_incorrect (2 £&pk3h. A
¥ 4 % — acc/mean@4 = 0.25, acc_success_only/mean@2 = 1.0, reward R&Zg5uH)
5 test_process_validation_metrics_does_not_add_acc_to_reward_only source (
reward_source A8 M, acc/acc_success_only) . EEEE: PR body 2HHEIEHS
E B4 tests/trainer/ppo/vl/test_replay_buffer_on_cpu.py, BiZXM4HKREAR PR H ik
&, trainer MIAYEL (FEILER, BH3E) BARIHMAERE,

R

- verl/trainer/ppo/metric_utils.py (1R $EARITHE; K5 source; £ core-logic; F5
process_validation_metrics) : #8FrITEAZAL: process_validation_metrics H3g
expected_acc_counts FIBRANFRKSTE, EBRIE var_vals B9 None 2385 has_pred
KEERRIESRMG, RETHORNERMESLFTTA,

« verl/trainer/ppo/v1/trainer_base.py (3R I E/EIR; K7 source; ER core-logic;
&5 _validate, _val_metrics_update) : BIEAD: _validate 13t ERK rollout RE[iEE
% prompt BUHAZE£3E%K, val _metrics_update iR SEGEEIFRE val-core B E
acc, REANTOREEERIR,

. tests/trainer/ppo/test_metric_utils_on_cpu.py (13 FEFREM; £ 7| test; LA
test-coverage; 5 test _process_validation_metrics_counts_missing_sessions_as_inc
orrect, test_process_validation_metrics_does_not_add_acc_to_reward_only_source) :
A CPU BENBTEIEX . BRESIEIT A ace. reward-only SEREHIN, acc, &4
RO 122 B Ry — E3FRP,

XS _validate, _val_metrics_update, process_validation_metrics,

test_process_validation_metrics_counts_missing_sessions_as_incorrect,
test_process_validation_metrics_does_not_add_acc_to_reward_only_source



RERED R B

verl/trainer/ppo/metric_utils.py

AT ERAS: process validation_metrics #3 expected_acc_counts HIIBRINT LK 1E
, [ERHE var vals 8 None 33385 has_pred KE/EARIESMG, RETHORNERAMESH
FAT A
# verl/trainer/ppo/metric_utils.py
# FAS: # (data_source, uid) IDFRIZDA AN H BSIES; BRIA None
RIBIARAFTITARERE
def process_validation_metrics(
data_sources: list[str],
sample_uids: list[str],
infos_dict: dict[str, list[Any]],
seed: int = 42,
expected_acc_counts: dict[tuple[str, str], int] | None = None,
) -> dict[str, dict[str, dict[str, float]]]:
# 1. %% data_source -> uid -> var_name =B %4 ; uid Bl—% prompt (GRPO group)
data_src2uid2var2vals = defaultdict(lambda: defaultdict(lambda: defaultdict(list)))
for sample_idx, data_source in enumerate(data_sources):
uid = sample_uids[sample_idx]
var2vals = data_src2uid2var2vals[data_source] [uid]
for var_name, var_vals in infos_dict.items():
var2vals[var_name].append(var_vals[sample_idx])

if expected_acc_counts:
# RiILBEE&E acc'B9EMRS 54T 48 reward BRFBEE AAREA acc BEE S H—14
acc
acc_data_sources = {
data_source
for data_source, uid2var2vals in data_src2uid2var2vals.items()
if any(value is not None for var2vals in uid2var2vals.values() for value in var2vals.
get("acc", (1))
}
for (data_source, uid), expected_count in expected_acc_counts.items():
if data_source not in acc_data_sources:
continue

# defaultdict RS A @MWK TEERR LKL uid BIZZHKE, H acc RLLA 0

var2vals = data_src2uid2var2vals[data_source][uid]

observed_acc = [value for value in var2vals.get("acc", []) if value is not None]

# IBO2 (IREITRINSIE) REA acc_success_only, 5% val-aux it
var2vals['acc_success_only"] = observed_acc

# O BRERIEIR acc=0 It AEIEAR; max(..., 0) Fyibpsh HGE H AR = A& S Ah 5%
missing_count = max(expected_count - len(observed_acc), 0)

var2vals["acc"] = observed_acc + [0.0]

*

missing_count

# ... HiEA ns 7. bootstrap XL RKFHZE ...



# 4. flatten loop (EEESR: None JE + has_pred UK %)
for data_source, uid2var2vals in data_src2uid2var2vals.items():
uid_dict = data_src2uid2var2metric.setdefault(data_source, {})

for uid, var2vals in uid2var2vals.items():
pred_vals = var2vals.get("pred")
var_dict = uid_dict.setdefault(uid, {})

for var_name, var_vals in var2vals.items():
# 567k None: #NFE&I2B NBY acc_success_only FTRERZF|&, JRHA acc
F T BE None,
# RS ILEEH np.mean / np.std HiEHEE
var_vals = [value for value in var_vals if value is not None]
# skip empty or string values
if not var_vals or isinstance(var_vals[0], str):
continue
# has_pred B pred FE KA 5 IEEH var_vals K BT None™:
# ANFEH acc b pred K, HWEHZ uid EFHEEF maj FebR, BRI E TFArEEAr
has_pred = (
pred_vals is not None
and len(pred_vals) == len(var_vals)
and all(pred is not None for pred in pred_vals)

# compute mean and std
n_resps = len(var_vals)
metric = {f"mean@{n_resps}": float(np_mean(var_vals))}

verl/trainer/ppo/v1/trainer_base.py

IIEAD: _validate ATAEIRR rollout BIEEKE LR prompt BHAE SIEHK,
_val_metrics_update AERIBESIEEHRE val-core FE acc, EAIFORNEKIEFRIR,

# verl/trainer/ppo/v1/trainer_base.py
def validate(self) -> dict[str, float]:
# ... REKREHREE ...
session_to_sample_idx: dict[str, int] = {}
# ¥ CFREEK prompt R HKRIER, FRARIEFEREN 28]

expected_acc_counts: dict[tuple[str, str], int] = {}

for batch_dict in self.val_dataloader:
batch_dict["uid"] = np.array(
[str(uuid.uuid4()) for _in range(len(batch_dict["raw_prompt"]))], dtype=object
)
batch_size = len(batch_dict["uid"])
# data_source #RE A "unknown", M5 FEIRMAOBREFR—DOR
batch_data_sources = batch_dict.get("data_source", ["unknown"] * batch_size)
# BAEK rollout n: RAEEREEEEIRME _ rollout_n__, FTNIERE| val_kwargs.n
batch_rollout_ns = batch_dict.get(

__rollout_n__", [self.config.actor_rollout_ref.rollout.val_kwargs.n] * batch_size



)
for uid, data_source, rollout_n in zip(
batch_dict["uid"], batch_data_sources, batch_rollout_ns, strict=True

rollout_n = int(rollout_n)
# BAE (str(data_source), str(uid)), S#E#rMl data_sources / sample_uids
B F A B AE A X5

expected_acc_counts[(str(data_source), str(uid))] = rollout_n
# ... &% TransferQueue. ¥A¥f replay buffer. it& reward. WEHEFERETIER .

return self. val_metrics_update(
data_sources,
sample_uids,
reward_extra_infos_dict,
sample_turns,
expected_acc_counts=expected_acc_counts,

def _val_metrics_update(
self,
data_sources,
sample_uids,
reward_extra_infos_dict,
sample_turns,
expected_acc_counts: dict[tuple[str, str], int] | None = None,
) -> dict[str, float]:
data_src2var2metric2val = process_validation_metrics(
data_sources,
sample_uids,
reward_extra_infos_dict,
expected_acc_counts=expected_acc_counts,
)
metric_dict = {}
for data_source, var2metric2val in data_src2var2metric2val.items():
# *NTE acc MRBEIE, val-core ML E T O/2H acc;
# acc_success_only R&E else 43 A val-aux
core_var = "acc" if "acc" in var2metric2val else "reward"

#.. fEfreg5oXEZHEE .
return metric_dict

tests/trainer/ppo/test_metric_utils_on_cpu.py
A CPU BNBIEFHEX: BRESIEITA ace. reward-only SEREHIN ace, BARO
2 B §yrgE—EI PRI,

# tests/trainer/ppo/test_metric_utils_on_cpu.py

def test_process_validation_metrics_counts_missing_sessions_as_incorrect(self):
# promptl SZFRRA 2 £RINSTE, 1B expected_acc_counts RiAF 4 %



data_sources = ["sourcel", "sourcel"]
sample_uids = ["prompt1", "prompt1"]
infos_dict = {

"reward": [0.4, 0.6],

"acc": [1.0, 1.0],

result = process_validation_metrics(
data_sources,
sample_uids,
infos_dict,
expected_acc_counts={
"sourcel”, "prompt1"): 4,
("sourcel", "prompt2"): 4, # 3% prompt 2%, FEIRMEARZLERIE

# prompt1 #85%R [1, 1, 0, 0] — 0.5; ZE2KIKH prompt2 ig 0.0; ¥ uid F¥H/EHR 0.25
self.assertAlmostEqual(result["sourcel"]["acc"] ["'mean@4"], 0.25)

# IHORRNBERN=HE 2 XS1EBE, 2 1.0
self.assertAlmostEqual(result["sourcel"]["acc_success_only"]["'mean@2"], 1.0)

# reward A% acc ¥\ TR, HiR 2 £RERIT
self.assertAlmostEqual(result["sourcel"]["reward"]["mean@2"], 0.5)

def test_process_validation_metrics_does_not_add_acc_to_reward_only_source(self):
# acc_source A acc EX — £5%5F; reward_source RA reward — RN HIEM ace
FEAR
result = process_validation_metrics(

data_sources=["acc_source", "reward_source"],

sample_uids=["acc_prompt", "reward_prompt"],
infos_dict={"reward": [1.0, 0.5], "acc": [1.0, Nonel},
expected_acc_counts={

"acc_source", "acc_prompt"): 2,

("reward_source", "reward_prompt"): 2,

self.assertAlmostEqual(result["acc_source"]["acc"]["mean@2"], 0.5) # (1.0 + 0.0) / 2
self.assertAlmostEqual(result["acc_source"]["acc_success_only"]["mean@1"], 1.0)
self.assertNotIn("acc", result['reward_source"])
self.assertNotIn("acc_success_only", result['reward_source"])

i B

A PR EF & LBRAE review 18 (comments_count=0. review comments_count=0)

, X B wuxibin89 E# APPROVED #&4, BEER THEHNEARE, B—HIERTX
BRIt R IR K BEE B 28 commit message: fix: val-core now pads failure sessions
with acc=0, acc_success_only is moved to val-aux——"E WA T M EREK: FTIHEREZE



T, FEEMWORZ, RGREIHORRHES G TR, 8 THRMEFITE, XTI

BERAYETWILRE: ATLARE pred —#ANT. AT AR EA data source 3R LMK

T HERBAANG . UK (str(data_source), str(uid)) 5 3ErMloHE G — MR R

1k,

« ERLIFREN R : acc ORTEFRMITLIEE (design): T EARIREKAT, RAETHFALE
; B RENIE pred —HANTFLURE maj FEAR “data source &L MATHIERARET X
"“(str(data_source), str(uid)) #a9—BMERE"FREHRETF PHWITL,

A5 25mH
- Afe:

1. O RTERRIHREELENE (BREMN) @ AAFELAKRSENES,
val-core/<source>/acc/mean@N EREET A £1E; KKEBE TEHREAZ, KZIER
AR EFE /| BAT /recipe MWHLEIRIPARMMEZ R L, FURE ORMBIE RH AEER
1o

2. PR EBRE L NS (trainer_base.py A (str(data_source), str(uid)),
metric_utils.py B data_sources[sample_idx] / sample_uids[sample_idx] %*¢0) : %
MREA—ERR—3K (BRE "unknown" SHEHREERE. uid BHKE A
{uid}_{session}_{idx} &, bytes/np.str_ FHBHMHER) , I FRAKEEWR uid’ L
, FHEMAE O HMBEMARMBIE, FEFNRBERRBME acc 5 acc_success_only, FH&E
EZENFERRALMEANKES; EXTFEIIMIBENE, REREFLRE.

3. acc_data_sources BRI BE TAAEX: ZEEXRE CREKIEF BRI IE
None By acc, EFA data source HFIARIELIPEAK, CEL/AMALSEIM, HFE
BB E, ZRHNEABNARTIN (RARALLFHEHETR)

4. pred REFAIFREOFEIRE R HIFRIERT ace, pred_vals KERRKINSTEEK
, ¥ has_pred #H|Z (5K + I None) £REILA False, % uid A&~ H
maj@N/mean. maj@N/std, ¥ uid BE&E, maj BHEREHKSDTF mean, val-core #
89 maj 75\ T BEAE SR TR R AL B Bk O S Bk AR

5. MINGEMBRIRET (FEEM) : zip(batch_dict['uid"], batch_data_sources,
batch_rollout_ns, strict=True) &K data_source 5§ _ rollout_n__ #HEZFHEARFF;
BEXBREEELEFE—FEERNEXKERLER, BIEMESEERREE (
fail-fast &4F, ERT/TAEN) .

6. MEES N ERIIERMINEIF—/ (data_source, uid) BRETFEML O(N) *hFF, ABXT
rollout A T AR, (REBARIIE FFHAFREEK, - ¥m: AP/ HRE:
val-core BN BRINFEARAOZR TR SLBREADR", BERERBMESHIBRKINE,
EBHESTRE, RHE&RTEESE,; acc_success_only IBETHEME, 24 K
HRBeHEERIERZRSIEIMITE, FAtAE reward. advantage. #E5 rollout AE, I
BT ZHMW, REEFE, FH / Hf2: FrA5|I A val-core BI{XE#E. recipe £,
EVAREHEEZEK; RREERD trainer MIFBLENR, RKEZERE validate #
data_source/__rollout_n__ BORERA N, BRHEEBEFRHAFTORZ, - XFEARID: BIETE
MORZE | val-core FEK T , B—EMERREER , B trainer #ZMIRA , maj 18
= S e



KERAK L

« PR #7722 [perf, tool] fix: Avoid overlapping rollout and training profilers in Trainer
V1: BAEE&ED verl/trainer/ppo/vl/trainer_base.py B validate/ BiER#2, Hxh%E V1 B
AR CPU B, 54 PR BTR—% V1 BIEE/EIAB LKL,

« PR #7762 [trainer, ckpt] fix: skip V1 async warmup after inflight reissue: [EAEE %
verl/trainer/ppo/v1/trainer_base.py %t async F2E8 V1 )%k / R EZHE, HEE
CPU #, A4 PR AR XHHI £ T R,

« PR #7792 [trainer, cfg] feat: filter V1 DAPO groups by canonical reward by default:
EIAEALTE V1 SR “ReesE A / BN O R 55 % 80 X 8@ (replay buffer + BCE + B
M), 5 PR ARIEFEAR DR EER T R —XK fatrg o2 H1E X R,



