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# MR ERH ST ADEE

_GLM52_PATCH_ENV = "VERL_VLLM_ASCEND_GLM52_PATCH"
_GLM52_PATCH_TRUTHY_VALUES = {"1", "true", "yes"}
_GLM52_PATCH_MARKER ="_verl_vlim_ascend_glm52_patched"

def _glm52_patch_enabled() -> bool:
return os.getenv(_GLM52_PATCH_ENV, "").strip().lower() in _GLM52_PATCH_TRUTHY_
VALUES

def apply_npu_vlim_patches() -> None:
""Apply NPU-specific vLLM patches for weight loading, rotary embedding, and sleep.
Must be called before the vLLM engine is created.



if not is_torch_npu_available(check_device=False):
return

#.. BANT ..

if _glm52_patch_enabled():
# &BMBEEBEERBERWT Ao GLM-5.2 TRAT
import vlim_ascend.patch.worker.patch_routed_experts_capture # noga: F401
patch_camem_sleep()
patch_vlim_ascend_glm52()

# RMS V)3—1bxh T 523, (_patch_glm52_ascend_rms_norm)
def _patch_glm52_ascend_rms_norm(layernorm_module) -> bool:
ascend_rms_norm = layernorm_module.AscendRMSNorm
original_forward = ascend_rms_norm.forward_oot
#HIEESERNA
if getattr(original_forward, _GLM52_PATCH_MARKER, False):
return False

source = _normalized_source(original_forward)

# RIS ML, W Bk

if "residual=x+residual" in source and "npu_rms_norm(residual,self.weight" in source:
return False

# R ELXIFHCI, N d AR

if "npu_add_rms_norm" not in source:
raise RuntimeError(f'{_ GLM52_PATCH_ENV} found an unsupported AscendRMSNorm.
forward_oot implementation.")

@wraps(original_forward)
def patched_forward(self, x, residual=None):
if residual is None:
return original_forward(self, x, residual)
import torch_npu
# XBEBE: APTERZRZIWE, BIREAMILA RMS )3—1b
residual = layernorm_module.torch.ops.vlim.maybe_chunk_residual(x, residual)
residual = x + residual
x = torch_npu.npu_rms_norm(residual, self.weight, epsilon=self.variance_epsilon)[0]
return x, residual

setattr(patched_forward, _GLM52_PATCH_MARKER, True)
ascend_rms_norm.forward_oot = patched_forward
return True
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