PR #7770 BER L

verl-project/verl
[training_utils] feat: Add automatic CUDA/NPU OOM snapshots and multi-step memory history
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def _attach_oom_observer(self) -> None:
"""Register one process-local callback that writes a snapshot at allocator OOM time."""
if TorchMemoryProfiler._oom_observer_attached:

return

# FR&|{XE CUDA/NPU #&4%& E3EM OOM MEH

if self._device_name not in ("cuda", "npu"):
logger.warning("[torch_memory] automatic OOM snapshots are only available on CUDA/
NPU devices")

return

try:
if not get_torch_device().is_available():
logger.warning("[torch_memory] automatic OOM snapshots require an available
accelerator")
return

# RIFRFH X BEF N A EmER (CUDA 3 NPU)
if self._device_name == "npu":

import torch_npu

backend = torch_npu._C



else:
backend = torch._C
# HAEH attach_observer F#k, 40 torch. C._cuda_attach_out_of_memory_observer
attach_observer = getattr(backend, ' _{self._device_name}_attach_out_of _memory_
observer", None)
if attach_observer is None:
logger.warning("[torch_memory] this build does not support %s OOM observers", self._
device_name.upper())
return

#OEMENR, FAREANSHEREM—RK

attach_observer(self._on_out_of_memory)

TorchMemoryProfiler._oom_observer_attached = True

logger.info("[torch_memory] %s OOM snapshot observer attached", self._device_name.

upper())

except Exception as exc:

logger.warning(
"[torch_memory] failed to attach %s OOM snapshot observer: %s", self._device_name.
upper(), exc

def _on_out_of_memory(self, device: int, alloc: int, device_total: int, device_free: int) -> None:
"""Best-effort snapshot callback invoked by the CUDA/NPU allocator.""
out_dir = self.config.save_path or "outputs/profile"
sub_dir = f"oom_{datetime.now().strftime('%Y%m%d-%H%M%S-%f"')}"
# NPU TTREIRERRHABRANFRE], MARENERERE,
total_label = "total_or_limit" if self._device_name == "npu" else "total"
logger.error(
"[torch_memory] %s OOM on device %s: requested=%s %s=%s free=%s; dumping allocator
snapshot”,
self._device_name.upper(), device, alloc, total_label, device_total, device_free,
)
logger.error("[torch_memory] Python stack at OOM:\n%s", "".join(traceback.format_stack()))
try:
# £ OOM EREFIKEFTMINFLEREE R
logger.error("[torch_memory] allocator memory at OOM: %s", get_memory_info())
except Exception as exc:
logger.warning(f"[torch_memory] failed to collect allocator memory at OOM: {exc}")
try:
# X5 OOM B RETL AR % &, EMRE synchronize=False
self.sampler.dump_memory_snapshot(
out_dir=out_dir, tag="torch_memory_oom", sub_dir=sub_dir, synchronize=False
)
except Exception as exc:
logger.warning("[torch_memory] failed to dump %s OOM snapshot: %s", self._device_name.
upper(), exc)

verl/utils/memory_utils.py
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def dump_memory_snapshot(
self, out_dir: str = "./mem_snapshots", tag: str = "snapshot", sub_dir: str = None,
synchronize: bool = True

) -> Path | None:

Generates a memory snapshot and saves it as a pickle file.

Args:
out_dir: Directory for snapshot files.
tag: Filename prefix.
sub_dir: Subdirectory within out_dir.
synchronize: Whether to sync the device before dumping. Disable for OOM observer.

#.. (BERTEZEERET) ..

device = get_torch_device()
if not device.is_available():
logger.warning("[memory_visualize] is only available on accelerator devices.")
return None
try:
if synchronize:
device.synchronize()
# NPU EEZRRIE: #FH pickle F51b, #%ARA AL QM EEEY _dump_snapshot
if get_device_name() == "npu":
snapshot = device.memory._snapshot()
with path.open("wb") as f:
pickle.dump(snapshot, f)
else:
device.memory._dump_snapshot(str(path))
logger.info(f"[memory_visualize] dumped: {path}")
return path
except Exception as e:
logger.warning(f"[memory_visualize] dump failed: {e}")
return None

tests/utils/test_torch_memory_profile.py
SEETNA XY, #Afk OOM MEE L HH O ThaEp IEFAMEfEIE 1,

class TestTorchMemoryProfiler(unittest.TestCase):
# ... (setUp BZ3%) ...

def test_oom_observer_is_automatic_and_dumps_without_sync(self):
"B OOM WA B et Bt A R & i, "
profiler = TorchMemoryProfiler(rank=0, config=self._config(), tool_config=
TorchMemoryToolConfig())

self.attach_observer.assert_called_once() # FAMEE 2 M
observer = self.attach_observer.call_args.args[0] # IRBUE M8 EE &%k



with (
patch("verl.utils.profiler.torch_memory_profile.traceback.format_stack", return_value=
["stack"]),
patch("verl.utils.profiler.torch_memory_profile.get_memory_info", return_value=
{"allocated": 1234}),
patch.object(profiler.sampler, "dump_memory_snapshot") as dump_snapshot,

# A OOM =AW R A
with self.assertLogs("verl.utils.profiler.torch_memory_profile", level="ERROR"):
observer(0, 4096, 1234, 5678)

dump_snapshot.assert_called_once()

kwargs = dump_shapshot.call_args.kwargs
self.assertEqual(kwargs["tag"], "torch_memory_oom") # BAIRBARE
self.assertFalse(kwargs["synchronize"]) # <85 : AR ANRE P EZE

def test_snapshot_window_keeps_history_until_the_configured_step_count(self):
"ISES A N A EE O ERRRE S AT g, "
tool_config = TorchMemoryToolConfig(memory_snapshot_num_steps=2) # BE2E X 2
»—/NE o
with patch("verl.utils.profiler.torch_memory_profile.clear_memory_history"):
profiler = TorchMemoryProfiler(rank=0, config=self._config(), tool_config=tool_config)
with patch.object(profiler.sampler, "dump_memory_snapshot") as dump_snapshot:
# B ANAMKELE
profiler.start(profile_step=4)
profiler.stop()
dump_snapshot.assert_not_called()

#EB 0 KIEO KN, Nidk i

profiler.start(profile_step=5)

profiler.stop()

dump_snapshot.assert_called_once_with(
out_dir="/tmp/profiles", tag="torch_memory", sub_dir="steps4-5" #
BOERGELER

)
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