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1. BBEY B: & verl/workers/config/engine.py 89 VeOmniEngineConfig #3834, #iKIE
FE activation_gpu_limit, 3 enable_async_activation_offload (bool),
activation_offload_modules (list[str]), A1 activation_offload_host_cache_limit_gb
(float), #E __post_init__ #3840 T XHFFEL activation_offload_host_cache_limit_gb &
BMARIL,
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build_activation_offloading_context B AKX ABXH self.model_fwd_context /
self.model_bwd_context B, & forward_backward_batch Z &, it kAl mIE#E



HNETXEHEZEM self.model_fwd_context EIHEEHKA torch.no_grad() if
forward_onlyelse nullcontext(), ##KR7T ERERNETXEE,
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« verl/workers/engine/veomni/transformer_impl.py (& #£AIZ|Z; K5 source; XA
core-logic; 5 _maybe_apply_async_activation_offload, _build_model_optimizer,
forward_backward_batch) : #ZW3BIEETE, I T R BEHBRNERAND F X
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- verl/trainer/config/engine/veomni.yam| (&3 BCE Xf4; 23| config; %A
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# verl/workers/engine/veomni/transformer_impl.py

def _maybe_apply_async_activation_offload(self, module):

"R RRED 2 Rt VeOmni T 57 H080% £ 5K,

IR FATIEER FIRA . offload RBAEEMNEETEN ~ _call__ #3%,
1% ~“saved_tensors_hooks ™ (L FHEMRE mFF2 "~ "build_parallelize_model "
REM FSDP2 2 4b, WREZERNA, hooks R%EERE & KXIKA,
ARENITERESEEIITEMIERT, BEb 28T BEE R,

if not self.engine_config.enable_async_activation_offload:
return

# EHESA, UERTRNEBAFIEN VeOmni SRAMXIEE KL RER 7 &K,

from veomni.distributed.async_offload import apply_async_activation_offload



apply_async_activation_offload(
module,
list(self.engine_config.activation_offload_modules),
host_cache_limit_bytes=int(self.engine_config.activation_offload_host_cache_limit_gb *
1024**3),

)

log_gpu_memory_usage("After apply async activation offload", logger=logger)

# 7 _build_model_optimizer FxHHX8RAFS:

# 1. module = build_foundation_model(...) # ik EaLER

# 2. self._maybe_apply_async_activation_offload(module) # < FERLALRN B F 25 &3
# 3. module = build_parallelize_model(...) # Fa/E 34T FSDP2 #4171k
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# verl/workers/config/engine.py (VeOmniEngineConfig 2§ )

# FERSCRE R

# enable_async_activation_offload (bool): 18 VeOmni ZF# D2H/H2D (£4iG#0E #1 2.2
CPU,

#XEIZG X EHNESEHSER; 1XE model.enable_activation_offload ([E# saved_tensors_
hooks B&12) SWIEH, BRIA False,

# activation_offload_modules (list[str]): B A& & I EE R AERZ R,

# RIFBRRBRAIBES ("model.layers.*) o “{*}> ("model.layers.{*}"), Z%|& &M model._no_
split_modules Bat % 3., BRIA [,

# activation_offload_host_cache_limit_gb (float):

FTHEHRES REFEFHERPOLENZFX LR (GB) . BRIA 4.0,

# BIFERTFREN:

enable_async_activation_offload: bool = False
activation_offload_modules: list[str] = field(default_factory=list)
activation_offload_host_cache_limit_gb: float = 4.0

# _ post_init__ HEYISIE
if not math.isfinite(self.activation_offload_host_cache_limit_gb) or (
self.activation_offload_host_cache_limit_gb < 0

raise ValueError(
"activation_offload_host_cache_limit_gb must be a finite non-negative value, got "
f"{self.activation_offload_host_cache_limit_gb}."

)
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