PR #7702 BER L

verl-project/verl
[megatron] fix: pad VLM THD input to TP/CP alignment before SP scatter
&FBtla: 2026-09-11 10:17
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MTHE

- —A)3E: 3T VLM THD FAIKE, £& Megatron SP A

< WEME BRI, SHEIEAZI Megatron VLM / FF3IH4T / £ T SOHTRIREEZH
T2V, (EE/ETHN= RIS —% [SP scatter 2K S BEW tp_size R X—EH
R padding AERANOLME, TAEE scatter &FTHT; =2 CP>1 BXFTHE
B tp_size * cp_size * 2 BT (zigzag Y1 FRIEE rank BERKETI M tp_size ER)
s = RIEXMFTEBEISE] build_vim_attn_mask_thd. it fused BZ2E R, BARESZILM
HH X, BN Copilot BIMERZ N SIERFARS: A—NEBE B=1. 4026 XEFHKK
EH) CPU B3, M=%t S =% tp_size (CP>1 BYA tp_size * cp_size * 2) B, ¥
E CP 2 ZRIEEA rank £F|ZEYFA,

THRES B

PR body 83X 2 —NESZMIZA: Y use_fused_kernels=True.
use_dynamic_bsz=True. sequence_parallel=True RINFREKN, M2 %H
to_padded_tensor IBHKE input_ids ¥ BSHD [lwithout TP/CP alignment padding] ,
Bridge BEE4E combined_embeddings EF5X [S, B, H] AH
scatter_to_sequence_parallel_region, MiZE-TFHE S % tp_size == 0; 7 4026 tokens.
TP=2 R T E EEMA. 5. 1EE#—F ZEME| B=1 (micro-batch size 1) B
Bridge 8 legacy_packed_bshd #IZE (input_ids.size(0) > 1) KR, HAEAKTHEZEFF|
TP X389 preprocess_packed_seqgs #Bkit, RXFH combined_embeddings —E&# 2|
SP scatter, 3E fused B&42%2 build_vim_attn_mask_thd {4 to_padded_tensor, HBE[R
— bug, EHEEZE—MEE R ERKEIZ,

SRR

1. IREZEAL (PR body + i118) : BARAATFE SP scatter 8 S % tp_size == 0 Wi £, f
&M RE THD ITRFHHNEAKE RIZ TP/CP x5, H B=1 B Megatron Bridge BkiZ N
FARFF| NFEE, BEERRESRF scatter, MEiL padding KEEZH NER RTRL#E
X0,

2. FEE TR build_vim_attn_mask_thd (verl/models/mcore/util.py) : 3¢ tp size
= mpu.get_tensor_model_parallel_world_size() / cp_size =
mpu.get_context_parallel_world_size() B, # align_size = tp_size * cp_size * 2 if
cp_size > 1 else tp_size WWHEHIMFHLE, X seglens_in_batch.max() M EEREFERNEL



to_padded_tensor(pad_token_id, output_size=(batch_size, max_seglen)), %0258k
& build_vim_attn_mask_bshd 58&—2% (CP>1 K@ zigzag Y10 FE L E 2*cp_size
, BWE tp_size) . ®WH: attention_mask B padded FR—EEZ KR, ZHEHF|LH
False, X&5F& A,

3. fused R E X ZE helper (verl/models/mcore/model forward fused.py) :
fused_forward_model_engine_inner B vision_model 2 X MR ABERY
input_ids.to_padded_tensor(pad_token_id) 5§ torch.arange(max_seq_len) <
seglens_in_batch F LML, 2K A—4 input_ids_rmpad, attention_mask =
build_vim_attn_mask_thd(input_ids, pad_token_id), IR import. UKZEH & :
fused 53E fused BBRKEEZR—MHRXFMHBEE; input_ids_rmpad § attention_mask BHE—
A helper 1, BRRAR—IK, BRHELMIFESROEN,

4. CP 4% padding TEAEIE (preprocess_thd_engine, verl/models/mcore/util.py) :
CP>1 898142 %38 if d.shape[0] < align_size XA pad_target = max(align_size,
seglen_padded_i) FHILREER, BREERE align_size T REE TIZF 588
padded K& seglen_padded_i, &1k remain_end = min(remain_end, d.shape[0]) 3&al
By, SIS CP rank ERIZEL R, 3£& logger.warning_once B EARITER
align_size, 5%t pad_target IBEX AR5 (Copilot B suppressed comment #.3g
HTX—8) .

5. MR, BEESIHMBEE: L. & PR RIWHRB AR, WEREER. CLI &
& schema BE, /FEAHNRIERRIPHIESRE: Qwen3.6-35B-A3B VLM Geo3K
Megatron LoRA. 4 ¥ & 32x H20. merge=False, {&ERIE TP=2 + SP TAi’R, BEE
step1 pearson 0.9995. entropy 0.22. reward 0.65. 390/390 adapter weights =
FEHAR o

R

« verl/models/mcore/util.py (#E3k A A ; 5| source; FEA data-contract; 5
build_vim_attn_mask_thd, preprocess_thd_engine, build_vim_attn_mask_bshd) : £&&
f&& & . build_vim_attn_mask_thd 3&in TP/CP 5% padding (53E fused 89
build_vim_attn_mask_bshd O42—%k) , FHEIE preprocess_thd_engine & CP {14
padding TR, EARARRREFTE.

- verl/models/mcore/model_forward_fused.py (#£3k A E([M; £A| source; KA
core-logic; &5 fused_forward_model_engine_inner, build_vim_attn_mask_thd) :
fused BRI A O fused_forward_model_engine_inner B vision X KA H£ZE helper, fll
MRABLE R ATST to_padded_tensor f1F T mask, #it fused BRE I XNFHBENE
gE—,

XS build_vim_attn_mask_thd, preprocess_thd_engine,
fused_forward_model_engine_inner, build_vim_attn_mask_bshd

REIRED R B

verl/models/mcore/util.py



BB E & build_vim_attn_mask_thd 3#An TP/CP 3% padding (53E fused 89
build_vim_attn_mask_bshd B42—%k) , FHMEIE preprocess_thd_engine F CP 14
padding T&, ZACKERSEIREFTE,

1) build_vim_attn_mask_thd: 38 TP/CP 74553 THD B&42

def build_vim_attn_mask_thd(input_ids: torch.Tensor, pad_token_id: int = None):
# input_ids & THD B H jagged $REIKE, offsets() WEQEFRFINELKE
seqglens_in_batch = input_ids.offsets().diff()

# Xt3F 3| TP/CP: combined_embeddings 7 SP scatter Bis# B [S, B, HI,
# RE S % tp_size == 0 T FRE&AhA& scatter_to_sequence_parallel_region BJHr= ;
# XF 0425 build_vim_attn_mask_bshd #&E—3K,
tp_size = mpu.get_tensor_model_parallel_world_size()
cp_size = mpu.get_context_parallel_world_size()
# CP &£ zigzag YI9H, B&F5 kI 2 * cp_size JF, WD BEA rank WEISKE
# DEW to_size B, EREKERME tp_size * cp_size * 2 BIREEL,
align_size = tp_size * cp_size * 2 if cp_size > 1 else tp_size
max_seqglen = int(seglens_in_batch.max().item())
if align_size > 1:
max_seqlen += (align_size - max_seglen % align_size) % align_size

batch_size = input_ids.shape[0]
# BREAN output_size, BERIFARNFTHRBEAKE (IHEZWHZIX 2 HH)
input_ids_with_pad = input_ids.to_padded_tensor(pad_token_id, output_size=(batch_size, max_
seqlen))
attention_mask = torch.zeros_like(input_ids_with_pad, dtype=torch.bool)
for i, seglen in enumerate(seqglens_in_batch):

# RAEEX token A True, WFAHRNERNERSS5EE

attention_mask[i, :seqlen] = True

return input_ids_with_pad, attention_mask

2) preprocess_thd_engine 8§ CP &% : 3EZ T RN max(align_size, seglen_padded_i)

# CP o %: B4 cp_size IR 2 B8, £/ rank BR—EE
seglen_padded_i = seqglens_in_batch_padded_cpuli]
seqlen_orig_i = seglens_in_batch_cpulil

seglen = seglen_padded_i // cp_size

half_seglen = seglen // 2

start_idx = cu_seqlens_padded_cpuli] // cp_size

d = input_ids[i]

# RAME| align_size TTEENE T AR 580 padded KJE seqlen_padded_i,
# 21T A remain K& d.shape[0] &lr. &84 CP rank 13 2EH &,
# EEBRFE NRAEENER B AR,
pad_target = max(align_size, seglen_padded_i)
if d.shape[0] < pad_target:
original_size = d.shape[0]
pad = torch.zeros((pad_target - d.shape[0], *d.shape[1:]), dtype=d.dtype, device=d.



device)

d = torch.cat([d, pad], dim=0)

logger.warning_once(
f'"Padding tensor for context parallel alignment, original_size={original_size}, "
f'align_size={align_size}" # X E/HRIE align_size, KRB pad_target

# E—BUA
input_ids_rmpad[start_idx : start_idx + half_seglen] = d|
(cp_rank + 1)

*

half_seqlen * cp_rank : half_seqglen

# £ =8 (remain) ¥/, remain_end REHEIER d AT

remain_start = seqglen_padded_i - half_seglen * (cp_rank + 1)
remain_end = min(seglen_padded_i - half_seqglen * cp_rank, d.shape[0])
remain_len = remain_end - remain_start

verl/models/mcore/model_forward_fused.py

fused BIMI AL fused_forward_model_engine_inner B vision 2 %X BKAEZE helper, MIKRA
BXBUARITFF to_padded_tensor #-F I mask, Zit fused BIZEEZRXNF B ENXE—F,

fused_forward_model_engine_inner B vision 2% : Z%—EXFF helper

attention_mask = None
if vision_model:
# R X %E—E build_vim_attn_mask_thd:
#- |BEIMAXEHEE input_ids.to_padded_tensor(pad_token_id), &
# arange(max_seq_len) < seglens_in_batch FILi& mask, BAKERTF;
# B=1 B} Megatron Bridge 8 legacy_packed_bshd #IZE input_ids.size(0) > 1
# AR, NIEFFH| TP XFF8 preprocess_packed_seqs # Bk,
# combined_embeddings &KX B S £ZF| SP scatter A& K= AR
# - ILE input_ids_rmpad 5 attention_mask BHE—" helper = H, BREXR—IK,
# 353k fused B1Z2#ER—f2 TP/CP X3F0 13,
input_ids_rmpad, attention_mask = build_vim_attn_mask_thd(input_ids, pad_token_id)

labels_rmpad, _, _ = preprocess_thd_engine(
labels,
pre_process=True,
need_roll=True,
use_fp8_padding=use_fp8_padding,
min_local_rows=min_local_rows,
pad_to_length_bucket=pad_to_length_bucket,
cp_layout=cp_layout,
local_cp_size=local_cp_size,

)

labels_rmpad = labels_rmpad.contiguous()

forward_kwargs = dict(
input_ids=input_ids_rmpad,
attention_mask=attention_mask,



position_ids=None,
packed_seq_params=packed_seq_params,
labels=labels_rmpad,

**model_kwargs,

)
IR AL

A review W EMR/N: 1 % Copilot review comment + 1 JR AL approve, &AMENHA
B

1. MIREZE DO (Copilot, verl/models/mcore/util.py:862) : A® (35 padding £ 7T
B mER] , 18388 [there is no unit test asserting the padded max_seglen is
divisible by tp_size (or tp_size * cp_size * 2 when CP>1)] , F&EiX#i& B=1 + 4026
XEFTE token FREGAB, ZEIREARR, PR £ wuxibin89 approve EEEE A,

2. CP padding TREEZXE: Copilot £ review body By suppressed comment F35H
verl/models/mcore/util.py:488 &89 warning [claims padding is only for align_size,
but the new logic pads to...] , BRHEXEESSEZFRBERT, BRI / o WM MR,
KEZEEN.

AL reviewer wuxibin89 A APPROVED B L X F¥it, WAL EX [HEXFZHEIKEKE

HZE helper] X—FHRAFN

« R TP/CP JAFEIEME ZE (testing): REIZ PR FANTEMIRK, 7EE X
Qwen3.6-35B-A3B VLM Geo3K 8y 4 & E2E 8 (stepl pearson 0.9995) {EANIIE
EFE; wuxibin89 approve & PR &N, MA/ERREF

« CP % padding T&M align_size B84 max(align_size, seqlen_padded_i)
(correctness): BHERAFHFEZIHEAN, XHEXENEH M RBEICH/NRE, KEEE
¥,

. fused BRIZAELE helper BIiZITEE (design): £3E wuxibin89 E# APPROVED A
RIEEFWN, FEBIAT,

PNSESE-A

« Qe
1. S®RDEVINER (REARERK) : build_vim_attn_mask_thd IER AR fused 53E
fused % VLM RIAEEIR, #HRA BENPIE max_seqglen % tp_size == 0 (CP>1 BtA

tp_size * cp_size * 2) X—FE &, Copilot BB LXNMNFE, PR V?IA)\ Ja 8AEAT
PRENER ] BEBR BRI IR AT 5%, B R A AL T B=1 + T token AR T A REN A
1. £Z helper 7 KT ®"®E: model forward fused.py MABEMIE K KRR

build_vim_attn_mask_thd /&, fused E&428y mask #3EF R L AETH—IHH
torch.arange(...) < seglens_in_batch.unsqueeze(1) B2R&mmENL (AR .
to(input_ids.device)) , ¥ ZE torch.zeros_like(..., dtype=torch.bool) fm CPU
Python &3 RZATHER., THEEFMEFHAT AR, (BB TR — PR BEWNRIAITHEE, &
mask dtype/ Z&EIBEX B BRER, FHAEEA VLM fused BI[H,



2. padded KEZMH KRB THMARAR : input_ids_with_pad B S BXJE, BRI
postprocess_thd_engine 3% seqlens_in_batch ¥/ / R EZ BADREX FF;
build_vim_attn_mask_bshd & 118 forced_max_seqglen ¥ FKARIE logits.shapel:2]
== label.shape[:2], #BAIX3E padded #E & BSHD B2 LHXTEES label X,
f THD BERAKRA MR ERAREME,

3. CP @ XEREXZEA: pad_target = max(align_size, seqglen_padded_i) &1t ¥ % F 5| #%
#EF| seglen_padded_i, *MEERBRNEARE Z padding (position_ids Bi%
seqglen_orig_i Bilf) , EURKEARK token, EHEZXRETHAN CP 19N KEKE, B
TZA X R RAAE, RELTENEE,

4, MERERSTR ] BBE: B batch =% £ H align_size - 1 (CP>1 B A tp_size * cp_size * 2
- 1) A token By embedding 53X B AMEITH, AN 4 T RAEN AT LB, - %
e AP B8 EF KM VLM Megatron IISESM Tm) TR (98] , ¥a@
E—ARMZ RN EHE—VLM (vision_model=True) + use_fused_kernels=True +
use_dynamic_bsz=True + sequence_parallel=True (8 CP>1) , #&ZE 2
Qwen3.6-35B-A3B VLM Geo3K Megatron LoRA X Z A RL 4k, i EIZEAAH A
FPREARZRH™, B APl/ BREBIIMRE, AZAM: N3F04Z%E THD 5 BSHD |85
Bg—, BOTR—FAZEERLLIVERN TR, EHREAZIIRBREREER—
helper £, WG EXZREIREZE fused 53F fused, BN X2—X % E2E 1§
. EANIER] EAN, @IFETEER S L5 build_vim_attn_mask_thd & CPU #
M (SFEBHRKE tests/utils/*_on_cpu.py RAEARFI) , &NZEE KA E HIKBAL
)3, - RFEtrie: SOMRER  BORIMEBREE |, ZREZHE helper ¥mEd K,
padded £E 5 T REARMUTE

RTINS

« PR #7106 [megatron] fix: preserve R2 router replay for THD-packed batches: [E /&
Megatron THD-packed batch R ERIZEIE R, & verl/utils/megatron_utils.py 5
verl/workers/engine/megatron/transformer_impl.py, 54k THD # AXNFe&kz1 4T [E
—ERITAEREER, BRBE packed FF| 438 LB AR,

+ PR #7786 Revert "[megatron] fix: preserve R2 router replay for THD-packed
batches": PR#7106 BIEDR, #t8 Megatron THD H A MBZMHAMET REAE / A
RS, EXFTERNBRREZ—/NTENMNK padding EXTE, MERKES, EEE5AK
REh— I,



