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def get_teacher_sampling_params(
teacher_model_config: DistillationTeacherModelConfig,
distillation_loss_config: DistillationLossConfig,
) -> dict[str, Any]:
"""Get sampling parameters for teacher model when computing log probabilities for
distillation."""
# Temperature has no effect on prompt_logprobs: the teacher performs a forward pass over
# existing tokens (no sampling). Always use temperature=1.0 regardless of the config value.
# The default distillation.yaml| copies the student rollout temperature via Hydra interpolation
# (temperature: ${oc.select:actor_rollout_ref.rollout.temperature}), which causes a spurious
# crash when rollout.temperature != 1.0.
if teacher_model_config.inference.temperature != 1.0:
logger.warning(
"Teacher inference temperature is set to %.1f, but temperature has no effect "
"on prompt_logprobs (forward pass only). Using temperature=1.0.",
teacher_model_config.inference.temperature,

)

num_logprobs = distillation_loss_config.topk if distillation_loss_config.loss_settings.use_topk

else 0
# Z2RARMIC: ZWMESEBIF logprobs o token ids, REEMEFFH,

# 3X#E vLLM 8 LogprobsProcessor &Bki¥ convert_ids_list_to_tokens #1 _verify_tokens,
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return {
"max_tokens": 1,
"temperature": 1.0,
"prompt_logprobs": num_logprobs,
"detokenize": False, # #13&: Bk RAriClt, FBAEESERFTFH
}

Wi B

AN AR =Y

« skip_tokenizer_init BEZRFG AL : wuxibin89 EAIREE R T EREN
skip_tokenizer_init=True Bk 7 R#rieft (51 distillation.yam| B2&) ., HSYZhang #5
HE VLLM w skip_tokenizer_init #EERmEL A false, SERITCAANEI ST, FHEELE
B,

- BRIGRRE: HSYZhang &% vLLM 519 tokenizer.image_token_id, Bkt #iafh& 5 3kiE
#, ANEZEEBEREIESHK.



« 2% rollout 9RAL: TR T BRIZAL rollout BT HEERE detokenize=False,
wuxibin89 ZINFE vlim_async_server.py i, BEAXKFEHMESR (W0 sglang.
trtlim) B9EA S, HSYZhang REHER T BIhAY PR (#7679)

RER LW
« K PR RETAHUM rollout 1% E detokenize=False, UR/IMtZTBESEEHFRAEE M,
« 24 rollout BIALTE PR#7679 1 4b3E,

KRARIREETE

« TTBA B RARER, TR EXKFEIR,

. skip_tokenizer_init BYEEZREL 5] #L (correctness): BAIA VLLM BRI RE (349
tokenizer.image_token_id) , FREENWE detokenize=False KAFR,

« Z 4 rollout By detokenize 4t (performance): TEJE 4L PR #7679 438, HZINE
vilm_async_server.py $ 52, LU %R H MG 3%,

R 5 B
« QR MR :
1. BERKE: TERRMI—NERER, FREZLEE, BRI THHEEEERRRD
fhgER, AREBHRKIERE,
2. FHRMRK: detokenize £ vLLM SamplingParams BIsrEFE, 5§ vLLM 0.22.1 (
vl 51 %) #FE, BEMRREM rollout FiE (0 sglang. trtlim) REH N SEK,
3. MERENS: A E AT RBfE K RFRAT IS FF B ZIE LK, ERFEREIH, &K
T ER 12 M E FRARBD F1F 55
4. ERERH: FERERESKEREED LM REE, BB REEW, - ®m:
- AP #m: ARG, SERKERMEE (Flin 24k-token 32N 18.3 BEE
6.2 %) , BIINLKkEE, - AZAPN: BHEALNRERP TERY, RaIFLRIFERLE
BN, ZMRIIEERNNET. - AREM: NEE rollout MHREMIMEEE (InF4
rollout IEMEE) , FERTESHERERAERBEZRENZLITER, - NREAR
0. ERERH, 8T8

PRUITEZS

« PR #7115 [rollout, vlim] feat: pluggable router with FQN/YAML plugins: 3 & ZXffEER
BIZEMEHM (fBEK verl/experimental/teacher_loop/teacher_model.py) , 574 PR 4% f
rollou t MEEERALAR X,

« PR #7679 %4 rollout By detokenize tift. (MIFIEFHERT) : &N PR WL FHANELE
rollout EXMLUEE, B HSYZhang 3%, tHhit vLLM ZAFEKAPHEEE,



