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# verl/models/transformers/glm4v.py - glm4v_attn_forward REKFE (BEE)
def glm4v_attn_forward(
self: "GIm4vTextAttention",
hidden_states: torch.Tensor,
attention_mask: Optional[torch.Tensor] = None,
position_ids: Optional[torch.LongTensor] = None,
position_embeddings: Optional[tuple[torch.Tensor, torch.Tensor]] = None,
**kwargs,
) -> tuplef[torch.Tensor, None, None]:
# XBBE . BHEAN transformers 5.x BIFEIEALE Fahd K 2K

from transformers.models.glm4v.modeling_glm4v import apply_rotary_pos_emb, repeat_kv

bsz, g_len, _ = hidden_states.size()
query_states = self.g_proj(hidden_states)
key_states = self.k_proj(hidden_states)
value_states = self.v_proj(hidden_states)

query_states = query_states.view(bsz, g_len, self.num_heads, self.head_dim).transpose(1, 2)
key_states = key_states.view(bsz, g_len, self.num_key value_heads, self.head_dim).
transpose(1, 2)

value_states = value_states.view(bsz, gq_len, self.num_key value_heads, self.head_dim).
transpose(1, 2)

# Because the input can be padded, the absolute sequence length depends on the max
position id.

# Glm4vTextRotaryEmbedding already folds mrope_section into cos/sin, so this is the plain
# application, exactly as Glm4vTextAttention.forward does it.

cos, sin = position_embeddings

# KBEE: ARFINRERE, TFE mrope_section 53K

query_states, key_states = apply_rotary_pos_emb(query_states, key_states, cos, sin)
key_states = repeat_kv(key_states, self.num_key value_groups)

value_states = repeat_kv(value_states, self.num_key_value_groups)
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