PR #7224 RER L

verl-project/verl
[vlim] feat: enhance DeepSeek V4 fp8/fp4 linear and moe weight refit
S FBtla: 2026-08-01 21:54

JRSCEERE: http://prhub.com.cn/verl-project/verl/pull/7224

HATHREZE
« —A]iE: B FPS8 scale refit bug #1545 FP8/MXFP4 R E[R#

- WESME: EEKIE, 5 E _iter_transferable_param_attrs Xt bound method #y4t¥Efn
FP8/MXFP4 FWE in-place staging #lL#|, IR vLLM EMXER PS5 CUDA graph X
BAREAREME, FEA: verl/utils/viim/viim_fp8_utils.py B staging/fold A 4y & £A.
viim_fp4_utils.py B9 DeepGEMM X A7, UKRBIKRIBEIRE TP 0 A EZEE T T
R¥E, BWESHFIIRE GPU £BY refit MR,

THRES B

PR body PA#A T sh#l: & & FP8 scale refit 7 rollout ARRE R F
bug——_copy_param_subclass_attrs £%| T & bound methods EREIFTARME, vLLM
89 loader ANO R B E | tensor WAVE, ERFEKEA R, FEEL load #RE AT
tensor; REMRA in-place EFEMNA B HFMEMER, scale B DeepGEMM T 8 E #% Bofu &
FeE, RANTFEREMAEFRONG, ik FPE8 § MXFP4 BREZMSIREH, HA MXFP4 MoE
RHLEFH refit T,

SRR

1. EMEIREM: 73 verl/utils/vlim/vlim_quant_utils.py fEA%— AR, &# FP8State.
is_fp8_model. is_fp8_weight. HIRMENTIHEIREK (_is_expert_weight_module.
_is_fused_moe_block. _resolve_expert_weight_module) L% stage/process H%&3iZ1&
: vlim_fp8_utils.py W8k A Fp8LinearMethod/Fp8MoEMethod BYEBALIE; FriE
vlim_fp4_utils.py 238 Mxfp4MoEMethod; MiIF& viim_dsv4 fp8 utils.py, H
DeepSeek-V4 458321 (is_deepseek_v4 _model. iter_deepseek_v4 weights. MXFP4
R KRB RER) FAN FP4 3k, NODREERERFA, BB,

2. BESHEMEH| bug: FE viim_fp8_utils.py F#3E _iter_transferable_param_attrs,
H inspect.ismethod(value) and isinstance(value.__self _, torch.Tensor) & 48 E 3|
tensor B4 7%, _copy_param_subclass_attrs B RIRcEIEE . weight_loader 48
E3| layer B9EMELZ subclass_type, ik load_merged_column_weight S REE #Fri@id 3
MRO #&#T.

3. 523 in-place staging/ #EALE|: _record_pristine_fp8_layout AR i KK EE
FP8 fRES scale 89 checkpoint 24k /dtype (RIBHBARIT tensor, BRI vLLM By
weights M) ; stage_fp8_params_for_loading ZE&R refit BIE live S ¥k pk



checkpoint /& buffer (g £ AN reshape, ENFLEIHFA OxFF F1b) ;
process_fp8_weights_after_loading 3#3¥ patch replace_parameter 5
_fold_into_live_param E/5 b3 45 £ ¥ E R storage, RIE CUDA graph 3#RHMFEF R &
%, _FP8 _REFIT_PARAM_NAMES ¥ B & % MoE B w13 _weight/w2_weight & scale
S

4. ¥ MXFP4 MoE refit X3F: viim_fp4_utils.py 523, _mxfp4_checkpoint_layout (5§
VLLM create_weights T R—E 8 E%X) . _stage_mxfp4_moe_params (expert IREE
A live 5. scale R ELEE L IGH buffer) . _replace_parameter_in_place (patch #
vLLM B replace_parameter, 7E process_weights_after_loading R EIRI#TE live 5%k) .
_process_mxfp4_moe_params (#&F MXFP4 LIVE_ATTR B2F A REITEHNZRARSE) .
stage_mxfp4_moe_params_for_loading 3t3E DeepGEMM Jz i B b
NotImplementedError, 3E4EFERBE,

5. B2Eksh: apply_vlim_fp8_patches & A apply_vlim_quant_patches 3 £ #7
vlim_rollout/utils.py. vlim_async_server.py S ; MR >4
test_vlim_fp8&_utils_moe_on_cpu.py E#& A test_vlim_quant_utils_moe_on_cpu.py 3
EEHTRIERINER T R, (stub BEE/RFERESZEE) ; verl/utils/megatron/dist_checkpoi
nting.py BXF Megatron-Core ##) TorchDistLoadShardedStrategy/TorchDistSaveShar
dedStrategy #0; [t PR 3Bi0 DeepSeek-V4 B Continuous Token B EE (
verl/utils/tokenizer/deepseek.py) . DeepSeekV4ToolParser (
verl/experimental/agent_loop/tool_parser.py) .

ContinuousTokenModelFamily. DEEPSEEKV4 SEAf. REIFEA
run_deepseek_v4_flash_megatron.sh 5 X4 & #7,

REEX M

« verl/utils/vlim/viim_quant_utils.py (3% /A0 ; 7 source; R entrypoint; &5
_get_vllm_version, FP8State, is_fp8_model, _is_expert_weight_module) : ¥ %—
ANO X, 73 FP8State. is_fp8_weight. HEIRMENTE stage/process Ak, EIZMEEAN
EMEMIIE R

« verl/utils/viim/vlim_fp8_utils.py (#E3k EFRE; K7 source; E£R core-logic; &5
_get_vllm_version, _iter_transferable_param_attrs, FP8State, is_fp8_model) : #&&
bug BEFTEX M _iter_transferable_param_attrs i¥J& bound method,
stage_fp8_params_for_loading/process_fp8_weights_after_loading 523 in-place
staging 5#1E,

« verl/utils/viim/vliim_fp4_utils.py (3R EfbinEk; 25| source; & core-logic; &5
is_deepseek_v4_model, iter_deepseek_v4_weights, _is_mxfp4_fused_moe_module,
_is_deepgemm_mxfp4_moe_module) : FEHY MXFP4 MoE refit fE3k, (X k¥
DeepGEMM 53, 523, checkpoint #i /& staging 5§ replace_parameter 8 in-place &
#,

« verl/utils/vlim/vlim_dsv4_fp8_utils.py (1R SXE R ; K5 source; £ deletion; &
5 is_deepseek_v4 _model, iter_deepseek v4 weights, _is_mega_moe_module,
_is_mxfp4_fused_moe_module) : BEX{HMIFR, H DeepSeek-V4 45HZBEMEHAN
viim_fp4_utils.py, BIREEHIAKLER TP o0 nEiHEhZE B T EITH,



verl/utils/tokenizer/deepseek.py (H3k 4mE52s; 25| source; FEH core-logic; &5
_to_json, _text_of, render_tools, _render_tool _call) : #3% DeepSeek-V4 B DSML $&
TIL S Continuous Token Builder, & DeepSeek-V4 £RH—E4%, SEMBER
PR & Ao

. verl/experimental/agent_loop/tool_parser.py (&3t T EARMNT; 25| source; LR

core-logic; 5 DeepSeekV4ToolParser, init, _parse_tool_calls, extract_tool_calls) :
13 DeepSeekV4ToolParser, f#EMT DSML (&N T HEAAH, 5 deepseek.py bR EAT,

verl/utils/tokenizer/continuous_token_wiring.py ({3 #RIRZ|; HK7| source; LA

core-logic; 5 ContinuousTokenModelFamily) : SE#ft

DeepSeekV4ContinuousTokenBuilder ##3% ContinuousTokenModelFamily. DEEPSEEK

V4 ¥ZME, REPE StrEnum B FEA Python 3.10 89 str+Enum 5231,

tests/utils/test_vlim_quant_utils_moe_on_cpu.py (£ MR; L5 test; L&

test-coverage; 45 _load_fp8_utils, load_quant_utils) : &

test_vlim_fp8_utils_moe_on_cpu.py E4& kK, EEFEREMFo stub lIBA RN, Z2E

I BENEE CPU MR,

- verl/utils/megatron/dist_checkpointing.py (iR #&& 5 ; 25| source; £
dependency-wiring) : 3&E& Megatron-Core #1 API, ¥
get_default_save/load_sharded_strategy & A TorchDistSave/LoadShardedStrategy
BEESLAML, TTRER"M Megatron &% checkpoint 1T A,

« examples/grpo_trainer/run_deepseek_v4 flash_megatron.sh (iR R~EIIA; 255

other; Z®& configuration) : DeepSeek-V4 RABIARE, EEFHEMIERS TEENE

T8,

XPEMFS . _iter_transferable_param_attrs, _copy_param_subclass_attrs,

_fold_into_live_param, _fp8_staging_data, stage_fp&8_params_for_loading,
process_fp8_weights_after_loading, stage_mxfp4_moe_params_for_loading,
process_mxfp4_moe_weights_after_loading, _stage_mxfp4_moe_params,
_replace_parameter_in_place, apply_vlim_quant_patches, is_fp8_weight,
encode_messages, DeepSeekV4ToolParser, DeepSeekV4ContinuousTokenBuilder

KERAD B

verl/utils/vlim/vlim_fp8_utils.py

s bug BEFTESME: _iter_transferable_param_attrs i¥3& bound method,
stage_fp8_params_for_loading/process_fp8 weights_after_loading 52, in-place staging

53 E,
# verl/utils/vlim/vlim_fp8_utils.py (Fik: SEBMHE IR + #7E live %K)

def _iter_transferable_param_attrs(src_param):

" RGBT NS IE M, HERRYEES] tensor B TR,

XEAR PR BENZS: “dir()"T 21 vLLM B loader AB &
(*“load_merged_column_weight ™ %) #5|Hk, meqlER240E 3]
HA tensor %, WMBJRKE setattr B EREWNSHLE, eiE



Tself A EA tensor BAIAS S EAREA dict, ERkETIE,
S FTAE MBAT B BRE NIRRT A tensor (shape —HFFARIRES)
base_param_attrs = dir(torch.nn.Parameter)
for attr in dir(src_param):
if attr in base_param_attrs or attr.startswith("__"):
continue
try:
value = getattr(src_param, attr)
except AttributeError:
continue
# RE value B4R ER| tensor A ERBLT ; SEEHIKA9 2
#" GRE R tensor' MAR " HEIRSEK ", BAAEASMEREY
# RESH, FEERBIFE self TREERE T REZAAIRR X%,
if inspect.ismethod(value) and isinstance(value.__self _, torch.Tensor):
continue
yield attr, value

def _copy_param_subclass_attrs(dst_param, src_param):
"I VLLM B3 F R T EIE (output_dim. weight_loader.
tp RAEE) FWRERENSHLE, TUT—RK refit REE WAL F,
if src_param is None:
return
for attr, value in _iter_transferable_param_attrs(src_param):
try:
setattr(dst_param, attr, value)
except AttributeError:
pass
subclass_type = getattr(src_param, "subclass_type", type(src_param))
if subclass_type is not torch.nn.Parameter:
dst_param.subclass_type = subclass_type

def fold_into_live_param(layer, param_name, param, new_data):

"4 /5 {3E M5 B CUDA graph BARTREIRIA A,

BHSHT %41k CUDA graph HAEBIEFHRM, FIUXER AF
¥E shape 5 dtype 5E2—KERM copy E live 53K,
AN BB, BRERTERENR.
if isinstance(new_data, torch.nn.Parameter):
new_data = new_data.data
if new_data.shape != param.shape or new_data.dtype != param.dtype:
raise RuntimeError(
f'FP8 refit EH#ESFH {param_name} FZIR/ZER
f'({tuple(new_data.shape)}/{new_data.dtype}) 5 live 3k "
f'({tuple(param.shape)}/{param.dtype}) *—3k, T ERMEF, "



)
if new_data.data_ptr() != param.data_ptr():
param.data.copy_(new_data)
setattr(layer, param_name, param)

verl/utils/vlim/vlim_fp4_utils.py

By MXFP4 MoE refit 3k, XX DeepGEMM E3%, 523, checkpoint /& staging 5
replace_parameter B in-place i,

# verl/utils/viim/vlim_fp4_utils.py (F3%: MXFP4 MoE # checkpoint #1 & staging 5 R ##71E)

_MXFP4_SF BLOCK = 32 # MXFP4 8y block scale AF
_MXFP4_LIVE_ATTR = "_verl_mxfp4_live_params" # B # live 3 NE B M4

def _mxfp4_checkpoint_layout(module):
""E# checkpoint R FHERSHHRE dtype,

XEHRREZREM: vVLLM 7~ _setup_kernel ™ k& E U= M REFIR,

FriA refit RBAEMEMMBRTESERBELL LK. F=ATEE

““quant_method™ " #5%, " RoutedExperts.weight_loader ™ €& o X%,

““replace_parameter™” A RBY, FEERENEL,

gm = module.quant_method

num_experts, inter, hidden = gm.num_experts, gm.intermediate_size, gm.hidden_size

return {
"w13_weight": ((num_experts, 2 * inter, hidden // 2), torch.uint8, None),
"w2_weight": ((num_experts, hidden, inter // 2), torch.uint8, None),
"w13_weight_scale": ((num_experts, 2 * inter, hidden // _MXFP4_SF_BLOCK), torch.uint8,
"block"),
"w2_weight_scale": ((num_experts, hidden, inter // _MXFP4_SF_BLOCK), torch.uint8,
"block"),

def _stage_mxfp4_moe_params(module):

"ERERE live FAEIRIIRT, M load_weights™ ™ &8 checkpoint )&,

DeepGEMM GRS EHEFRNRE, Frk live 3T U EERIL checkpoint
BiE, REZEE weight_loader " EEMEEX; M block scale BE#
EHAN DeepGEMM 1 fF, EWELEIGE buffer AEEMBLEE,
ZJ5H _process_mxfp4_moe_params” " IE live i,
live = {}
for name, (shape, dtype, scale_kind) in _mxfp4_checkpoint_layout(module).items():
param = getattr(module, name, None)
if not isinstance(param, torch.nn.Parameter):
continue
live[name] = param



if param.shape == torch.Size(shape) and param.dtype == dtype:
data = param.data

else:
# XBRAEMARS buffer: W refit RIGLFEITEA scale,
# BRI EMBEERR, MARIRIBERARTENREE,
data = torch.zeros(shape, dtype=dtype, device=param.device)

staged = torch.nn.Parameter(data, requires_grad=False)

staged.weight_loader = module.weight_loader

if scale_kind is not None:
staged.quant_method = scale_kind

setattr(module, name, staged)

setattr(module, _{MXFP4_LIVE_ATTR, live)

def _replace_parameter_in_place(layer, param_name, new_data, prefer_copy=False):
IS AL EE A T El CUDA graph B3R89 live 53k,

SAIRAE " process_weights_after_loading™ ™ RERIZEA: HEIRSH YR
layer L8953k &2 ~“moe_quant_config’~ 5 ~“moe_kernel " H#27% tensor
S|H, ZEZEEHRE live 38, kernel £MAIEMIEE buffer,
from vlim.model_executor.utils import replace_parameter
live = getattr(layer, _"MXFP4_LIVE_ATTR, None) or {}
param = live.pop(param_name, None)
if param is None or new_data is None:
return replace_parameter(layer, param_name, new_data, prefer_copy)
if isinstance(new_data, torch.nn.Parameter):
new_data = new_data.data
if new_data.shape != param.shape or new_data.dtype != param.dtype:
raise RuntimeError(
f'mxfp4 refit EF#EF {param_name} A "
f"{tuple(new_data.shape)}/{new_data.dtype}, 1B live ZH=E "
f'{tuple(param.shape)}/{param.dtype}, FTo’E=RMEF, "
)
if new_data.data_ptr() != param.data_ptr():
param.data.copy_(new_data)
setattr(layer, param_name, param)

BN

N PR ZAE AT review i¥#18 (review_comments_count = 0) , ZOIRITREHIEEE
PR body ¥ [#3R :

« At 40670 in-place staging MARERSH TR B#SHI R SEHIRN CUDA
graph FA NI EL: B Fp8MoEMethod. setup_kernel BERESM LT layer RESER
moe_quant_config/moe_kernel # &% tensor 51, FrilME
process_weights_after_loading JRERIIE live S5k 3T, FN kernel ¥ G buffer,



. staging buffer KB4 scheme R E: FP8 Bi2A OxFF (FEFFA staged dtype H#
2 NaN) &b, KRB EH buffer REBE R forward FEXE; MXFP4 B1289 scale Bk
RESHEHB AR, EWXIEH scale buffer AEER, FERBLERERE
_MXFP4_LIVE_ATTR BEAZER.

« 3E DeepGEMM MXFP4 a3t NotImplementedError fiEEEABkY . Hfth /5 im7E /5 /b TR AT
S FH expert IRE, refit €38 checkpoint ARAKEFEHBRNBFCEEARANESHK, XK
rollout ARREE#%; failing loudly £ F=H stale weights,

« _iter_transferable_param_attrs ¥|RragZ 48 € B tensor MIEHEERSEK: loader
EEMARERWRE SR, SUERBIRN self AEBERE T REZMANIGENTE, Eib
R aeE B IR bR,

« A1t 230 in-place staging A E &S IT % (design): A staging buffer +
_fold_into_live_param/_replace_parameter_in_place X2 P Ei3rE, #% CUDA
graph f8 M IEE buffer,

. staging buffer FLKEE: OxFF vs BIER (design): T B EX AR ENEFM R
, HAPRE BT RN B AR

« 3 DeepGEMM MXFP4 JE s A NotImplementedError (design): 3£ DeepGEMM Jf&
AW NotImplementedError, FEHRE R PR MEMA —-moe-backend
deep_gemm,

R 5 B0
. RS

1. OB AZTERK: vLLM rollout ;RER P 2 RL AKX gEEZE, K PR KT
FP8/FP4 ELER MRS BB RAE, EARAEIER (WHEEREN
replace_parameter #7[E) #R7REFEIIZREEER >~ L IRRE,

2. MR 352 TIBRESRAGTAS EEEM: viim_dsv4_fp8_utils.py BEXHHMIFR, HPaES&M
2 TP B #4124 (try_load_column_weight. _try load_merged_weight.
_attach_weight_loaders &) , X&ZHETHTEIBINFERTEZH—FHIA; B
Bl CPU MR R B 2R S is_fp8_weight #|ZE, REZLFF TP 9 H K2,

3. VLLM JRARFEE L X0 vlim_quant_utils.py X FusedMoE BB REM T IRAD X (
vLLM 0.24.0 ®i)fE) , HESFANESENT RoutedExperts/MoERunner, {E% vLLM
JE LR E A MoE 44, XL duck typing %% T B & Ko

4. MXFP4 FifR: 1X DeepGEMM a3 X #¥F refit, HMWEMAEME, AP WERIOA
BRNESR AN DeepSeek-V4 %S EEAIK, BARZA BN fail-loud %it, BRER
TR IR AP

5. N&R API 44 : apply_vlim_quant_patches &#t apply_vlim_fp8 patches, #& T
HE=AHAE| AIBL SR ImportError, - M XA BE£7
DeepSeek-V4-Flash & FP8/FP4 E/IEEE RL rollout ¥ refit /& scale @ EFFRTE
%, RIEVKERMNE; MXFP4 AP EENMER —-moe-backend deep_gemm F 82 H
refite XA %: VvLLM rollout RE R FEIRME — X HIF> AR EN T RALRN S XG5
H, BIRESEFERE, R MXFP4 E TN BAD, XHEPK: PR EBI|IA
T DeepSeek-V4 By Continuous Token HFiZR5 TEMHTE, ¥ BT agent loop fn



tokenizer MR Rix X3, ES5EMBEITEER— PR $¥EMT review FuEME &
B, - NEARIT: BORRTE | kR 352 /TIBERER T 2B M |, /) GPU #
MEZE , VLLM BRAFEEAL X , AER APL EH L

KERIKZ

« PR #7101 [docker] feat: upgrade vlim and megatron version, add packages to
support DeepSeek-V4: # %% vLLM E 0.24.0 % DeepSeek-V4, & PR HH
FusedMoE JRAL X (v0.24 MoE EH)) EREZMRALR EIEE,

« PR #7179 [vlim] refactor: clean up weight sync: X vLLM IR E R F BB EH 5 A PR
HEMRER P RENET R —ER (verl/utils/vliim) , FEEERE,

« PR #7190 [vlim] refactor: drop support for vLLM older than 0.18.0: #&# vLLM &KX
A, 5 PR B VLLM RAFAE 0 X RKBEM X,

« PR #7221 [megatron] feat: support contiguous context-parallel layout for DeepSeek
V4: B A DeepSeek V4 Xk, Megatron By CP M/ X #IFE A PR B9 vLLM E1b refit
FL&5ER DSV4 2888,



