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PHATHRE

« —A]iE: Megatron #4A delta S H#3¢ PP/VPP X%

< WEME: [EEKEIR, XZ delta_sharded 5| EE#HN R E—F —CER T W R h0
reloy SE A bridge 2B 53K B XX PP 4, H9P _exchange_slot_tables #% B F4TH#
R ARIT. contributes XEfr. MUK placeholder T8y zero-count 8z HL&IERMELS
23, EIXE S build_export_index BI=AEH. _pp_differential B934z S RBESRIT
, UREZA commit Xt ep_size>1 VA R B AR E 24T,

THRES B

PR body FABATLEAIX B X #7060 B/ TA4E: AT Megatron #&74s delta S H W PP=1 Wr&
FR&|, base IRAAL MRS 12 EHWE BR "the seed full sync supports PP already, the steady
relay is roadmapped'——seed £ 2R F R EX#F PP, BRI ERFE PP AR/ THEER,
oW K 2L PP/VPP fi BB Megatron It BEE % delta_sharded 5| MRS EREMR
%, BMREERA4SE NCCL A% (235B L2ERBPE 220.5-236.8s, delta FaAMX
g7.5-111.1s)

SRR

ZE N DO verl/workers/engine/megatron/delta_export.py B9 build_export_index, #/&B
P& 2%k Megatron-Bridge EAMNER S BT, MIEBTKE. FHENOT:

1. #Bfk PP=1 B, &R bridge €853 B X: build_export_index #i|# pp_world ==
B assert, BRAILERESZ pp_world, get_conversion_tasks JRARSEE pp rank
allgather %%, HEMHF. £ & tied embeddings, F xTHAM stage AW SIHE T
param_weight=None G ——3XIFZ PP>1 B2 X80 &Em,
McoreParamExport.param Z A Optional[torch.Tensor], 3##3¥ slots FEREKRER
slot %,

2. PP>1 B @38 WORLD group ©%&3F: NS5 %—1E3 dist.group.WORLD, E A
wire master (global rank 0) ARE58 A gather, TWESEK)FH stage, RAREE
relay Bkis; owner-stage rank TiERE I, dp/cp BIAER
ShardSpec(contributes=False) =%, param=None 8 & EEZE /K full_shape=(0,).
contributes=False By zero-count 81T, 5 HSDP &|AELA BB HLHE|—E. PP=1
FRIFREEH (tp 4 / etpxep BREA / EH A rank-0 Ei%) , TARFHFFE,

2



3. #E _exchange_slot_tables —XMSF/ R & index MEXREZBFIT (MIESHKL)
42K slot table union, owner rank ZIFEM—K zero delta S seed, IE owner
rank ME—RREZ 8= B RTEMRNEITHEZE, XMBET 235B BILHFREMN ep_size>1
EF)35E: WATE rank REHFE W ep-local 4%, #KR3|1% batched gather #% slot
fLEE&HHRA,

4. 3| ZMELE: transformer_impl.py B9 _mcore_export_index & self._delta_slot_cache
f&XN build_export_index (FREMRIE cache %&TF index &E3L) ;
get_per_tensor_param_shard *f param is None B94T/~ 2 Z5KE shard, {£¥ stage &
fLATEETR A delta 51 MPIF BZ,

5. MR-G5 WIEECE: test_mcore_probe_differential.py 3¢ pp_differential & =82 E 4
oracle (X#F PP_SIZE/EP_SIZE ¥3RE&E. #¥ qwen2_tied tied-embedding &1K) , ¥
5 bridge.export_hf_weights XX $5# bitwise Xttb; FE B S £ transformers
5.6.0 /B NemotronH checkpoint F%4t A backbone.embedding.weight (#%%) M
bridge BEHE FH backbone.embeddings.weight B9 13— 5],

R

- verl/workers/engine/megatron/delta_export.py (13t SH 3| %; 23| source; LR
core-logic; %5 build_export_index, _exchange_slot_tables) : #5523, fEFR PP=1
W=, #3E PP>1 89 WORLD group &3f. placeholder ${#4T5— kM4 5 slot table X
#, 179 TZENER,

- tests/special_distributed/test_mcore_probe_differential.py (3 Z4MK; K5 test;
2R test-coverage; &5 _pp_differential) : #3E pp_differential &= K2 E4 oracle
, B % PP/EP A&, BXPUH. &FAT slot R—HM5 bitwise Xfth, HEE
transformers 5.6.0 #4&)3—,

. verl/workers/engine/megatron/transformer_impl.py (#3k 3|25 3,; 25| source; £R
core-logic; &5 _mcore_export_index, get_per_tensor_param_shard) : 3| ZEMEE:
RI|EIEN slot_cache, get_per_tensor_param_shard B stage &ffT/=H=
shard,

X5 build_export_index, _exchange_slot_tables, _pp_differential,
_mcore_export_index, get_per_tensor_param_shard

RPERAD B

tests/special_distributed/test_mcore_probe_differential.py

¥ _pp_differential &£ =12 £ % oracle, &= PP/EP A&, BEHU. FIT slot T—K
M5 bitwise Xttb, &£ transformers 5.6.0 g4£)3—,

def pp_differential(bridge, model, rank: int, world: int) -> None:
"'PP>1 £4 oracle: A= S HEIR2(2F B X + slot T seed + probe & H),
BN TRE TN WL E delta AP ERE bridge.export_hf_weights
Jttb——/E#& & bridge B&H PP | 2 ESH ML S B EE,
& HF 3KE bitwise LI, FEIEME XBF 5 SATRE, "
from verl.workers.engine.megatron.delta_export import build_export_index, mcore_hf_delta_
entry



slot_cache: dict = {}
index = build_export_index(bridge, model, slot_cache)

#1. BXBUF . FTA rank TN —3K (mcore ERXRSRETE ep £F

#EEAR BT BEFEMN, TR )

names = [r.megatron_name for r in index]

all_names: list = [None] * world

dist.all_gather_object(all_names, names)

failures = ]

if rank == 0 and any(len(n) = len(names) for n in all_names):
failures.append(f'directory row counts diverge: {[len(n) for n in all_names]}")

# 1b. Z4T slot table —ZME :batched gather 34T slot L E&HF ,
#rank 0O AECHERGEEHER  ABTRAMER/ —K
row_tables = [r.slots for r in index]
all_tables: list = [None] * world
dist.all_gather_object(all_tables, row_tables)
if rank == 0:

for r_i, tbls in enumerate(all_tables):

bad = [k for k in range(len(row_tables)) if tbls[k] != row_tables[k]][:3]

if bad:
failures.append(f'row slot tables diverge on rank {r_i} (rows {bad})")
break
# 3. B SR bridge BWHELESH ( RERE PP broadcast, & rank 223KE )

exported = bridge.export_hf_weights(model, cpu=True, show_progress=False)
ref = {name: t.detach().to(torch.bfloat16).cpu() for name, t in exported}

all_pieces: list = [None] * world
dist.all_gather_object(all_pieces, mine)
n_checked = n_pass = 0
if rank ==

slot_names = {k for d in all_pieces for k in d}

missing_ref = sorted(set(ref) - slot_names)

if missing_ref:

more = max(0, len(missing_ref) - 5)

failures.append(f"HF tensors never covered by any entry: {missing_ref[:5]} (+{more})")

for sname in sorted(slot_names):
if sname not in ref:
failures.append(f'entry slot {sname} absent from bridge export")
continue
full = ref[sname]
merged = torch.full_like(full, float("nan")) # NaN "4 : KB Z 552 NaN
covered = torch.zeros(full.numel(), dtype=torch.int32)
mflat = merged.view(-1)
for d in all_pieces:
got = d.get(sname)
if got is None:
continue



sshape, pos, val = got
if tuple(sshape) != tuple(full.shape):
failures.append(f"{sname}: slot shape {sshape} |= export shape {tuple(full.shape)}
")
continue
both = covered[pos] > 0
if both.any() and not torch.equal(mflat[pos[both]].view(torch.int16), val[both].
view(torch.int16)):
failures.append(f"{sname}: conflicting rank contributions")
mflat[pos] = val
covered[pos] += 1
n_checked += 1
if torch.isnan(mflat).any():
failures.append(f'{sname}: uncovered positions remain NaN")
elif not torch.equal(mflat.view(torch.int16), full.view(-1).view(torch.int16)):
failures.append(f"{sname}: bitwise mismatch")
else:
n_pass += 1
dist.barrier()
dist.destroy_process_group()
if rank == 0 and (failures or n_checked == 0):
sys.exit(1)

verl/workers/engine/megatron/transformer_impl.py

B EMELE: RI|IMEEN slot_cache, get_per_tensor_param_shard B stage &{LfT/~=
%2 shard,

def _mcore_export_index(self):
"""Build (once) the per-parameter delta export index: geometry specs and
form-B probes derived from the bridge's conversion tasks.""
index = getattr(self, "_delta_export_index", None)
if index is None:

from .delta_export import build_export_index

assert not self.vanilla_bridge, (
"megatron delta_sharded is built on Megatron-Bridge param mappings; "
“the deprecated vanilla mbridge flavor is not supported"
)
assert self.peft_cls is None, "megatron delta_sharded does not support LoRA"
# slot cache @M% T index 3L , FA build_export_index NER&
# 3B _exchange_slot_tables ¥ seed H/TH 2 slot &
self._delta_slot_cache: dict = {}
index = build_export_index(self.bridge, self.module, self._delta_slot_cache)
self._delta_export_index = index
self._delta_export_by_name = {rec.megatron_name: rec for rec in index}
return index

def get_per_tensor_param_shard(self, **kwargs):
""Yield each rank's *local* mcore shard "~ (name, local_flat_bf16, ShardSpec)™".



Params owned by another pipeline stage yield an empty shard

(zero-count lockstep rows; see the index builder).
load_megatron_model_to_gpu(self.module, load_grad=False)
index = self._mcore_export_index()

def gen():
# ¥& stage &{UAT :param A None, = HZEiKELL delta 5| ZEHID KR
empty = torch.empty(0, dtype=torch.bfloat16, device=get_device_id())
for rec in index:
if rec.param is None:
yield rec.megatron_name, empty, rec.spec
continue
local = rec.param.data
if local.is_floating_point() and local.dtype != torch.bfloat16:
local = local.to(torch.bfloat16)
yield rec.megatron_name, local.reshape(-1), rec.spec

return _gen(), None

TSR A

PR R EAHA review iFi8, wuxibin89 E# APPROVED; "—H) issue iF0kE
gemini-code-assist bot, N&EE Gemini Code Assist {ZARALI, S5RBLX, EENEARAR
BIWFEFE A commit B EWBAT: 2358 TP4xPP8xEP4 BEHR LK, HMELIE
EERXRE, FEEME|LT PP AAEENIFERE——"the engine's batched gather merges
entries BY SLOT POSITION within each directory row and rank 0 names the merged
pieces from ITS OWN slot list", M mcore expert BZMEIREHEEE ep-local X%, i
RALEAHRYA,; &AL row-keyed union slot tables 185, HIHFRITE—HKMRLE, PR
body BIMEREEEAIN: PP IR 7B L3k TP2xPP1 E&MMA 1.5-4s #8785 uw (B FAT
EE + §5E WORLD gather) , FUAE AR THE, FOTHAE 235B LRA IFZTM
, B84SR owner-subgroup + rank0 hybrid gather group,

. ep_size>1 EFZREVIEREE row-keyed slot table &£ (correctness): BRI B FAT (
MmIESEE) BIENERS slot &, # rank IF# merge group union; EP oracle %8f% (
gwen3_moe EP2 x PP1/PP2/PP2+EDP2) 45/45 bitwise + ZFfT%k—3, EP1 ®/3&e%k,

- PP fa SR M BERETS fE 4B S gather 4B (performance): 235B TP4xPP8xEP4 5z
a7 uw 97.5-111.1s vs EIIZIR NCCL 220.5-236.8s (2.1-2.4%x) , KkHEE; BE
gather (ABA# B 1E follow-up,

PNESE-A

o
1. BEFRINAAE . PP>1 RFFA S33F N\ WORLD group, gather £5 7 M tp/etpxep F
AY B2 rank, ©/F rank 0 AIEFIETHNERE, 7B /IMER EFAZS uw 3Em 1.5-4s
($k4EKE PR body) , AERTEA 2.1-2.4x §k3518 payload X 20-22GB, #EfZ4A
XY BB E WK,



2. BBIR# bridge £ B FIEX: build_export_index BYIEMMEIZE I E
get_conversion_tasks B9#aEMEIRF. B pp allgather, tied embedding = Efn
param_weight=None &ffTAHZ Lt ; Megatron-Bridge R EKEIXIE N, TEEHFIK
BXARE rank 28k AR A,

3. FEES SN _exchange_slot_tables 7 index ¥R 5| A—>k allgather_object, %
¥ rank B FITHELBEA—3K (Bl bridge BRARA) , SHEBEFRHT LR
89 slot &; MREBEEZET row-count RERE, (EARZIEMARIET/TRRI,

4. MREZ B differential oracle B& gwen2/qwen2_tied/qwen3_moe/nemotron_
h # PP/EP Ef£ B &%k, 8 e2e J0IF (7B. 235B) KA TLHA, K#NEM CI;
_exchange_slot_tables 7 PP=1 BfthitfT, BTXATER A AR BEANTAZE, @3
RFEE T slot cache BT seed B F, - M. XHF: Megatron a3k + PP/VPP
T EME A delta_sharded checkpoint engine B P B RIRSGISEERER D, AR
RERTLA seed £ERFP HELE NCCL R ; K MoE #A (4m 235B BEARY) RER
BT 4EAE L) 55-60%, XA Z: PP>1 TRFEIELNE WORLD A, HRT %
stage 18] relay BEFE, BEEREEHAEFR LT rank 0, /NI PP 3ZRA BME
AT, MEBN: NJEL owner-subgroup + rank0 hybrid gather group #AL5EF
T3ER&, B differential oracle ¥ B AT E A PP/EP EVATHEEE, 54 bridge A&
AHEEER, - AL BOBREE , PP>1 ©% WORLD 4 gather BERA |, 1K
% bridge B BFIBEX , #:1E & =& allgather_object F3X &

KRR EE

« PR #7181 [megatron] feat: delta_sharded on Megatron-Bridge param mappings
(TP+EP, hybrid-Mamba): A~ PR By E L5 HE Megatron &3R5 N delta_sharded #&
S5dH (TP+EP) , AR PR FERRHE PP=1 WS, RR—ZWBE&NNEY E, BRBTKE
delta_export.py § transformer_impl.py.

« PR #7144 [ckpt, fsdp] feat: sharded delta block placements + backend-owned HF
export (engine core + FSDP): X T ShardSpec B contributes/block placement %
5 delta 5188, &R PR B zero-count B351T5 slot table RIIERIBIZEAYT E,

« PR #7085 [veomni] feat: EP-aware sharded delta export (fused expert stacks):
commit 2 & E ep_size>1 TRVIEIEAFITEE VeOmni converter 92/ hf_slots B4
. ARG RIEZFRANME S IE N,



