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PHATHRE

« —H]iE: Megatron #3 contiguous CP )5 % 3% DeepSeek V4

< EESE: ESKFEIE, X2 Megatron THD $iEBERAZOT HFIZBETE, BR T WA A4
EXBATERY BEFHHATHAREMABITRRARIZ, XTH: _get _context_parallel_layout
B RE A . contiguous YT HEIX KR F R, WK postprocess BIIZFFHHE R
XEEAE Megatron EIRBAFER AT IEXWNIRTAE BEESEMME, L&ARITEEANT
DS4 353 3mE Y35 B K CP MAERIE,

THRES B

PR body BAFAFE i DeepSeek V4 BB HEALEEA CP rank #iE 2/ padded THD buffer
H—NELXE, mMMA zigzag FRLEA rank BWEMNMNFZ|FIREE 8932, "Running DS4
under the zigzag layout silently produces wrong attention results." BIEFER= £ 51T &

£ R, FWEES| A contiguous A EFNA DS4 B, RRMREIFERIA zigzag UG #RE.

SCEL AR

1. THD A AOH B (verl/models/mcore/util.py) : preprocess_thd_engine 5
postprocess_thd_engine #3¢ cp_layout: Literal["zigzag", "contiguous"] = "zigzag" 3k
, FENOREIEFEEEW ValueError, XFEFKA tp_size * cp_size *
cp_layout_factor, H& cp_layout_factor {XFE zigzag B cp_size > 1 Bt R 2, #R
contiguous & T AL E padding,

2. contiguous ¥ B 5437 roll: & preprocess_thd_engine ¥, &4 rank itE B CELR
padded buffer L8 X 8] [shape[0] * cp_rank, shape[0] * (cp_rank + 1)), BEFHRKXE
EEEN; 5N BLRENFS. EE roll B, A (idx + 1) % seqlen EBF 5| ML
roll, REM zigzag FTEBI2/ torch.roll,

3. postprocess K f#: postprocess_thd_engine ¥ contiguous =R, T CP rank /%
torch.cat & rank ¥irtt, B cu_seqglens MIEEFAKTS], MERBHREKRKELSEM;
zigzag BARRIFAE,

4. B|EBG—MmBRE (verl/workers/engine/megatron/transformer_impl.py) :
MegatronEngine ¥3¢&#5 4% _get _context_parallel_layout(unwrapped_model), %
experimental_attention_variant == "dsv4_hybrid" 3R [El contiguous, &N|RE zigzag.
LM head # forward_step (fused 53E fused) #n value head 89 forward_step #REH %
F3EFHAE cp_layout fE4A AT R, BATRKKRIZERS,



5. Bl 2% E (verl/models/mcore/model_forward.py. model_forward_fused.py) :
gptmodel_forward_model_engine 5 fused_forward_model_engine_inner 3&An
cp_layout %%, FEFFA preprocess_thd_engine / postprocess_thd_engine A/ 53&
&, MIRBLE: F¥E / ¥& CPU BB = XE3%EF. ML roll. postprocess RARFIIETR
HRIMEE, value head 1 RZEEMIAIRIET | EE RN E =

R

« verl/models/mcore/util.py (3% 5438 ; 25| source; ER core-logic; &5
preprocess_thd_engine, postprocess_thd_engine, ContextParallelLayout) : THD %
AR / B FREGAZGSZE, #7138 cp_layout SEUA X IF contiguous iR, BARZTEMN
FEARZ S,

- verl/workers/engine/megatron/transformer_impl.py (#3k 53|%E; 25| source; L&
core-logic; &5 _get_context_parallel_layout) : MegatronEngine ¥
_get_context_parallel_layout(), %— policy 5 value head By CP fiFi%k#¥, BAERELK
22%,

. tests/utils/test_megatron_bshd_preprocess.py (3R Mis; 27| test; KA
test-coverage; 45 _load_mcore_util_with_stubbed_megatron,
test_preprocess_thd_engine_contiguous_uses_global_packed_intervals,
test_preprocess_thd_engine_rejects_unknown_cp_layout,
test_preprocess_thd_engine_contiguous_rolls_each_sequence_independently) : &
contiguous TR A X [B)3%E4F. ZFFF roll. postprocess RARE IEEMEIEL,

. tests/workers/test_megatron_value_head_cp_layout_on_cpu.py (#3k MR; 25| test
; KA test-coverage; &5 test_dsv4_value_head_forwards_contiguous_cp_layout) :
BSSF value head BIMESIE cp_layout='contiguous' EfE4 forward_fn, Fyik
policy/value BRIZR—3K,

« verl/models/mcore/model_forward.py (3R AiEEE{2; 5| source; EH
data-contract: &5 gptmodel_forward_model_engine) : 3E fused R ERIREE
cp_layout B|FNALIE / 54038,

- verl/models/mcore/model_forward_fused.py (13t giME&42; 25| source; %A
data-contract; &5 fused_forward_model_engine_inner) : fused kernel B {2 RAE
EEZE(E cp_layouts

X5 preprocess_thd_engine, postprocess_thd_engine,
_get_context_parallel_layout, gptmodel_forward_model_engine,
fused_forward_model _engine_inner

KPR R B
verl/models/mcore/util.py

THD FA|FALIE / ERFEAIAZOSEZHL, #3E cp_layout 3 UAXFEF contiguous Fi R, BAK
T E RS,

# verl/models/mcore/util.py — contiguous B T &A™ rank BR&F padded buffer BIZELL X E]
local_global_start = shape[0] * cp_rank



local_global_end = local_global_start + shape[0]

for i in range(batch_size):
if cp_layout == 'contiguous":
# REFIELR buffer PREEESERLE (K& padding)
seq_global_start = cu_seglens_padded_cpulil
seq_valid_end = seq_global_start + seqglens_in_batch_cpuli]
# 57 rank REIRK; T4 HE RN B
copy_global_start = max(local_global_start, seq_global_start)
copy_global_end = min(local_global_end, seqg_valid_end)
if copy_global_start >= copy_global_end:
continue

# |ENF I NIRE S A ME RN IRE

source_start = copy_global_start - seq_global_start
source_end = copy_global_end - seq_global_start
destination_start = copy_global_start - local_global_start
destination_end = copy_global_end - local_global_start

d = input_ids[i]

if need_roll:
# contiguous fBIIRFFIIRIL roll: (idx + 1) % seglen
source_indices = torch.arange(source_start, source_end, device=d.device)
source_indices = (source_indices + 1) % seqglens_in_batch_cpuli]
input_ids_rmpad[destination_start:destination_end] = torch.index_select(d, 0, source_
indices)
position_ids_rmpad[destination_start:destination_end] = source_indices

else:
input_ids_rmpad[destination_start:destination_end] = d[source_start:source_end]
position_ids_rmpad[destination_start:destination_end] = torch.arange(

source_start, source_end, dtype=torch.long, device=input_ids.device

)

continue

verl/workers/engine/megatron/transformer_impl.py

MegatronEngine #13 get context_parallel_layout(), %— policy 5 value head 8 CP %
JRE, BRRAEXRIZER,

# verl/workers/engine/megatron/transformer_impl.py — %— CP fRRR%K
@staticmethod
def _get_context_parallel_layout(unwrapped_model) -> str:
# DeepSeek V4 B E AT rank A3 global_start F4E4T,
# AUER contiguous ) ; HARBREREF zigzag AR A B R 7 9%,
if getattr(unwrapped_model.config, 'experimental_attention_variant', None) == 'dsv4_hybrid":
return 'contiguous’
return 'zigzag'

# forward_step #, LM head 5 value head &—MNX EBA B HEE
unwrapped_model = unwrap_model(model)



cp_layout = self._get_context_parallel_layout(unwrapped_model)

i AR 4
% PR RUKBIATL review ¥it, XA Gemini NLBEARTRSER N EsHLITFIL, ZITREE
7 PR body:

1) roll XM RHFAR, £/ torch.roll W\FE‘T‘ zigzag, contiguous ZFF|ML roll; 2) k&
& cp_layout BR# ValueError MIERBREIR; 3) W GPU RIEM CP1 BRA5E, HE
SMBATROR CP1 S ERZE M TR,

- TLEIMETF AR

R 5 B

« XS 3REPREIES T . PR body BAAIGBARZ A B £ 434 DeepSeek V4 model provider B9
SFT %42, RISET R4 mcore #3k: verl main REERKI Megatron-Bridge B9
deepseek_v4 provider, CP MIAEBEAR: {XIIE CP 1 #2 CP 2, B K CP ARSI,
5| straddle {TREE KR CP THREAXZ R, GBSEFETIM: zigzag TAREE
R0 01 IR T (B rank £FF|F3) , contiguous SEKF 5B R 3R X 8] & 1 5| 2R
o rank, DS4 FIXEAZER, EKESHRNESR / HTEMMTENR, 518 CP A&k
IS : local_cp_size (&7 CP) B425 cp_layout AR AMIR, WE DS4 5m;S
CP —®EREFBHIMNEIE, ZOHIEREBEETE : preprocess_thd_engine /
postprocess_thd_engine & Megatron THD 4B E—AB, BRBRIAD I KEN, (BAEfT

XA F R AVEREMESE EARR L BR—kEY3,

« P PUSeE: FERU Megatron G + THD (use_remove_padding) B&42, XHEH
experimental_attention_variant == 'dsv4_hybrid' #) DeepSeek V4 A, CP fiG B &l
A contiguou5‘ HMERE cp_size == 1 IRZEALZHN, RNKZMERFIRA
O BIRRY FgaTEsEl) , R APL ARAAAEES. BRRWHE: A DS4 & verl B9

Iliﬁxiﬁﬂ%ﬂé’iﬁﬂ’ﬂ—ﬁi?ﬁ!o

« REEARIT: ZATUEERZETE |, 33 DS4 II4REIE , CP AEAT 2 XEE

contiguous BRZ A BN , 318 CP 5 cp_layout HERIIE

KERAK LK

« PR #7101 [docker] feat: upgrade vlim and megatron version, add packages to
support DeepSeek-V4: El— DeepSeek V4 X ¥FzheEsk, % PR A& vLLM 5 Megatron
KRR A, A DS4 TATHRAIFFEM,

« PR #7181 [megatron] feat: delta_sharded on Megatron-Bridge param mappings
(TP+EP, hybrid-Mamba): RE#&EX verl/workers/engine/megatron/transformer_impl.py
, FJ& Megatron Ei%kE =&,

« PR #7144 [ckpt, fsdp] feat: sharded delta block placements + backend-owned HF

export (engine core + FSDP): R85 engine core (transformer_impl.py) , SR
TR | ERE#H R &K,



