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# verl/workers/engine/fsdp/utils.py

def unfuse_moe_params(weights, model_type: str | None = None):
""Expand Transformers 5 packed MoE expert tensors to vVLLM checkpoint keys.

Transformers 5 stores Qwen-style MoE experts as packed 3D parameters:
““mlp.experts.gate_up_proj " with shape
" [num_experts, 2 * intermediate_size, hidden_size] "~ and
““mlp.experts.down_proj " with shape
" [num_experts, hidden_size, intermediate_size] " ~. vLLM's Qwen MoE reload
path still accepts the original per-expert checkpoint keys during live
weight sync, so stream those keys without materializing a full dict.
for name, tensor in weights:
# GPT-0OSS checkpoint weights use packed 3D expert tensors directly.
# Splitting them into per-expert 2D tensors makes vLLM's GPT-OSS loader
# index a 2D tensor as 3D during TP slicing.



if model_type == "gpt_oss" and ".mlp.experts.'
yield name, tensor

in name and tensor.dim() ==

continue
if name.endswith(".mlp.experts.gate_up_proj") and tensor.dim() ==

gate, up = tensor.chunk(2, dim=1)

base = name.removesuffix(".gate_up_proj")

for expert_id in range(tensor.size(0)):
yield f'"{base}.{expert_id}.gate_proj.weight", gate[expert_id].contiguous()
yield f'{base}.{expert_id}.up_proj.weight", up[expert_id].contiguous()

continue

if name.endswith(".mlp.experts.down_proj") and tensor.dim() == 3:
base = name.removesuffix(".down_proj")
for expert_id in range(tensor.size(0)):
yield f'{base}.{expert_id}.down_proj.weight", tensor[expert_id].contiguous()
continue

yield name, tensor

verl/workers/rollout/viim_rollout/vlim_rollout.py
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# verl/workers/rollout/viim_rollout/vlim_rollout.py

# MIFRET (18D ):

# def _should_expand_vlim_moe_params() -> bool: ...

# async def _iter_vlim_compatible_moe_params(weights, model_type): ...

# & update_weights B JRE&4 -

# if _should_expand_vlim_moe_params() and kwargs.get("peft_config") is None:

# weights = _iter_vlim_compatible_moe_params(weights, self.model_config.hf_config.model_type)

# MRE - ERARAALEBIR , weights EIEfE% async_send_weights
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# verl/workers/engine/fsdp/transformer_impl.py
N

from .utils import create_device_mesh, get_sharding_strategy, unfuse_moe_params

# & get_per_tensor_param A3ET :
per_tensor_param = (
(
name,

param.to(device, non_blocking=True).full_tensor() if isinstance(param, DTensor) else
param,

)

for name, param in params.items()



)
#3F8: BRT Z AN to(torch.bfloat16) ##e, EAIMARIRE EIERMRIE dtype
per_tensor_param = unfuse_moe_params(per_tensor_param, self.model_config.hf_config.model_

type)
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