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def compute_rollout_moe_load_counts(
routed_experts: torch.Tensor | None,
response_mask: torch.Tensor | None,
num_experts: int | None,
) -> torch.Tensor | None:
"""Count routed experts in response tokens as [num_layers, num_experts].

Each sequence's last valid response position is excluded: that token is
sampled but never fed back through the model, so it carries no routing
record (its slot is filler, not data).
if routed_experts is None or response_mask is None or num_experts is None or num_experts
<=0:
return None
if routed_experts.dim() != 4:
logger.warning("Expected routed_experts with shape [bsz, seqlen, layers, topk], got %s",
routed_experts.shape)
return None
if response_mask.dim() != 2 or response_mask.shape[0] != routed_experts.shape[0]:
logger.warning(
"Response mask shape %s is incompatible with routed_experts %s", response_mask.
shape, routed_experts.shape

)

return None

response_len = response_mask.shape[1]

if response_len == 0:
return None

if routed_experts.shape[1] < response_len:
logger.warning(



"routed_experts sequence length %s is shorter than response length %s",
routed_experts.shape[1],
response_len,

)

return None

response_routed_experts = routed_experts|:, -response_len:]
response_mask = response_mask.to(device=response_routed_experts.device, dtype=torch.
bool)
# ®a— N token WRAHERS G RIMERE, FIUURARBEIEE;
# U B AIEARIER (BER, £ AgentLoopWorker._postprocess) o
#WBEKHITN, ENFHSAER 0 TEk num_layers * topk NIFAE, EWEZHR,
positions = torch.arange(response_len, device=response_mask.device)
last_valid = torch.where(response_mask, positions, positions.new_full((), -1)).amax(dim=-1)
has_valid = last_valid >= 0
is_last_valid = (positions.unsqueeze(0) == last_valid.unsqueeze(1)) & has_valid.unsqueeze(1)
response_mask = response_mask & ~is_last_valid
selected = response_routed_experts[response_mask]
selected = selected.detach().to(device="cpu", dtype=torch.long)
if selected.numel() == 0:
return None
if selected.min() < 0 or selected.max() >= num_experts:
logger.warning(

"Skipping rollout MoE load-balance metrics because routed expert ids are outside [0,

%s): min=%s max=%s",

num_experts,

selected.min().item(),

selected.max().item(),

)

return None

# selected: [num_response_tokens, num_layers, topk]. Count every top-k slot
# without materializing a large [tokens, layers, topk, experts] one-hot tensor.
return torch.stack(

[
torch.bincount(selected[:, layer_idx, :].flatten(), minlength=num_experts)
for layer_idx in range(selected.shape[1])
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