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verl-project/verl
[algo] fix: normalize critic value loss over the global mini-batch, not per micro-batch
&FBtla: 2026-07-07 16:56

JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/6957

PATHE

« —4)iE: B £ Critic #KMH)T—10 S EEIHE E K

- WESME: WERIE, EMARLT— LM ERBEIZITRE, % PR BEWHIETR T WM
Actor X3 Critic, #FBEESERMIR, Review FXFARER config I EHEXM(EFAESE
PR R,

ThRES EAL

Critic B KB AZSN I )T—10, SEHEERFRBKYS K EZ (K A4t , B
use_dynamic_bsz FEEZMH, FRTFFARNLEIK Critic I X, Actor #ik B ppo_loss
{34 R A—E BB A B, Critic HBUR T . 1#0 PR#6957 body H 8y EIEKIE,

SRR

1. 88 value_loss &%k (verl/workers/utils/losses.py) : M data FExHIRE dp_size.
batch_num_tokens. global_batch_size, #F#4&Ml config.loss_scale_factor; ¥UiEfALE
PF—HSBOBCER, FEARREANIRA SUM, TNREF MEAN; EXeSHEsts
compute_value_loss,

2. &8k compute_value_loss E#k (verl/trainer/ppo/core_algos.py) : F¥Ee¥ES %k
dp_size. batch_num_tokens. global_batch_size. loss_scale_factor, FZEHA
agg_loss BEX TA1, EMEITEEEER LA token M IEARMMHL token 4TI —1b,

3. ¥ & CriticConfig (verl/workers/config/critic.py) : #im loss_scale_factor FE, ZRIA
None, HTF seg-mean-token-sum-norm &R,

4. 52K YAML BCE : & verl/trainer/config/critic/critic.yam!| Fnp@AN4 gk L & B 38 hn
loss_scale_factor I, #/&KE Actor WRE%Z FK,

5. ¥ CPU mYAMIR (tests/trainer/ppo/test_value_loss_normalization_on_cpu.py) : H
TR B BEAR U I AR T . AR K E ., DP_SIZE Pl FSDP #4). R A2,
loss_scale_factor ¥ &%, F 26 ANNRAEN,

R

- verl/workers/utils/losses.py (183 #LREK; 35| source; EH core-logic; 5
value_loss) : BMERAD, RIRMEEL2FT—HSHIREERREE

« verl/trainer/ppo/core_algos.py (3R & %k; 2% source; R core-logic; &5
compute_value_loss) : compute_value_loss #F32RVT—1L 5%, FEE4 agg_loss



« verl/workers/config/critic.py (#£ik BEEE X ; 35| source; £ data-contract; &5
CriticConfig) : CriticConfig #13¥¢ loss_scale_factor FE&

. tests/trainer/ppo/test_value_loss_normalization_on_cpu.py (#3k MR: 25| test; %
A test-coverage; &5 _make_value_batch, _global_kwargs, accumulate,
test_value_loss_microbatch_invariant_all_modes) : #EEEH CPU EYIMIRK, IIEHK
AT F L FPRE RN

« verl/trainer/config/critic/critic.yam| (#3k BELEMEMR; 2£5] config; A configuration) :
critic YAML #AR3E 40 loss_scale_factor Bt E IR

XS value_loss, compute_value_loss, CriticConfig
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verl/workers/utils/losses.py
BMERAD, RiRfEEL2FHIT—MESHEHFARERR S

def value_loss(config: CriticConfig, model_output, data: TensorDict, dp_group=None):

value loss
vpreds = no_padding_2_padding(model_output['values'], data)

# EBREF/)T—EEK (M data FIRER)

dp_size = data['dp_size'l

batch_num_tokens = data['batch_num_tokens']
global_batch_size = data['global_batch_size']

# LEMLRIFI—HSHEUER, #A SUM &
if (

dp_size > 1

or batch_num_tokens is not None

or global_batch_size is not None

or config.loss_scale_factor is not None

metric_aggregation = AggregationType.SUM
else:
metric_aggregation = AggregationType. MEAN

# EFFEIFEMRAN padded tensor

data = data.select('values', 'returns', 'response_mask').to_padded_tensor()
values = data['values']

returns = data['returns’]

response_mask = data['response_mask'].to(bool)

vf_loss, vf_clipfrac = compute_value_loss(
vpreds=vpreds,
values=values,
returns=returns,
response_mask=response_mask,
cliprange_value=config.cliprange_value,



loss_agg_mode=config.loss_agg_mode,
dp_size=dp_size,
batch_num_tokens=batch_num_tokens,
global_batch_size=global_batch_size,
loss_scale_factor=config.loss_scale_factor,

)

metrics = {
‘critic/vf_loss': Metric(value=vf_loss, aggregation=metric_aggregation),
‘critic/vf_clipfrac': vf_clipfrac.detach().item(),
'critic/vpred_mean': masked_mean(vpreds, response_mask).detach().item(),

}

return vf_loss, metrics
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« PR #4211 Engine refactor: iZEZEHM5| AT [E&: ppo_loss 35T global_batch_info, i
value_loss & A .

« PR #5767 Description of issue (legacy path): #3R T F—REE diff Rk 25 KREIE
XM, FRWERLHNBRERAFEZREE (BEFRNAFE) o

« PR #3863 Pre-refactor mini_batch_full_token_count: i#3¥ B EFHNEIMER, BrRIEE
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