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1. BRIBFRITE . 7 verl/trainer/ppo/metric_utils.py H ¥ :
. infer_moe_num_experts: #3¥ % BRZHEELH (model_config. hf_config.
text_config. override_config.model_config &) #¥reRBHEXEKE, #E
OmegaConf DictConfig fo¥i& dict.

« compute_rollout_moe_load_balance_metrics: Xt#IAB routed_experts iKEfo
response_mask, Z#&EX response ¥4, T GPU L% mask fFi%A K tokens, BfE
3 CPU ZEZITE K RAXRE, mEITESNEEHEERN max/min/avg violation BAK
2RREE,

« RolloutMoELoadBalanceMetricsAccumulator: — N4k RREE, NIEFE
BEXRERMRITE. 8XAHA update £ A routed_experts fo response_mask, & R0

o Y REIHEEAF] moe_lb_metrics_interval B, pop_metrics REIFEARHFEE T, X
f—?ﬁ T HE R BAE N model_config BohiEMTE Rk, LTEEI T,

2. B3| trainer #A2: FE verl/trainer/ppo/v1/trainer_base.py ¥
« PPOTrainer.__init__ 8|2 RolloutMoELoadBalanceMetricsAccumulator 5241,

« £ _compute_metrics H, £/ get_metric_data_with_optional_routed_experts &3
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- MEIAA compute_moe_lb_metrics, £ A batch ##E. interval. global_steps fo
accumulator, ZRFAEEA accumulator.update, FHEIAZF| interval BiE A
pop_metrics £ IEFR, merge 2| metrics FHEPIRE,

3. EXE:
« verl/workers/config/rollout.py #3% moe_load_balance_metrics_interval: int = 0,

- FiBE _generated_*.yam| EEE X R IMANZFE ((EA 0) .
- verl/workers/config/engine.py £ VeOmniEngineConfig

moe_load_balance_monitor_interval F£; verl/trainer/config/engine/veomni.yaml
[ MR R E B,
4. FEEIARA: verl/workers/engine/veomni/transformer_impl.py:
« BIFR _init_moe_monitor A1 _log_moe_metrics A%,
- MR __init._ B _moe_monitor A2 _moe_monitor_step B,
« MifR forward_backward_batch F X+ monitor B pause/resume A H.
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« BS4F compute_moe_lb_metrics ZERIXE| interval BEAR= A F8AR, 3K 3| interval FEiRE
EFATEbRo
« B8F get_metric_data_with_optional_routed_experts &%k routed_experts B8y EIZR
T A
« I9iF keyed warning & (FfMEk RELE—K)
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verl/trainer/ppo/metric_utils.py (#3R Z2E; 3B source; EE dependency-wiring;
45 _get _nested_attr, get_hf_config_override_kwargs, _get config_value,
infer_moe_num_experts) : BRI, ®E MoE EinitE R i BFRE R
tests/trainer/ppo/test_rollout_moe_lb_metrics_on_cpu.py (#3k MR ; 25| test; LA
test-coverage; 5 test_rollout_moe_load_balance_metrics_response_tokens_only,

test_rollout_moe_load_balance_metrics_skips_invalid_inputs,
test_rollout_moe_load_balance_accumulator_spans_updates,
test_rollout_moe_load_balance_accumulator_infers_num_experts) : £ & ZFThREN
IR

verl/workers/engine/veomni/transformer_impl.py (3R #325|%; 2K5| source; ER
dependency-wiring; 5 _init_moe_monitor, _log_moe_metrics) : #ZBRIBH VeOmni
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verl/trainer/ppo/v1/trainer_base.py (3R )I|Zk88; 35| source; EH core-logic; &5
_compute_metrics) : &K MoE FE#r¥E v1 trainer JIZEER



- verl/workers/config/engine.py (13t B2 & ; 25| source; LR core-logic)
bl

« verl/workers/config/rollout.py (3t BECE; 2£%| source; R core-logic)
X

XS infer_moe_num_experts, infer_rollout_moe_num_experts,

compute_rollout_moe_load_balance_metrics,

RolloutMoELoadBalanceMetricsAccumulator, compute_moe_lb_metrics,

get_metric_data_with_optional_routed_experts, _get_nested_attr,

get_hf _config_override_kwargs

KR R B
tests/trainer/ppo/test_rollout_moe_lb_metrics_on_cpu.py
2T E EHTThRER TN
# test_rollout_moe_lb_metrics_on_cpu.py: MiRIEFRITE
def test_rollout_moe_load_balance_metrics_response_tokens_only():
# routed_experts shape: (batch=1, layers=6, seq_len=2, top_k=1)

routed_experts = torch.tensor(

[

[[0, 11, [0, O]], # layer O: token0->0,1; token1->0,0
[[0, 11, [0, O], # layer 1

([0, 11, 2, 2]I,

(12, 3], [2, 2]],

([0, 11, 2, 2]I,

(12, 3], [2, 2]],

1,
dtype=torch.long,
)
# response_mask: batch=1, response_len=4 ( %A K )
response_mask = torch.tensor([[True, True, True, True]], dtype=torch.bool)

metrics = compute_rollout_moe_load_balance_metrics(
routed_experts=routed_experts,
response_mask=response_mask,
num_experts=4,

# layer 0: T4 B4, vio A 0

assert math.isclose(metrics["rollout/moe/max_vio/layer_0"], 0.0)
assert math.isclose(metrics["rollout/moe/min_vio/layer_0"], 0.0)
assert math.isclose(metrics["rollout/moe/avg_vio/layer_0"], 0.0)
# layer 1: By, ALK E(E

assert math.isclose(metrics["rollout/moe/max_vio/layer_1"], 3.0)

: BRIBERE
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assert math.isclose(metrics["rollout/moe/min_vio/layer_1"], -1.0)
assert math.isclose(metrics["rollout/moe/avg_vio/layer_1"], 1.5)
#t 2RRE

assert math.isclose(metrics["rollout/moe/max_vio/max"], 3.0)
assert math.isclose(metrics["rollout/moe/avg_vio/avg"], 0.75)

verl/trainer/ppo/v1/trainer_base.py
£ MoE 38453t v1 trainer JIZR{EER

# trainer_base.py S AFTHE

from verl.trainer.ppo.metric_utils import (
RolloutMoELoadBalanceMetricsAccumulator,
compute_moe_lb_metrics,
get_metric_data_with_optional_routed_experts,
compute_data_metrics,
compute_throughout_metrics,
compute_timing_metrics,
compute_variance_proxy_metrics,
process_validation_metrics,

class PPOTrainer(ABC):
def __init_ (self, config: DictConfig):
# ... BEEMATL
self._rollout_moe_lb_metrics_accumulator = RolloutMoELoadBalanceMetricsAccumulator(
model_config=self.config.actor_rollout_ref.model

def compute_metrics(self, batch, metrics, timing_raw, global_steps):

# ... ARG

moe_lb_metrics_interval = self.config.actor_rollout_ref.rollout.get(
"moe_load_balance_metrics_interval”, 0

)

# EAAERHCGREREIE, B routed_experts FE

data = get_metric_data_with_optional_routed_experts(
keys=batch.keys,
partition_id=batch.partition_id,
fields=fields,
moe_lb_metrics_interval=moe_lb_metrics_interval,
global_steps=global_steps,
accumulator=self._rollout_moe_lb_metrics_accumulator,
kv_batch_get=tqg.kv_batch_get,

)

# ... REBHAHE

metrics_batch = self._build_metrics_batch(data)

# itE MoE ¥ (WnR3KAE| interval MR EIEE FH)

metrics.update(
compute_moe_lb_metrics(

metrics_batch=metrics_batch,



moe_lb_metrics_interval=moe_lb_metrics_interval,
global_steps=global_steps,
accumulator=self._rollout_moe_lb_metrics_accumulator,

)
)
# .. Httudgirit E AR E
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« get nested attr F&Z OmegaConf: gemini-code-assist 38 1A isinstance(obj, dict)
RegEtt, AR OmegaConf DictConfig A4k dict 1B .get() Ak, EIXEKHA
hasattr(obj, 'get')s BERANBEK,

« GPU 3% mask JB/EH: gemini-code-assist ZIXFE compute_rollout_moe_load_counts
h 43t response_routed_experts & GPU LR mask, BfEHfmitE N R3] CPU, X
BOMEME, BEEKA response_routed_experts[response_mask.bool()].detach().to(de
vice='cpu'),

« J% helper #1H trainer_base.py: wuxibin89 &% MoE X HIHBIREKFBE
metric_utils.py, f&¥#F trainer_base.py f&ls&, fEERIT LR commit BT, KL
trainer_base.py (X &k 8 b B &R Ao

s BEGEMER .get(): wuxibin89 ZEIXE A self.config.actor_rollout_ref.rollout.get('moe_
load_balance_metrics_interval', 0) f3E getattr, BEAEEK,

« % routed_experts MANE| fields: wuxibin89 PR kv _batch_get, T2
routed_experts FtinZ| fields &, EFHE LI T get _metric_data_with_optional_routed_ex
perts FEIZF I,

.« _get_nested_attr 3% OmegaConf DictConfig (design): BEZH BN, %A
hasattr(obj, 'get').

« GPU 3% mask /> host-device &% (performance): BEA&XA
response_routed_experts[response_mask.bool()].detach().to(device='cpu'), %
mask & transfer,

« ¥ helper # W trainer_base.py 1%£185E (design): /EEE £k commit BH F R T
# 3| metric_utils.py, & trainer_base.py RIRBEDEHNER S

- 5/ .get() WiEELEMmIE getattr (style): BAEBRMARA,
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c ERERBZBERGTEARE, TREEALAENNRES RN (WFRE standard B
f291) , TTRERE None, SERIEARHRL, REGIRIT T KIKELR, EHKREZIF .

. BHBAMFEH TransferQueue By KVBatchMeta, & Z#R routed_experts £ batch &
", RAEIERAT fallback 02 #rH &,

« AP E&E rollout.moe_load_balance metrics_interval > 0 A BB RTESR, IEARHIN
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« PR #6823 [BREAKING] [trainer, cfg] chore: enable V1 trainer by default: EREERT
trainer_base.py B _compute_metrics Ak, TESHFTENXK,



