PR #6846 ZERL

verl-project/verl
[fsdp] fix: re-wrap fused log_probs/entropy when “use_remove_padding=False”
&3 BtE: 2026-06-26 17:03

JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/6846

HATHREZE
« —A)iE: 1B £ fused kernel & no padding =T B9 B A IS B A3 5t
« WESME: BIUREEUTRA: (1) B fused kernel 15 no padding X T nested

tensor AR BERCZHE; (2) 73 & boolean mask SZIAEXTT narrow+unbind+cat BYMEEE
e, " BEMUFZER,

ThRES EAL

% Bt Issue #6780 HRE T on-policy R T HI%AR. BARREE
use_fused_kernels=True 5 use_remove padding=False A&H}, fused X REHFZKE
MIEREKE, AT padding.py:131 B assert sequence_offsets[-1].item() ==
values.shape[0] iz,

SRR

1. BKJR fused X FEIELI: T verl/workers/engine/fsdp/transformer_impl.py 8 else
# not using rmpad &%, MR T IBE response_length = ... TR EHE K IRE
log_probs = output.log_probs[:, -response_length - 1 : -1], Z¥HF T =B TKFF|H

padding *t3%.

2. 3%t NO_PADDING #R#3H fused EREZEE: Y pad_mode ==
DatasetPadMode.NO_PADDING B, &3 input_ids.offsets() 3KEX cu_seqglens FitEH &
NI ELZKE seq_lengths, RE{ER boolean mask arange <
seqg_lengths.unsqueeze(1) M#AZE output.log_probs o output.entropy ik H A 3K
token ((total_nnz,)) , /5T nested_tensor_from_jagged ¥ HEBHAHBEKE, %
HEEST narrow + unbind + cat 89 Python FF54, MAEE £,

3. IR AR NTHAMAR XFHIE NO_PADDING 8 pad_mode, 3 i
NotImplementedError, &% EFBREEIR,

4. M3RISIE: PR body izt T 3HF|3 GRPO EHMA, BT E)E step 1 IEF ZHK
BERYMEAAE (use_remove_padding=True B use_fused_kernels=False) ,

R

- verl/workers/engine/fsdp/transformer_impl.py (#&3k )% 351%; 25| source; FER
core-logic; &% prepare_model_outputs) : MEE X & prepare_model_outputs
FIEHEEMT fused kernel 2% X NO_PADDING # R 8% 3, 3T boolean mask &4



FHMEERRANREKE, N7 »ELHE,

X85 prepare_model_outputs

KR Fr B]

verl/workers/engine/fsdp/transformer_impl.py

BrMEE X E: T prepare_model outputs AT fused kernel 2% 3t
NO_PADDING R 9% #F, #i¥ boolean mask ¥RAZMEEWEAREKRE, HHFMT R
HAREIE,

def prepare_model_outputs(self, output, output_args, micro_batch, ...):
# ... IENARIEAIE use_remove_padding o ulysses sp o°% ...
else: # not using rmpad and no ulysses sp
if use_fused_kernels:
if pad_mode == DatasetPadMode.NO_PADDING:

# Re-wrap dense fused (bsz, seqglen) outputs as nested/jagged:
# mask out the padding columns per sequence and pack the valid tokens to (total_
nnz,).
cu_seqlens = input_ids.offsets()
# seq_lengths[i] = EZKE (R4 padding)
seq_lengths = cu_seglens.diff()
# arange: 0, 1, ..., seglen-1
arange = torch.arange(output.log_probs.shape[1], device=output.log_probs.device)
# maskli, j] = True ¥ BIX Y j < seq_lengthslil
mask = arange < seq_lengths.unsqueeze(1)

# F boolean mask RFEALAERK token, FE narrow/unbind/cat
log_probs = output.log_probs[mask]
log_probs = torch.nested.nested_tensor_from_jagged(log_probs, cu_seqglens)

if calculate_entropy:
entropy = output.entropy[mask]
entropy = torch.nested.nested_tensor_from_jagged(entropy, cu_seqglens)
else:
# HM pad_mode B AR X ¥ fused kernel
raise NotImplementedError(f'pad_mode {pad_mode} not implemented")

else:
# 3E fused % : JEXH logits itE + narrow/unbind/cat Z1&
# ...
N D W
TP X AL

gemini-code-assist[bot] B review & BRI (BAEEXRT) A narrow + unbind + cat #
TE Python FF88AnZ /NS ECRIER, ZIER boolean mask BRI ERTE, ZE K
NI B AL, wuxibingd #E T % PR,

« {£ A boolean mask & narrow+unbind+cat AL EEE (performance): 1E& R M2, &
LKIMER boolean mask + RFIL + nested_tensor_from_jagged,
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1. EVIRFE: K. BEIXZE"M use_fused_kernels=True B use_remove_padding=False
B2, ZEANMRMBEERR, BEEE5H MR (JE fused. remove padding) T4
F5Fo

2. MEREN: K. boolean mask A ZEABELR narrow+unbind+cat B &Ko

3. REMERE: o FHREE /APl RE,

4. MREZ: BOEmETNER, REBXFIHRIBFNERIE, - ¥W: FWEERE: ©
£ 7 use_fused_kernels=True + use_remove_padding=False A& T8l 3x, %
BE (EWT Qwen3.5 FKFIIER) REERIET, PREE: ¥, BET7XBERZ
TR E MR, B #8 fused kernel ERFF B remove padding AP EREHB
B E IR, - NREARD: BOBRETE , ROBEMNRES
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« PR #6780 [fully_async_policy] On-policy mode (trigger=1, staleness=0) didn't match
main_ppo training - converges much faster: & PR B8 £ 7% issue FIREHEF (
fused kernel + no padding &)

« PR #6777 [hardware] refactor: per-model NPU patches with fault isolation: [E-® ¥
HAXYT FSDP 3| 289k, & [E—X 4 transformer_impl.py By FREMEFE,

+ PR #6512 [fsdp, model] feat: per-unit LoRA summon, FSDP1/2 compatibility, and
strip-modules support: E-®ETEAX FSDP 5| BN ANEM, F&RE—X14.



