PR #6730 XKL

verl-project/verl
[docker] feat: bump stable trtlim image to 1.3.0rc15
&3 EtE]: 2026-06-16 09:28

JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/6730

PATHE

o —AE: A% TRTLLM EbEEE 1.3.0rc15, JEBREE PyPl FEMLIREAWNT

« BEMME: BIEVUEE transformers==5.3.0 PRAEER, KEBKHN B 4.x BRA (Ao
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#4% TensorRT-LLM E b EEZ B RITARA (1.3.0rc15) , BUIREHEIH TRTLLM shagfus £,
¥ Megatron-LM M git 3T/ 3| PyPl B EARA, TTAIRERKEIRN T EEAMZETEIN
M, ¥ accelerate AN TEMLEIFEZ T, "B EAE Ray TEARHMNEEITAT, MAEBR
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LI RE

1. ZSEBRIRAAR: & docker/Dockerfile.stable.trtlim #3 ARG
TRTLLM_BASE_IMAGE M release:1.3.0rc14 B4 release:1.3.0rc15,

2. KRBT ¥R pip install git+https://github.com/NVIDIA/Megatron-LM.git@core_
v0.16.0 I A=/ MR PyPI & (megatron-core==0.17.0. megatron-bridge==0.4.1.
nvidia-resiliency-ext==0.6.0) , #EZ transformers==5.3.0, #3¥ annotated-doc &
o

3. Bt accelerate #M T: 7 Dockerfile REFHE—A RUN python3 - <<'PY' ABKHIA, %
BIARE accelerate/utils/__init__.py #0 accelerate/utils/other.py $4THA idempotent X
A& (MinE bnb. numpy multiarray £3%) , FERBARXARRAGEE, TMUHMEL
o

4. Cl 58/ ERF B 58k .github/workflows/e2e_fully_async_policy_trtlim.yml fo .
github/workflows/e2e_ppo_grpo_trainer_trtlim.ym| FEIFIEZT E IMAGE, BFEEHRE
M trtlim1.3.0rc14 E# A trtlim-1.3.0rc15,

R

« docker/Dockerfile.stable.trtlim (#3k Docker #3&: 245 infra; £ & infrastructure) :
BT E X, BEEMBBEAR. KETZARNBAINTHA, PmprgEThEgNHE
FoERE,



. .github/workflows/e2e_fully_async_policy_trtlim.yml ({3 CI T4ER; 25| infra; L&
infrastructure) : CI TAER XA FHEEARERE P EH, HAARERFTHNENFEEZITINR,

« .github/workflows/e2e_ppo_grpo_trainer_trtlim.yml (#3k CI ITAE%#; 3£5| infra; £&
infrastructure) : CI TAER X P HRISIRSRE D E#, HiRERFTHENBERIITIR,

KRES: KiRA
REREG F B

docker/Dockerfile.stable.trtlim

BAE B, B2EmBRAR. REEBARBITHA, FwmaETiREgNMAZE
%K%O

# HEEBARRAAK: M 1.3.0rc14 #%EF] 1.3.0rc15
ARG TRTLLM_BASE_IMAGE=nvcr.io/nvidia/tensorrt-lim/release:1.3.0rc15
FROM ${TRTLLM_BASE_IMAGE}

# 2% Python K%
RUN pip3 install --no-cache-dir --no-deps tri==0.27.0 && \
# B & transformers fRA (CEE: 5.3.0 AHBE, THEEEIR)
pip3 install --no-cache-dir transformers==5.3.0 && \
pip3 install --no-cache-dir nvtx matplotlib liger_kernel cachetools annotated-doc && \
pip3 install --no-cache-dir cupy-cudal12x==14.0.1 && \
pip install --no-cache-dir -U git+https://github.com/ISEEKYAN/mbridge.git@641a5a0 && \
# 4% Megatron-LM git ZEE# A PyPl EERAE
pip install --no-deps --no-cache-dir megatron-core==0.17.0 && \
pip install --no-deps --no-cache-dir megatron-bridge==0.4.1 && \
pip install --no-deps --no-cache-dir nvidia-resiliency-ext==0.6.0

# Bt accelerate 3T (BE, BARXALHEENMEZEXK)
RUN python3 - <<'PY"
from pathlib import Path

# (a) £ accelerate/utils/__init__.py $ 52, bnb f#mEk
path = Path("/usr/local/lib/python3.12/dist-packages/accelerate/utils/__init__.py")
text = path.read_text()
old = "from .bnb import has_4bit_bnb_layers, load_and_quantize_model\n"
new = (
"def has_4bit_bnb_layers(*args, **kwargs):\n"
" from .bnb import has_4bit_bnb_layers as _has_4bit_bnb_layers\n"
" return _has_4bit_bnb_layers(*args, **kwargs)

"def load_and_quantize_model(*args, **kwargs):\n"
" from .bnb import load_and_quantize_model as _load_and_quantize_model\n"

)
if old in text:

path.write_text(text.replace(old, new, 1))

return _load_and_quantize_model(*args, **kwargs)\n"



print("Patched accelerate.utils bnb lazy imports")
elif "def load_and_quantize_model(*args, **kwargs):" in text:
print("accelerate.utils bnb lazy import patch already present")
else:
# MRERXARCHFE, WELEWE

raise RuntimeError("accelerate.utils bnb import patch target not found")

# (b) numpy multiarray &4 T (REGEE, ZEEEM)
other_path = Path("/usr/local/lib/python3.12/dist-packages/accelerate/utils/other.py")
text = other_path.read_text()
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Review BHEERNXEITW, ¥EKB gemini-code-assist[bot]:

« Critical: transformers==5.3.0 #£ PyPI EA%&%E (BRI transformers 1%F 4.x &%)
, 2534 Docker %K,
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s transformers JRATRFIE (correctness): RS E, PRUIEHAES I, BEMBIRBNK,

« AN THIARRZEEIRFD (design): KRR, PR MEHAESEH.
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« PR #6724 [BREAKING][ckpt] refactor: rename misleading trainer arg to actor_wg: [&
FEH R trilim X EMIRETE, [ELEZENRERK,
« PR #6736 [trainer] feat: add off_policy metrics: ToHE&EXB,

« PR #6728 [rollout] fix: Adjust cuda graph capture sizes config logic for vLLM >=
0.11.1 compatibility: o B #EX£8%,



