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BEMAROER: FIRARN R, EMBEERfARERREE, RAEREZL,

def _gwen3_sparse_moe_uses_legacy_block_api(self) -> bool:
"""Return True for transformers 4.57.x-style Qwen3 MoE blocks.""
return (
isinstance(getattr(self, "gate", None), nn.Linear) # gate A~ & Linear &
and hasattr(self, "top_k")
and hasattr(self, "norm_topk_prob")

def _gwen3_sparse_moe_routed_forward_npu(self, hidden_states: torch.Tensor):

# ... BEMARF AR RILE ...

gate_output = self.gate(hidden_states)

if isinstance(gate_output, tuple) and len(gate_output) ==
# Transformers 5.x: gate 3RE (router_logits, routing_weights, selected_experts)
router_logits, routing_weights, selected_experts = gate_output

else:
# Transformers 4.57.x: gate E#3RE raw logits, EFahitE K
router_logits = gate_output
top_k = getattr(self.gate, "top_k", getattr(self, "top_k", getattr(self, "num_experts_per_tok",
2)))
routing_weights = F.softmax(router_logits, dim=1, dtype=torch.float)
routing_weights, selected_experts = torch.topk(routing_weights, top_k, dim=-1)
norm_topk_prob = getattr(self.gate, "norm_topk_prob", getattr(self, "norm_topk_prob",
True))
if norm_topk_prob:

routing_weights /= routing_weights.sum(dim=-1, keepdim=True)
# B4 bFE: REILER. permute. grouped matmul % ...
# RERBRASX: FREABMERE, BREAMIRET| X

if hasattr(self.experts, "gate_up_proj") and hasattr(self.experts, "down_proj"):



# Transformers 5.x: B&IRE
gate_proj_weight, up_proj_weight = self.experts.gate_up_proj.chunk(2, dim=1)
w1 = up_proj_weight.transpose(1, 2).to(input_dtype)
w2 = gate_proj_weight.transpose(1, 2).to(input_dtype)
w3 = self.experts.down_proj.transpose(1, 2).to(input_dtype)
else:
# Transformers 4.57 .x: SRR E 5%
up_weight_list = [e.up_proj.weight for e in self.experts]
gate_weight_list = [e.gate_proj.weight for e in self.experts]
down_weight_list = [e.down_proj.weight for e in self.experts]
w1 = torch.stack(up_weight_list).transpose(1, 2).to(input_dtype)
w2 = torch.stack(gate_weight_list).transpose(1, 2).to(input_dtype)
w3 = torch.stack(down_weight_list).transpose(1, 2).to(input_dtype)
# ... 54k grouped matmul 8 unpermute ...
return hidden_states, routed_hidden_states, router_logits
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