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THRES B

Fix NPU Megatron actor initialization when using MindSpeed batch-invariant training (
batch_invariant_mode + use_flash_attn_npu_batch_invariant ), e.g. true-on-policy /
train-inference consistency recipes. Two issues:

1) attention_backend type mismatch causes 'Batch invariant mode only supports
FlashAttention' even when flash is configured; 2) Duplicate MindSpeed patch
registration causes RuntimeError: the patch of forward exist !.
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1. BREWAIE: & _mindspeed_repatch FHEF A verl.utils.megatron_utils.mapping_
string_to_attn_backend, FEXt override_transformer_config ##) attention_backend
FRATEBFES, K Hydra/YAML L ANFHF & flash FA Megatron &%
AttnBackend.flash, #f&k MindSpeed NIPRIL AR,

2. BB EE patch: Y repatch_config # use_flash_attn_npu_batch_invariant A True B¢
, B use_flash_attn A False, Byib#RARETZEANES Bh-&9F E AN DT M
DotProductAttention.forward %&£ patch &%, XE&E
use_flash_attn_npu_batch_invariant A False BiEk&E, FHUTEAH .
setdefault("use_flash_attn", True)s

3. HiiBEARE: RYBBEAX context_parallel_size B4 IEF 45,

4. MREE: ARZTERMWFENETMRKERMNR, FRAERBFEEHITTIHBE, B
TixEEF & NPU BEH355, "aE&RH NPU CI 11k,
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« verl/workers/engine/mindspeed/transformer_impl.py (#3& 5|%; 2£%| source; £
bugfix; &5 _mindspeed_repatch) : &£ MindSpeed repatch BLE bug ByE— 152X



, BOZEXE,

*PE5:  mindspeed_repatch
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verl/workers/engine/mindspeed/transformer_impl.py

&8 MindSpeed repatch BLE bug BIME—EBUE, ROBEETE,

# verl/workers/engine/mindspeed/transformer_impl.py

def _mindspeed_repatch(engine_config):
if repatch is not None:
# NERE A CUE e AR

from verl.utils.megatron_utils import mapping_string_to_attn_backend

# 1. % override_transformer_config # 8 attention_backend MFE#&&E (0 "flash")

# A Megatron ¥4 AttnBackend.flash, # % MindSpeed #3884 &R T AL

repatch_config = mapping_string_to_attn_backend(
dict(engine_config.get("override_transformer_config", {}))

#2. ZRBRAT NPU ILRAZRNEFEEA, WEAMEZEIEA (use_flash_attn)
# A A FEERSIEM DotProductAttention.forward, $3K "patch of forward exist" §i2
if repatch_config.get("use_flash_attn_npu_batch_invariant"):
repatch_config['use_flash_attn"] = False
else:
repatch_config.setdefault("use_flash_attn", True)

if engine_config.context_parallel_size > 1:
repatch_config["context_parallel_size"] = engine_config.context_parallel_size

repatch(repatch_config)
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« engine_config.get() 3R& M (correctness): fEERRHZEWK, mAREBIMER .get(),
« mapping_string_to_attn_backend B94EA (question): chengminhua f#& A% Hydra F&
B3R Megatron ¥, BB MindSpeed SR,
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1. BEMNEE: engine_config.get() R4 dataclass ER[REHESE AttributeError, {B5Z
FRiZfTHT engine_config 3% A OmegaConf DictConfig, RF&HRAK.
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