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PATIRE

- —A]3E: 5 Qwen3-VL ZHESHER FSDP2 T vocab_weights 8y device & shard 432

- EEME: ESEER AHEEA Qwen3-VL ZESERNAF, % PR ALY —NEAE
RITRE: ELRN%T, BMEIHITE =1, FSDP2 37T AL/ £ DTensor AR SHK,
B EH & B EX forward BZE EXN#HIT DTensor MG LEKERR, HAKREEL
BHAEBRE.

THRES B

B8 Qwen3-VL ZHESEREEA FSDP2 (& torch.compile) =H#E £,
vocab_weights A DTensor 8 CPU FKE %38 RuntimeError: aten.embedding.default:
got mixed torch.Tensor and DTensor, ZERE#EXIX Issue #4756, B5 Qwen3.5 NE
AIEEEE K,

LI RE

1. 8 DTensor: EXHNERFIE from torch.distributed.tensor import DTensor,

2. %40 vocab_weights B4 shard #&M5&&X5F: & forward_with_torch_backend &%k
, ¥ self.Im_head.weight IRME%A AT E vocab_weights, & H A DTensor 2£&, MR
A .full_tensor() 3RER 23k E, IF .to(hidden_states.device) ¥HFH E S hidden_states
AR B

3. EREBRIENIKE: & fused_linear_for_ppo.forward B4 vocab_weights 3 M E & A
self.Im_head.weight 2x 41 A 432 E 8 vocab_weights,

4, TEBE / MRATE: REKEMEE. MR X HIFERE,

KA

« verl/models/transformers/qwen3_vl.py (3R R E; K5 source; FEA data-contract
. &5 forward_with_torch_backend) : "g— BRI, &
forward_with_torch_backend %5/ 7 DTensor M 5REXNFZE, BET
Qwen3-VL Z A GRPO Ik 9Z o5 iR,

X85 forward_with_torch_backend

X pEJRED F B



verl/models/transformers/qwen3_vl.py

"E— (SR B X, TE forward with torch_backend 3% T DTensor #M5 & X2 45,
B2 T Qwen3-VL £ GRPO 4 BAZGHE IR,

def forward_with_torch_backend(
self: "Qwen3VLForConditionalGeneration",
input_ids: torch.LongTensor = None,
labels: Optional[torch.LongTensor] = None,
temperature: float = 1.0,
shift_labels: Optional[torch.LongTensor] = None,
**kwargs,
) -> "Qwen3VLCausalLMOutputForPPO":
from verl.utils.experimental.torch_functional import FusedLinearForPPO

outputs = self.model(input_ids, **kwargs)
hidden_states = outputs[0]

.. 8] labels rolling ZEEB ..

# 15 : 438 vocab_weights TTREA DTensor HALF CPU 91BN
# & FSDP2 (3 torch.compile) T, self.Im_head.weight "&£ DTensor,
# M hidden_states 23 CUDA Tensor, HIRESFERSMEA
# "mixed torch.Tensor and DTensor" $§i%,

# X B DTensor B AR Tensor H k5 hidden_states Fi& &,
vocab_weights = self.Im_head.weight
if isinstance(vocab_weights, DTensor):

vocab_weights = vocab_weights.full_tensor().to(hidden_states.device)

fused_linear_for_ppo = FusedLinearForPPO()

log_probs, entropy = fused_linear_for_ppo.forward(
hidden_states=hidden_states,
vocab_weights=vocab_weights, # 1& A ##/5 IR E
input_ids=rolled_labels,
temperature=temperature,

)

return Qwen3VLCausalLMOutputForPPO(
log_probs=log_probs,
entropy=entropy,
hidden_states=outputs.hidden_states,

)
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« Luosuuffi&E: % PR BEMNELOMAXKE R, EEEFRRRELEFZETEIN, miLiis
N Qwen3.5 FSDP imfTIE®, RHE WS ENLZFRER.



« OCPSENREEHIA: BEFBT self.Im_head.weight SZfrEfEA DTensor (B FSDP2 Bk
INEREREN DTensor, BMEFHATE =1) , M hidden_states BE3® torch.Tensor,
FERUARESKE IR, ZEEERRBN G—HXRRAR AR, BFEEE Qwen3.5 $8
BEA E—K,

- 850 FINMEEARRK, ClEREEH.

- BEHNBREMFE LM (correctness): HIIMEE BRL: FSDP2 BiEHATE =1 e¥
REHFMEAN DTensor, K 5E® Tensor 8 hidden_states ER R ITE,

RFe5 2

« RS AR, ZTEAXY K& forward_with_torch_backend —/NEi#k, #in—4T DTensor
N5 ik, ZBEEAE Qwen3d.5 BAEPIEAR, FA=IIAEE, BEEEIE,
full_tensor() ®EAFXIFE TALLK all-gather B(E, TTREM RV ERIEFL, BEETER
PSS EHRAE,

- ¥ BEY: BET Qwen3-VL ZESEAE FSDP2 (&8 + / £+) T GRPO %
REREKRELR / ZBERFLESIKE RuntimeError, AP YIERFERAZES RL %,
B T RABREA forward_with_torch_backend B&42,

- RFetrie: sROMIRES , ROBERE

RERIREE
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