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VeOmni B9 API MIBAR enable_mixed_precision fa/R{EFEA MixedPrecisionConfig X%
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B, SBHAEFR—EK, PR body BAFILARBEZET 'VeOmni API expects mixed_precision
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1. 5| N\ MixedPrecisionConfig ®A: EXHFLEAFE from veomni.arguments import
MixedPrecisionConfig, OpsImplementationConfig, &= SZFIMLEEERT L,

2. P|EZ—EENE: & build_model_optimizer i, ¥
self.engine_config.mixed_precision fi/R1E®2E A veomni_mixed_precision_config =
MixedPrecisionConfig(enable=self.engine_config.mixed_precision), 1EANELFTAES
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3. MR INE dtype: J& build_foundation_model 8 torch_dtype £%kH| ki A
self.engine_config.mixed_precision BXJJ veomni_mixed_precision_config.enable, &iE
FEEENBHRIR K

4. (BIEFATIL APL 23K ¥ build_parallelize_model i f 8

enable_mixed_precision=... £# A mixed_precision=veomni_mixed_precision_config,
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M—HEXH, ETEE VeOmni 31 RHBRERERELE, FREA. BRENRUZFHL
ZH0RA

# XXfF: verl/workers/engine/veomni/transformer_impl.py
# EBETEETE  build_model_optimizer 7&K

from veomni.arguments import MixedPrecisionConfig, OpsImplementationConfig # ¥r3&S A

class VeOmniEngine:
def _build_model_optimizer(self):
# A ops_implementation ¥Z ...

# #3E: I engine_config.mixed_precision f/R{E AR VeOmni EAEHY

MixedPrecisionConfig X%

# XA build_parallelize_model FhEEUKE| ERABYEL B B R

veomni_mixed_precision_config = MixedPrecisionConfig(
enable=self.engine_config.mixed_precision

# BEKET: E3ER self.engine_config.mixed_precision #|¥f dtype
# BEJ5: A veomni_mixed_precision_config.enable, 1RiE5 /TSI EIR
module = build_foundation_model(
config_path=self._get_model_config_path(),
weights_path=self.model_config.local_path,
torch_dtype="float32" if veomni_mixed_precision_config.enable else "bfloat16",

# .. ESHAE

# SRR B3 /R1EL enable_mixed_precision 53k

# 18245 . £ MixedPrecisionConfig X% %5 mixed_precision %k, X135 VeOmni #hx API

module = build_parallelize_model(
module,
init_device=self.engine_config.init_device,
weights_path=self.model_config.local_path,
enable_full_shard=self.engine_config.enable_full_shard,
mixed_precision=veomni_mixed_precision_config, # J&R A enable_mixed_precision=self.
engine_config.mixed_precision
# ... HSHAE ..
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