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1. 182 offload &%k: 7 verl/utils/megatron_utils.py 89 offload_megatron_optimizer &k
i, 3R optimizer state B, FREAH exp_avg/exp_avg_sq b, EHIXE master_param
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2. 18K load &i¥k: XRHY load_megatron_optimizer ¥+, RAREERE
exp_avg/exp_avg_sq &, Xt master_param 89#k3zE GPU (get_device_id(),
non_blocking=True) »
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« verl/utils/megatron_utils.py (#R AL ; K5 source; A core-logic; &5
offload_megatron_optimizer, load_megatron_optimizer) : B AJRES X4, BT LR
offload/load B4, FIEX master_param BIHRIE LR,

. tests/utils/megatron/test_optimizer_offload_and_load.py (&3t BTMR; %3 test; %
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KBS offload_megatron_optimizer, load_megatron_optimizer, init_model,
init_precision_aware_optimizer, precision_aware_optimizer_is_on_device,
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verl/utils/megatron_utils.py
AZNIRRS XA, B2 T AL R offload/load B4, FIEX master param BHREAEIE,

# offload_megatron_optimizer 3% (verl/utils/megatron_utils.py)
# 7£3E HybridDeviceOptimizer 894X %, 3/ master_param &:3E
opt_state_dict_values = _opt.optimizer.state.values()
for v in opt_state_dict_values:
if "exp_avg" in v:
v['exp_avg"] = v["exp_avg"].to("cpu", non_blocking=True)
if "exp_avg_sq" in v:
v['exp_avg_sq"] = v["exp_avg_sq"].to("cpu", non_blocking=True)
# #3E: Y use_precision_aware_optimizer=True B,
# master_param #AET 32-bit master RRE, M offload 2| CPU
if "master_param" in v:
v['master_param"] = v["master_param"].to("cpu", non_blocking=True)

# load_megatron_optimizer ¥kt (XIFRIE D)
opt_state_dict_values = _opt.optimizer.state.values()
for v in opt_state_dict_values:
if "exp_avg" in v:
v['exp_avg"] = v["exp_avg"] .to(get_device_id(), non_blocking=True)
if "exp_avg_sq" in v:
v['exp_avg_sq"] = v["exp_avg_sq"] .to(get_device_id(), non_blocking=True)
# #1038 % master_param #E GPU
if "master_param" in v:
v['master_param"] = v["master_param"].to(get_device_id(), non_blocking=True)

tests/utils/megatron/test_optimizer_offload_and_load.py
IR B TMER X, BIERILE offload/load BYIERME, H-&KE BRI BHIEHEE,

def test_precision_aware_optimizer_offload_and_load(tmp_path):
# et RIAR (LG B FARA)
torch.cuda.set_device(0)
dist.init_process_group(
backend="cpu:gloo,cuda:nccl",
init_method=f"file://{tmp_path / 'rdzv_optimizer'}",
rank=0,
world_size=1,
)

mpu.initialize_model_parallel()



model_parallel_cuda_manual_seed(123)

try:
# MR fn AL 88
model = init_model() # 2 & GPT, hidden=512, {#HA DistributedDataParallel
optimizer = init_precision_aware_optimizer(model) # use_precision_aware_optimizer=True

# PUT step() & optimizer RERRASWEEIL

for chunk in model:
chunk.zero_grad_buffer()

optimizer.zero_grad()

update_successful, _, _ = optimizer.step()

assert update_successful

# SRS master_param &£ GPU E B shard_fp32_from_float16_groups A None
assert precision_aware_optimizer_is_on_device(optimizer, torch.device("cuda"))

# offload EFFAMRA (& master_param) K& CPU
offload_megatron_optimizer(optimizer)
assert precision_aware_optimizer_is_on_device(optimizer, torch.device("cpu"))

# load EFTRRSKEE| GPU

load_megatron_optimizer(optimizer)

assert precision_aware_optimizer_is_on_device(optimizer, torch.device("cuda"))
finally:

mpu.destroy_model_parallel() # 5 FE LA A4 R R A

dist.destroy_process_group()
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