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PATHE

« —A]iE: A torch_npu RAE API E#) MXFP8 E1L52FH,

« ESNE: % PR {E45 Ascend NPU AR foE LR & & ¥5ik, RBEWRITARERERIE: 4
R4 API BRBEEXIZI. ¥ EREEIRAREMEMER, UK review F X FHRERMEIR
BB S,

TheeS il
M PR body 741, #% PR EZEMSE verl % NPU MXFP8 X egill: (1) (&

torch_npu.npu_dynamic_mx_quant 582&4tft APl BHuvNgEEBWN T, (2) BE
weight_scale REFT; (3) EMMPRT AN, KM PR #5608 FAIHAR R,

SR

1. MKRE EXENRELEE: R npu_scaled_mxfp8_blockwise & #ifn
MXFP8_BLOCK_QUANT_KWARGS F#, RRIKFaHSZINT block-wise Haikfn)3—1t,
NEFHRRBEGRA APL

2. B BIZBHE: £ quant_weights REH, X MXFP8 4 %1 A
torch_npu.npu_dynamic_mx_quant BREH Fa11TE, RANAEHFRA MR,

3. ¥ EREEIRD: B2 is_mxfp8_vlim_ascend &%k, #Axt AscendQuantConfig ER )%
¥ (CRBHAR viim_ascend) , 1REFmE#RE,

4. FBETUAREBE: BRI weight_block_size BIE R None #&, URHEXAOEHRIE, EAR
R & BT API 2iR%E,

5. HRERE: TMRAXHEE, FIKH CI F NPU RN E =,

R

« verl/utils/viim/vlim_fp8_utils.py (1R /L TR ; 25 source; R dependency-wiring
;. &5 npu_scaled_mxfp8_blockwise, is_mxfp8_vlim_ascend,
MXFP8_BLOCK_QUANT_KWARGS) : "e—RE X, BT R, EMT MXFP8 5L
, MKRT 94 7B EXAREEHA torch_npu JRE API &R,

KBS npu_scaled_mxfp8_blockwise, is_mxfp8_vllm_ascend, quant_weights

R R B



verl/utils/vlim/vlim_fp8_utils.py

nE—TE M, RGEMNTE, EMT MXFPS 523, RIRT 94 478 & XA A
torch_npu R4 API 24X,

# verl/utils/viim/vliim_fp8_utils.py (e FE )

def quant_weights(weights, model, quant_config, dtype=torch.bfloat16):
# ... RIEMRE

is_mxfp8_npu = is_mxfp8_vlim_ascend(quant_config)

for k, v in weights.items():

# ... HAnkbsE

if is_mxfp8_npu:
# {£/ torch_npu RAS MX B API BB & X2
import torch_npu
param_lp, param_scale = torch_npu.npu_dynamic_mx_quant(

v.to(dtype), axis=-1, dst_type=torch_npu.float8_e4m3fn

)

else:
# RAME FP8 B
param_lp, param_scale = scaled_fp8_blockwise(v.to(dtype), # 15 AAB R 53k
)

# .. RS E

b B
Reviewer gemini-code-assist[bot] & ¥ T &K ZIN

« & import torch_npu B2 EMMEIFIIEIUBEEE F A, =AMEE (high priority) .

« B weight_block_size HE R, EABREANSBERKRE, FEO0EKEE. ARZXIER
RXE, PRUEETRERTELRA (import A7 if 3RA) , (BIFE wuxibin89 MARIET
PR (APPROVED) , REMZEINICRKERRH ERMBK,

. torch_npu SALE AL (performance): BVCRERE XM, FANRBEE import
torch_npu HMRBE if IRNER, (BEEIPFE AN ETNEEHIE PR,

Ao 5 B
- R
« ARFIREE . torch_npu.npu_dynamic_mx_quant EZRIFARAL torch_npu, EHRFIF
BRANBASERFALK, B PR BRIE NPU FEER &,
- EVEXFS: B API TREREENEREE, FRIESBEXLZIAN—KME; BaTRE
APl B EH 4, KEARKERK,
« TEM: AP R is_mxfp8_vlim_ascend R X #FIHIR AscendModelSlimConfig At
X AscendQuantConfig, PR T 5 vilim-ascend BRAHE IR FE,



- MIREEERK: A PR ARMNETHETMIRK e2e MR, & CI + NPU MREBEEZRAR
B, FReRiEE)T,

- AP #¥m: /A Ascend NPU fo MXFP8 EMEIA P EREEFNENEE LS EHME, T
RIEKREE,

« ARG ROBURDRD 94 4T, EIFRAER; 5 viim-ascend BEH API X5, &
FREAR,

- AR : BB EXENZENEF, BEFEZRE torch_npu 2 viim-ascend fRA
FB

« RFSARID: IRBIRASR , MRABEE5E.  ROVENRETE

KRR EE

« PR #5608 [vlim] feat: MXFP8 support for ascend NPU: 1t PR 7 body #3| A& M#E
& (Search for similar PRs) , #%&BAiZ PR ZXt #5608 W5 &Lkt fnE ),



