PR #6131 RBER L

verl-project/verl
[fsdp, fully_async] feat: add Qwen3-VL-30B-A3B fully async GRPO training script on geo3k
&3 rtlE]: 2026-05-13 18:26

JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/6131

HATHREZE
. —A]iE: (BE Qwen3-VL MoE B 5 vision pos_embed bug, Hmmc&%#% GRPO A

- EDME: ZIWXEPAX fast_pos_embed_interpolate #HiTEITNR, HIRELLMART
T X tensor/int #¥#58%; &AM NPU £ MoE BB ERE TR ; #AIA qwen3_5
BRPWINEETEEZRITBEE,

hee5 shl
TE Ascend NPU LEill% Qwen3-VL-30B-A3B Bt &I reward <Lt #. ppo-kl kb GPU &)L

WE®R, UK fast_pos_embed_interpolate EiZ&ZFREEZRFBIINLFE. 58 Qwen3.5 1
BE RN, T monkey patch #E*E transformers BRA A,

SR

I 1: 88 NPU MoE BREBIREITHE
« Xt verl/models/transformers/npu_patch.py

« Z&E: £ NPUQwen3VLMoeTextSparseMoeBlock.forward H#FR if not self.training £&
4, {£ routing_weights = torch.zeros_like(router_logits).scatter (1, router_indices,

routing_weights) EFFA R FHAT.

cREA: RBREAENLEBEY scatter #F, SREBENRELEMERIER, B reward fn
KL #6847, BREINZRHEEIER A R one-hot X RHEBHRE,

FIE 2: A Vision Model 7in fast_pos_embed_interpolate monkey patch

« Xt : verl/models/transformers/monkey_patch.py

< E: 1) A Qwen3VLVisionModel 2 Qwen3VLMoeVisionModel; 2) M
verl.models.transformers.qwen3_5 § A fast_pos_embed_interpolate; 3) ¥
fast_pos_embed_interpolate BRAEZEFA vision model BIFTR 7%,

« JAA: FSDP2 B HA cpu_offload BY, self.pos_embed EELF CPU L, BHIREFRILE,
ZERERA ARG grid_thw KBGO S, BRI R,

FIE 3. HmceFH GRPO INEEA

« XfF: verl/experimental/fully_async_policy/shell/geo3k_gwen3vl_30b_a3b_fsdp2_32_3
2.sh (#73 197 17)



s AE: BEERKZ. NEEIE (geo3k) . FSDP2 4 %KEL. vLLM %% rollout. UL2 &
P FHAT (sp_size=8) . ZIFRESE,

cBE: LMRAREEXHZTE, BEE vilm 0.13.0 #1 vlim-ascend 0.13.0 ¥3&,

K

« verl/models/transformers/npu_patch.py (3R AT ; 25| source; ER bugfix; &F
5 NPUQwen3VLMoeTextSparseMoeBlock.forward) : #%:% bugfix: BBRINGERNSZE,
Halk MoE BREEREEINLAN EFRITE

« verl/models/transformers/monkey_patch.py (&3 #RXNT; £ 5| source; ER
enhancement; 5 Qwen3VLMoeVisionModel.fast_pos_embed_interpolate,
Qwen3VLVisionModel.fast_pos_embed_interpolate) : A Qwen3-VL vision model #sin

fast_pos_embed_interpolate monkey patch, &£ FSDP2 cpu_offload EHiZx&R—3K

- verl/experimental/fully_async_policy/shell/geo3k_qwen3vl_30b_a3b_fsdp2_32_32.sh (
IR YNEBA; KB other; £ new-config) : ¥4LHP GRPO II4MA, BE
FSDP2. VvLLM &3 rollout. FAHITE

XS NPUQwen3VLMoeTextSparseMoeBlock.forward, fast_pos_embed_interpolate
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verl/models/transformers/npu_patch.py
B bugfix: BRINGERNEZMG, #afRk MoE BRBEREE AN EHAITE

# verl/models/transformers/npu_patch.py (head)
# 15 2E 19 NPUQwen3VLMoeTextSparseMoeBlock.forward 7 3%

def forward(self, hidden_states: torch.Tensor) -> torch.Tensor:
batch_size = hidden_states.shape[0]
hidden_states = hidden_states.reshape(-1, self.hidden_size)
router_logits = self.gate(hidden_states)
# softmax f&#¥F float BAEE
routing_weights = torch.nn.functional.softmax(router_logits, dim=-1, dtype=torch.float)
routing_weights, router_indices = torch.topk(routing_weights, self.top_k, dim=-1)
routing_weights = routing_weights / routing_weights.sum(dim=-1, keepdim=True)
routing_weights = routing_weights.to(router_logits.dtype)
hidden_states = hidden_states.reshape(batch_size, -1, self.hidden_size)
# XBBEE: BKRT if not self.training &, WABAT scatter #AE
routing_weights = torch.zeros_like(router_logits).scatter_(1, router_indices, routing_weights)
routed_out = self.experts(hidden_states, routing_weights, router_indices)
return routed_out

verl/models/transformers/monkey_patch.py

A Qwen3-VL vision model 4 fast_pos_embed_interpolate monkey patch, &% FSDP2
cpu_offload BHIREAR—K

# verl/models/transformers/monkey_patch.py (head)

# 7 gqwen3_vl X HHFEHFAS patch



from transformers.models.qwen3_vl.modeling_gwen3_vl import (
Qwen3VLForConditionalGeneration,
Qwen3VLModel,
Qwen3VLTextModel,
Qwen3VLVisionModel, # S A
)

from transformers.models.qwen3_vl_moe.modeling_gqwen3_vl_moe import (
Qwen3VLMoeForConditionalGeneration,
Qwen3VLMoeModel,
Qwen3VLMoeTextModel,
Qwen3VLMoeVisionModel, # #3EF AN

)
# M gwen3 5 3R E A fast_pos_embed_interpolate
from verl.models.transformers.qwen3_5 import fast_pos_embed_interpolate

# ... JRA patch RGBT AT
Qwen3VLMoeVisionModel.fast_pos_embed_interpolate = fast_pos_embed_interpolate
Qwen3VLVisionModel.fast_pos_embed_interpolate = fast_pos_embed_interpolate
print(f"Monkey patch {model.__class__.__name__} model forward")
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« gemini-code-assist[bot] Xt fast_pos_embed_interpolate BYF & : $5 BRI A REH
tensor fEA torch.linspace SFHIAR/NSH, TTREERFEHA int MIREE; R tolist() JAA
$3K GPU-CPU R, ®RERMRIMERE, ZIRALRE qwen3_5 13k, &K PR RESABRE
K, BIGERIE,
- & training &% (correctness): BRAIABKREGER T MEMZ R, XE
Qwen3-vl-moe B2 FHRK,
- fast_pos_embed_interpolate B4 tensor/int ##e 5 48E a1 (performance): PR E& &
BEEEBERN, BZREHMN gwen3 5 EREAN, "EEEHMARIIE, EVEELRIE,
- monkey_patch & B BRI (question): REBIRAMKEE, (EEEHF, THEBNYR.
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3. BIARBIRASUE : INABAER viim 0.13.0 a2 viim-ascend 0.13.0, FFEIX AR
= B S A B £ 3K

« P NPU B P o E#5E4T Qwen3-VL-30B-A3B 94 %5 GRPO ik, #HEHKE
reward #HZ&FREE,

« Z%: monkey patch BT Qwen3-VL Bi%#F, FYMEMER S X, npu_patch B9
KR AT A ER NPU 4 TR, EERIELEER.

« BIFA: FTEMALE A SE RO, FER)E S MR R SRAYED B B A,

- RPEFRIT: fast_pos_embed_interpolate T[RE tensor/int ¥#eskiz |, Hrk
fast_pos_embed_interpolate B 7GMK , NPU MoE 4 TR/ eval EYIZIE
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« PR #6076 [fully_async] feat: reuse trainer worker group for hybrid rollout to do
validation: £% &% WZEH PR, A PR EHER FiRm T EAER BIIERA,

« PR #6135 [megatron] fix: the NPU error that occurs after migrating from megatron
worker to engine worker.: 87 NPU 3|2 worker B value_model X3, 54 PR #§
NPU Z R EHEAMX,

- PR #6286 [misc] refactor: re-format npu examples: E#) NPU R #HE GRPO A,
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