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# verl/checkpoint_engine/base.py (adapted excerpt)

from dataclasses import dataclass
from typing import AsyncGenerator, Generator
from verl.workers.rollout.utils import ensure_async_iterator

@dataclass
class TensorMeta:
"REKBIHIE, KRR
name: str
"ARE AR
shape: torch.Size
" RATR™
dtype: torch.dtype
RS G € it
chunk_offset: int
"k RS R AT R L P B R R
chunk_size: int
"k Rk T R
offset: int | None = None

""FEHE(E bucket PR, BIIEHERA"

async def split_weight_chunks(
weights: Generator[tuple[str, torch.Tensor], None, None] | AsyncGenerator[tuple[str, torch.
Tensor], None],
bucket_size: int,
) -> AsyncGenerator[tuple[TensorMeta, torch.Tensor], None]:
" AR EIK B IR bucket_size Y1 R F IR, "
async for name, weight in ensure_async_iterator(weights):
buffer = weight.view(-1).view(torch.uint8)
chunk_offset = 0
while chunk_offset < weight.nbytes:
chunk_size = min(bucket_size, weight.nbytes - chunk_offset)
tensor_meta = TensorMeta(
name=name,
shape=weight.shape,
dtype=weight.dtype,
chunk_offset=chunk_offset,
chunk_size=chunk_size,
offset=None, # B3| ZR/E
)
yield (tensor_meta, buffer[chunk_offset : chunk_offset + chunk_size])
chunk_offset += chunk_size

async def merge_weight_chunks(
chunks: AsyncGenerator[tuple[TensorMeta, torch.Tensor], None],



bucket_size: int,
) -> AsyncGenerator[tuple[str, torch.Tensor], None]:
"L F IR EHEREREKE, "
merge_name, merge_weight, merge_buffer, merge_offset = None, None, None, 0
async for tensor_meta, chunk in chunks:
assert chunk.dtype == torch.uint8
nbytes = tensor_meta.shape.numel() * tensor_meta.dtype.itemsize
#IMREBEERLR
if nbytes <= bucket_size:
assert merge_weight is None, f'E&3 8 {merge_name} FRS5HREXLEF"
name, weight = tensor_meta.name, chunk.view(tensor_meta.dtype).view(tensor_meta.
shape)
yield (name, weight)
continue
# AIRERN D BRBHE
if merge_name is None:
merge_name = tensor_meta.name
merge_weight = torch.empty(tensor_meta.shape, dtype=tensor_meta.dtype, device=
‘cpu')
merge_buffer = merge_weight.view(-1).view(torch.uint8)
merge_offset = 0
assert tensor_meta.name == merge_name and tensor_meta.shape == merge_weight.shape
chunk_size = chunk.numel()
merge_buffer[merge_offset:merge_offset+chunk_size].copy_(chunk)
merge_offset += chunk_size
if merge_offset == nbytes:
yield (merge_name, merge_weight.to(device=chunk.device))
merge_name, merge_weight, merge_buffer, merge_offset = None, None, None, 0
assert merge_name is None, f"kRZKEEH: {merge_name}"

verl/checkpoint_engine/nccl_checkpoint_engine.py
NCCL 3| #E &R oh&LE 5K, ER split/merge ¥ broadcast 22 T BEA,

# verl/checkpoint_engine/nccl_checkpoint_engine.py (send_weights a4t A E& )

async def send_weights(self, weights: Generator[tuple[str, torch.Tensor], None, None]):
"REARE, FA split_weight_chunks XFARES IR, ""
if self.rank < 0:
# rank < 0 89 trainer worker EEEBIRE, F55) &
for name, weight in weights:
pass
return
send_buf, recv_buf = self.send_buf, self.recv_buf
broadcast_op = None
bucket_meta: dict[str, TensorMeta] = {}
offset = 0
async for tensor_meta, chunk in split_weight_chunks(weights, self.bucket_size):
# bucket B AR L) 1&

if offset + tensor_meta.chunk_size > self.bucket_size:



torch.cuda.synchronize()
if broadcast_op:
await broadcast_op.wait_for_complete()
broadcast_op = BroadcastOperation(
rank=self.rank, group_name=self.group_name,
bucket=send_buf,
metadata={"bucket_meta": bucket_meta, "is_last": False},
socket=self.socket, topic=self.topic,
)
send_buf, recv_buf = recv_buf, send_buf # W&k
bucket_meta = {}
offset = 0
assert offset + tensor_meta.chunk_size <= self.bucket_size
assert tensor_meta.name not in bucket_meta
tensor_meta.offset = offset
bucket_metaltensor_meta.name] = tensor_meta
send_buf[offset : offset + tensor_meta.chunk_size] = cp.asarray(chunk)
offset += tensor_meta.chunk_size
# RRE‘mE—A bucket
torch.cuda.synchronize()
if broadcast_op:
await broadcast_op.wait_for_complete()
broadcast_op = BroadcastOperation(...)
await broadcast_op.wait_for_complete()

async def _receive_weight_chunks(self) -> AsyncGenerator[tuple[TensorMeta, torch.Tensor],
None]:
"EURRIE D REIE (REFH) . M merge_weight_chunks M, """
assert self.rank > 0
send_buf, recv_buf = self.send_buf, self.recv_buf
is_last = False
while not is_last:
# ST BEX
.. # FF 5 EKTHE
for name, tensor_meta in metadata["bucket_meta"].items():
tensor = send_buf[tensor_meta.offset : tensor_meta.offset + tensor_meta.chunk_size]
yield (tensor_meta, tensor)

verl/workers/rollout/vlim_rollout/bucketed_weight_transfer.py

VLLM g 3L 3% AR EN fallback B2, %41 bucket buffer,

# verl/workers/rollout/vlim_rollout/bucketed_weight_transfer.py ( <85 E% )

class TensorMetadata(TypedDict):
name: str
shape: torch.Size
dtype: torch.dtype
offset: int



handle: tuple | None # ¥ FE, AT& IPC handle

class BucketedWeightSender:
async def async_send_weights(self, weights):

for name, weight in ensure_async_iterator(weights):
if offset + weight.nbytes > self.bucket_size and len(bucket_meta) > 0:
# RXYECHH bucket

if offset + weight.nbytes > self.bucket_size:
# ARRETIEIRA bucket
assert not self.use_shm, (
f"XAE {name} X+ shared memory =, "
"IEIE K rollout.update_weights_bucket_megabytes"
)
self._direct_send_large_weight(name, weight)
continue

def direct_send_large_weight(self, name: str, weight: torch.Tensor):
""3#3¥ CUDA IPC E#EAZXTIRIRA bucket BIRIRE, "
# TODO: at this point we skip gpu sync, which might cause race condition.

logger.debug(f'Direct sending large weight {name}({weight.shape}, {weight.dtype})")

handle = reduce_tensor(weight)
bucket_meta: dict[str, TensorMetadata] = {}
bucket_meta[name] = {

'name': name,

'shape': weight.shape,

'dtype': weight.dtype,

'‘offset': 0,

'handle': handle,
}
self.socket.send_pyobj({'bucket_meta': bucket_meta, 'is_last': False})
self.socket.recv()

class BucketedWeightReceiver:
def receive_weights(self, on_bucket_received: callable):

for name, meta in metadata['bucket_meta'].items():
shape, dtype, offset, handle = meta['shape'], meta['dtype'], meta['offset'],
meta['handle']
if handle is not None:
# M IPC handle EZEKE
tensor = rebuild_ipc(handle, self.device.index)
weights.append((name, tensor))
continue
# LB bucket WEkIE
size = dtype.itemsize * shape.numel()
tensor = self.buffer[offset:offset+size].view(dtype).view(shape)
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