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PATHRE

- —AJ3E: MORI intranode grid #i&#& CU #ksk, BRI CU ®E barrier 564

- EME: EERFE, ERFIR—LN T ITRE — EE— MEREERSN/IMEE: BT
BT MoE dispatch kernel # grid-wide barrier %t block BBk ELA R, WRBRT “F
FER vs SMIEE FRAER TERE,

IR WKF=AA: (1) clamp BRE dtype 2% 2 EMdE fpd XA, ETEAEN 2R/
Wsx”; (2) EpMode.INTRA_NODE 5 mori.ops.EpDispatchCombineKernelType.IntraNode
AR E R TEM; (3) torch.cuda.current_device() EXa R E T EREFZTE,

X E TR EAARIER, BRIERGEINLEL——FA 96 CU DPX gEfodE
fp4 dtype BEAAN—ANTEIMNEIINN (FREZE CU HZFRAVEIMECE RS block_num
<= cu_count) ; ZE*Mt SPEED #HIERE VA PR/ XAFIEX grid 4a/Nd EP4 Fet s
MFZmm, /5 SLIBMEREEERIRHAIN kernel &, FERZINELIZE MORI BEEEITENHAN
block_num, iLERZBEFHY B 3E AT R =M,

THRES B

PR body BA#%ER BAR2 “supports gfx1250 deployment rather than one fixed lab
topology”: E—#HLZE L) gfx1250 A0 BERTREIL 192-CU By SPX R&ERE, MR IFRA
/N 96-CU 8§ DPX agent, i1 MORI 8 intranode #r MoE dispatch kernel “ends with a
grid-wide software barrier that requires every block to become resident”, KA 256 &
grid &£/) CU & &L “can deadlock the kernel at the barrier’, fFEHFEERKE LERE
BORTIR T, LA —&EBRAZMANIER SPX/DPX BRI, EIiEE “Clamp the MORI
IntraNode block count to the current device's compute-unit count. Configurations
already below that limit are unchanged.”

SRR

1. EBEANOE5 LT E—BRsI X2 python/sglang/srt/layers/moe/token_dispatcher/mo
riep.py, %FE init_mori_op M, ZREKMATAHLE MORI 89 EpDispatchCombineConfig,
H block_num / warp_num_per_block R dispatch/combine B grid 4K; HHI
block_num BRIA 256, {XAE DispatchDtype.fp4 B mode == EpMode.INTRA_NODE 4%
Bi% num_max_dispatch_tokens_per rank BB X 225 = 256,



2. B E (+9 4TFR) ;- #HE if kernel _type == mori.ops.EpDispatchCombineKernelTy
pe.IntraNode: HlIWr, ZE torch.cuda.get_device_properties(torch.cuda.current_devic
e()).multi_processor_count, 4T block_num = min(block_num, cu_count), ¥EASMTF
dtype A% Z /5. combine_quant_type itEZ&l, BEX bf16/fp8/mxfp8/fp4 &R
dispatch dtype &£ 3%, XAEEMEEEBREEE: (47T dtype £ intra-node B block_num #8
NIFEEENERSFIE barrier £; (EXHESREAE CU BUNT 256 Hig& L, £33 dtype
B grid RSB/, T AE AR REY fo4 R B,

3. &ITERE: REEFEMAE H “clamping to the CU count is a conservative bound, not
the measured residency limit’, BI{EERFZITHA occupancy M, 2KA CU #XANEE
A BRAAHER, KEZRVIBUHMBEREZDIN kernel/ BMBEIEIERED; RINZIHAT
EHk: 192-CU REM 256 B3R 192 (-25%) , DPX 96-CU 2 X[&3F| 96 (-62.5%) ,
M1 PR RIBMAEAT speed $3IE R ENMXERD M,

4. JITFHEEBATM: block num %5 ANEL mori.ops B config, JkAEHELPRRBEHH
block #; BT RM min, X CU %k >= 256 B9i&& (1 MI355X) #FHIESKEIELE—K,
B e AL E, warp_num_per_block kEFHIAE, clamp & fp4 BERTURE
5/16 89 warp B2 E, BEES5%/|NVam grid HINER A E PR F Lk,

5. MR, MESIHBEE: ARRAEMMRAXH. BE@SK Docker/Cl Kah, 1EEE
“Accuracy Tests” F#REBH “The patched SGLang image builds successfully and the
192-CU clamp was verified on MI455 AO in SPX mode”, 332 “Full
DeepSeek-V4-Flash EP4 serving validation is in progress” B{ERIAIRIN; checklist &
format. unit test, doc. benchmark I K A%, PR body # CI slot -8 AMD
ROCm 10 £% A KBRS

R

« python/sglang/srt/layers/moe/token_dispatcher/moriep.py (#3k X 4o %k ; 25|
source; £ core-logic; &5 init_mori_op, block_num, warp_num_per_block) : PE—
R Xk, TE init_mori_op H#E IntraNode F T, # MORI 8 block_num WskF|& &
CU %k, E#EHFR 192/96 CU & &L grid-wide barrier 88i; FEBIE clamp I dtype
DX 2ZJE, E bf16/fp8/mxfp8/fps £IHLKBAKFIZER, BA PR 2IITAEMEEK

s
3
/o

XS init_mori_op

X R Fr B

python/sglang/srt/layers/moe/token_dispatcher/moriep.py

" —BREI X, T init_mori_op I IntraNode 5, 1 MORI B block_num Uk&kE& &
CU #t, HEEHM 192/96 CU &%& L grid-wide barrier ®48i; REEIE clamp K& dtype &
Xz JE, £ bf16/fp8/mxfp8/fp4 £MAKRAFFIZLR, BA PR £IRTARME KR,

if dispatch_dtype == DispatchDtype.fp4:
# FP4 kernel 1R & R4E hidden size HERIRMEL,
# A h3X B R REHAR packed JEHY hidden size,
hidden_dim = hidden_size
scale_dim = hidden_size // MXFP4_BLOCK_SIZE



data_type = torch.float4_e2m1fn_x2
scale_type_size = torch.float8_e8mOfnu.itemsize

if mode == EpMode.INTRA_NODE:
# B EP BEEE L rank B9& K dispatch token ¥EFERIA grid:
#/NF 128 B 225 3k / 5 warp, TN 256 3k / 16 warp,
if num_max_dispatch_tokens_per_rank < 128:
block_num = 225
warp_num_per_block = 5
else:
block_num = 256
warp_num_per_block = 16

#AEFI: AREAT dtype 2% 245, BB bf16 / fp8 / mxfp8 / fps £IAEZK,
# MARRE fps AR—KEEZ,
if kernel_type == mori.ops.EpDispatchCombineKernelType.IntraNode:

# mori B9 intranode combine W% LA grid-wide software barrier UKE,

# ZX grid P8 block #REERIIFE; REH block &K,

# % 303X barrier 8 block ia—E B, WAEA kernel 8,

# gfx1250 A0 £ SPX R TFTREE 192 CU, DPX X FTE partition RAF 96 CU,

# BELTBRIAK 256 & grid,

#XBREE CU BIEAGRTLER GRESZNEE LFR)

# BT EAMNBERILSK, BT LANEEHRERTLE,

cu_count = torch.cuda.get_device_properties(

torch.cuda.current_device()
).multi_processor_count
block_num = min(block_num, cu_count)

# % block_num i/ SME 55 N EpDispatchCombineConfig,
# RELFRRBEIE grid KN, warp_num_per_block FAKRE# A,
combine_quant_type = "none"
if combine_dtype == CombineDtype.fp8:
combine_quant_type = "fp8_blockwise"
elif combine_dtype == CombineDtype.fp8_direct_cast:
combine_quant_type = "fp8_direct_cast"
elif combine_dtype == CombineDtype.fp4:
combine_quant_type = "fp4_blockwise"

B4

R PR B review 1Bk : 1X HaiShaw % H —>X APPROVED, body A%, &AB/EM inline
review comment, %A issue T8, EbEIPZITHARRIIEERLTHES PR body B,
RAMENREZBERE:

“clamping to the CU count is a conservative bound, not the measured residency

limit.” —— /& £ 31N LR BRI MIELNE, &S T MERET REH T E MR B9 X,
“Full DeepSeek-V4-Flash EP4 serving validation is in progress.” —— B&iF ¥ 5k 525X BR

AN, BRXE R Eib i AL hotfix,



EAERINE, review HEZAXMMERBFRL: —=& torch.cuda.current_device() Bx CU

PR FARNIRE LT, 23S TA mori By EpDispatchCombineKernelType.IntraNode

HE, mLEAH fo4 2% A SGLang MIBY EpMode. INTRA_NODE HlE, MEKREHERET

1B S BRAT RAEFA A

« IntraNode grid A CU $¥tE R 1R LR BZITEE (design): reviewer HaiShaw B
APPROVED BREIE, R LFAFEREZARRE M, SNIEE LR, occupancy HIM
5 RMIERE PR AR,

« B BENMENERS DPX 3R IIE (testing): KRARR: 96 CU £ X. 3E fp4 dtype BEIRAKR
CU #NT 96 5§ 256 Z MR EHEHE T EHHNRIEE L,

« mode 5 kernel_type MEKEHENEMME (correctness): PR Akitit, BTEEARE
SR RS BIABY FF AR 9] L,

Ao 5 &
o

1. RFLEREXE AR (moriep.py / init_mori_op) : CU $kFHIETHEWNIFTE LR, £
dtype TH/ SM REEGEE 1 A block, clamp F| CU $tt&4F8 M ; B4R block
shared memory / register JE 1538 SM BEHMT 1 (BIE4o SM RATEEHN—
AN block) , min(block_num, cu_count) 13 RERFE L 38 block ¥4, barrier %1
RIBHEE, REMEMEEM, JTBF conservative bound” By F IR X IE R T HABK
Mo

1. ®& LT XUKH: torch.cuda.current_device() BB ZE YU RIKRENER CU BE, EA
%K | ZHEVIBMEL current device MRYIB|AM rank, SiEEFIHNEE (BE
CPU fIBRIA 0 ) B9 CU £k, THEemA CRMUkSR) SRy (TBEMEHAT) » ROER
#A PR#38774 EER[FIKEIAMEE LG,

2. | EMER—B: FEEMHER kernel type == mori.ops.EpDispatchCombineKernelTyp
e.IntraNode, MHRE block _num HAEH fp4 4 X E A mode == EpMode. INTRA_NODE,
WMRXANZEEFLERE TAEN, ®HFREFE fpd + intra-node 18 kernel_type JE
IntraNode, §3K 256 $k grid RISk — a6 =2 PR BEEEZ =R,

3. BRDMREE: TEN. TERMIR. T benchmark, 96 CU 8§ DPX 4 X. 3 fp4
dtype B&12. UK CU HANT 96 § 256 Z MBI LRIEREL; PR #RWHIATE
EP4 ARS IR BT

4. MEBEEYAREAL: clamp £ BN dispatch/combine B9FHATE (192 CU X -25%, 96
CU A -62.5%) , ifi warp_num_per_block KM EEIRE, dispatch 15 EP BEES
TRER ML, XMIERERH EP4A/EPS RS ETEERE®E,

5. CI JRA: PR body # “Latest PR Test (Extra)” 5 “Latest PR Test (AMD ROCm 10)” #
A slot BMEREK, BHIARTAEARKINTKE flake, TN FRBEMALITEN. - FH
: AP ®ra@EIR AMD ROCm LfEMA MORI EimfiE K47 (EP) MEE, X
gfx1250 SPX (192 CU) & DPX (96 CU /X)) AF, AKXzt SIEH LA 5T
, BIBETTAMMNEMBE,; X MI3xx & CU 3K >= 256 B9iR#E, min FREUE, fTHER
o (BEXREE < 256 CU &&E E3BIT bf16/fp8/mxfp8 intra-node dispatch BIFEF, grid
W—FH2/0N, 78 H IR SR F T,



ZM: MOE token dispatcher & EP I < EEEIR, 1T grid HRENANFSE R
dispatch/combine BtZE, (BT IZZBE R init_mori_op FIMEILMEBERIT—R, FHES
token B9BUIMFEY (K device sync. T per-step &) . R EREMBILIERESREE
i, foIEE TEEED,

RIBAM: 32— k8RB FPnNE B RE 8, %P SGLang B9 MI455/gfx1250 X FFIEAEM
BE LB EIHRIN E@FE—HBER SPX/DPX ZMHEBHA ., RN ERERANMETRIKRFIE

TRERBME, BEERESIARMIEEENEENNEE, FEE—NEEEHENSEE
R, ENSEEEES LR EHETAZR,

o REEFRIT: BOERIZZE |, BVNREBE |, MAEEVIRIIE , RFFEREEET X, HEH
E T BEARFEM

KERIKZE

« PR #39547 [AMD][bugfix] Fix DSV4 MTP crash: [EJ& AMD ROCm Lt DeepSeek %
EP/MoE BZMI R R hotfix, BEtEAMNERESET (BXF. RITEXMNBESEZES / BLE
TR , SARAPREBEEAEFRMABRLEEEZES

« PR #38774 Fix device context during NIXL backend initialization: RIAESTX#I4E1LI B
Fa &k # CUDA/HIP && T XM, A PR i3 torch.cuda.current_device() B
CU 3, #FE&ETXCREMZERIRBISEIRM multi_processor_count, BT RE—EX
B4,

« PR #39613 Accept MXFP8 dispatch in FlashInfer A2A TRT-LLM MoE: EZ MoE

dispatch ANOWSF TR / PR EKE), X% dispatch BBE S5 K EBEAZZ RN RIS
A, TEAR PR B “HiFEREAURSKEE" BB X B3,



