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"gwen3-0.6b": {

"model": _resolve_model_path("Qwen/Qwen3-0.6B"),
"memory_gb": 4,
“tp": 1,
"features": ["chat", "streaming"],
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"llama-1b": {
"model": _resolve_model_path("'meta-llama/Llama-3.2-1B-Instruct"),
"memory_gb": 4,
“tp": 1,
"features": ["chat", "streaming"],
"worker_args": CI_WORKER_ARGS,
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"llama-8b": {
"model": _resolve_model_path("meta-llama/Llama-3.1-8B-Instruct"),
"memory_gb": 16,
"tp": 1,
"features": ["chat", "streaming"],
"worker_args": CI_WORKER_ARGS,
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}

def get_model_spec(model_id: str) -> dict:
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if model_id not in MODEL_SPECS:
raise KeyError(
f"Unknown model: {model_id}. Available: {list(MODEL_SPECS.keys())}"

)
return MODEL_SPECS[model_id]
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