PR #39697 REIRLE

sgl-project/sglang
ci: fix always-failing coverage job, add by-GPU-count view
&3mtE: 2026-09-16 16:13

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/39697

PATHRE

s —AE: BEBAKRIKRNEZEE Job, IR GPU HKLAiTHE

< EEDE: BB, SEHEKI%P Cl WA, EXERAIRITRER: —2A set -o
pipefail + || echo & T3EITEE] NBEIMT AR E RNRY), UKMZ R A N TR
#%; —& SUITE_ACCEL_COUNT_RE A (2:Al-) / (?:-1$) S ZE XX 4L runner AES -tp4,
awen3-235b XE R LT, XE Mg RETEHE] NECEEFTEEG LB S
BRRAE, BWEEM—NERE stress. mm-gen-*. -tp4 SR FAEN, TBEIE
by-gpu-count job 5 JSON FE&I%, BHIWYT E.

THHES BAL

PR body BR#f3E B ] BUR 2R & i Z#8 8 The Unit Test Code Coverage job has been
red on every scheduled run since 2026-08-18. It's a step timeout, not a test failure:
the unit suite finished in 9m45s on the last green day, just under the 10-minute cap,
and has since grown to ~11k tests needing ~22 minutes. 2N EEELIK: That
last green run also reported 127 failed, 6294 passed as a success, because pytest |
tee takes its exit status from tee. BRIR HADZER B tee, MRL M RER, F=ZEFHK
BEREMINERK: Second half adds a runner-size view ... Current numbers: 914 enabled
1-GPU registrations (590 CUDA), 146 2-GPU, 223 4-GPU, 200 8-GPU., EEZ&ELRERFE
NEHHRIETEE [H#I2EA £ 1-GPU MR S

SCEL AR

1. MR B L: .github/workflows/ci-coverage-overview.ym| &
unit-test-coverage job By timeout-minutes M 30 #&%F| 60, Run unit tests with
coverage step BIM 10 B3| 45, REEEMHM 7.7k IKETUKRE|L 11k, BHARBERTEEL
22 2%, 10 28 LIRSE 46% B kill R,

2. ERBEIEXE RN £ pytest €02 RN set -0 pipefail, FEBEERESEE Il echo "
pytest exited $? -- reported below, not gating this job", REIEE | tee M tee BURH
BEkkrE, EEZIERY job ETERBH——RAEHRBHEMEELERN Cl FEENRXX
AR (EEHBAMBML. HRBRIA device) ,

3. it step summary REEFERE A : 3L grep -E 'A=+.*passed' coverage_output.txt >>
$GITHUB_STEP_SUMMARY |l true BXA |l echo "pytest did not reach its summary
line (step killed or crashed)" >> $GITHUB_STEP_SUMMARY, #& kill kA8 =t



summary BREEEFEIIRE, MAEREEH,

4. FHE runner MAEAENTE (scripts/ci/utils/ci_coverage_report.py) : #rigiEReg E N
_SUITE_ACCEL_COUNT_RE = re.compile(r"(?:A1-)(\d+)-(?:gpulnpu) (?:-1$)"), AKX
get_accel_count(). accel_count_label(). sorted_accel_counts() =M 5, #E
(2:71-) 5 (7:-1$) BA T #RIE -tpd 2 HEMIFTEB R qwen3-235b Z EMER LR H|
A runner A,

5. IEHAEEEENIREEIER: organize_test_data() ¥4 by _accel 24AHE AR E dict;
generate_summary_section() #E— NI EH GPU Count Summary F#& (T = MR
, 5| = £3EEK/E3 + Total + Disabled) ; #¥ generate_by_gpu_count_section() &
R, BEMNEEER (Suite / Enabled / Disabled / Est. Time / Nightly
Per-Commit) ; generate_markdown_report() ¥ --section all F3EMNIZ/INT, HEZH
B —-section by-gpu-count,

6. JSON ¥ %&: generate_json_report() #3E gpu_count_summary, key 5
Markdown #R&E—2 ("1-GPU"---"Unsized") , value ©&EimiT#. gpus. enabled.
disabled 5 suites %%, HTHHAESE, BEE schema TE,

7. #N5F workflow A0 : F3EIRILAY by-gpu-count job (ubuntu-latest + Python 3.10) 3z
1T python scripts/ci/utils/ci_coverage_report.py —-section by-gpu-count,

8. MREEEERE: A PR RIEMSKAMNR, WRA NI REFNEN; IIEA RN
T —RE TSR F 3T —-section by-gpu-count,

R

« scripts/ci/utils/ci_coverage_report.py (3R B ERIRL; K5 infra; £R
infrastructure; &5 get_accel_count, accel_count_label, sorted_accel_counts,
generate_by_gpu_count_section) : IRELEREMA: FE runner MAEMENTE (EN +
get_accel_count / accel_count_label / sorted_accel_counts) . organize_test_data By
by accel 28, generate_by gpu_count_section 5BV F. summary # 8 GPU Count
Summary . JSON 8 gpu_count_summary FE&, VLK --section by-gpu-count %30
, BEAZENERANE S

« .github/workflows/ci-coverage-overview.ym| (#3k T/EREE; K5 infra; £&
configuration) : CI [ 1Z2MIE2IRITHEKEL: 35 unit-test-coverage By job / step #BEF
PR, A set -o pipefail 52XIETTEE || echo BIEM tee TR BFL, it summary &
K3 pytest SLRATETAH B RIBR, FHHH by-gpu-count job /EAFIRERIAD,

XPEFFE . get_accel_count, accel_count_label, sorted_accel_counts,
generate_by gpu_count_section, organize_test_data, generate_summary_section,
generate_markdown_report, generate_json_report

RERED R B

scripts/ci/utils/ci_coverage_report.py

WREARERA: FE runner AEANTE (EEN] + get_accel _count / accel _count_label /
sorted_accel_counts) . organize_test_data B by_accel 448,
generate_by_gpu_count_section BV T, summary 85 GPU Count Summary &#.



JSON 8 gpu_count_summary FE&, WX --section by-gpu-count 3%, REBENEEWN
F1B9E R

# EHLA <n>-gpu’ / “<n>-npu’ 1EE runner FAE, o

# “base-b-test-1-gpu-small™. “base-c-test-acc-16-npu-a3~,

#3XR [—ANMRE L L DR E—NETER, Eibik GPU o EECRE,
# PSR EE ML (BY / BR) , XM tpd XEHTERE.

# 3 “qwen3-235b" XEHEA LALLM IR LK runner MAE,
_SUITE_ACCEL_COUNT_RE = re.compile(r"(?:A1-)(\d+)-(?:gpulnpu)(?:-1$)")

def get_accel_count(test: CIRegistry) -> Optional[int]:
"SR FTEEMH S AR GPU / NPU 3R &E; £FBRAHNERE RITRE None,

R[E None =K EH: RAMME token By “stress”. “nightly-amd-vim”

0 CPU B4; UEERHEHN “mm-gen-*° —— multimodal_gen £ E—/NEM4
PEF| 1-gpu 5§ 2-gpu FfP runner L, BHEE—ZETIR,

match = _SUITE_ACCEL_COUNT_RE.search(test.effective_suite or "")

return int(match.group(1)) if match else None

def accel_count_label(count: Optional[int]) -> str:
"I ANER BS 3K E BRET N RARATHRE, Markdown 5§ JSON AR —F key, "
return f"{count}-GPU" if count is not None else "Unsized"

def sorted_accel_counts(by_accel: dict) -> list:
"R B EAFHS, None™ (CRAmEAAE) HIZE. "

return sorted(by_accel.keys(), key=lambda c: (c is None, c if ¢ is not None else 0))

def generate_by gpu_count_section(data: dict) -> str:
" A B “All Tests by GPU Count” /N,

BT ZFR by-suite /NFRE—HIEMIN, REZIEZNFNAESFL B runner
A HANERZ 1-GPU LB &%. 8-GPU NABREAETRE, —IRT W,
lines = []

by _accel = data["by_accel"]

lines.append("# All Tests by GPU Count\n")

# sorted_accel_counts fRiE "None™ (Unsized) HERRE, HRFEMEAT, ETFTERML
for count in sorted_accel_counts(by_accel):

accel_tests = by_accel[count]

a_disabled = sum(1 for t in accel_tests if t.disabled)

a_enabled = len(accel_tests) - a_disabled

lines.append("<details>")
lines.append(



f'<summary><h2>{accel_count_label(count)} "
f'({a_enabled} enabled, {a_disabled} disabled)</h2></summary>\n"

accel_by backend = defaultdict(list)
for t in accel_tests:
accel_by backend[t.backend.name].append(t)

# R RORINF B SR, 2R T ORAEM A G sm B sk,
#BAREERA—EHO
for backend in BACKEND_DISPLAY_ORDER:
backend_tests = accel_by_backend.get(backend, [])
if not backend_tests:
continue

b_disabled = sum(1 for t in backend_tests if t.disabled)

b_enabled = len(backend_tests) - b_disabled

lines.append(f'#i## {backend} ({b_enabled} enabled, {b_disabled} disabled)\n")
lines.append("l Suite | Enabled | Disabled | Est. Time | Type ")
lines.append("l I | I | ")

# EHRNBRE: HENKREMN enabled 71,

# Type BR TREAH— nightly BRI Nightly]

backend_suites = defaultdict(list)

for t in backend_tests:
backend_suites|[t.effective_suite].append(t)

for suite in sorted(backend_suites.keys()):
suite_tests = backend_suites[suite]
s_disabled = sum(1 for t in suite_tests if t.disabled)
s_enabled = len(suite_tests) - s_disabled
s_est_time = sum(t.est_time for t in suite_tests if not t.disabled)
is_nightly = any(t.nightly for t in suite_tests if not t.disabled)
suite_type = "Nightly" if is_nightly else "Per-Commit"
lines.append(
'l {suite} | {s_enabled} | {s_disabled} | "
f'{s_est_time:.0f}s | {suite_type} I"

lines.append("")
lines.append("</details>\n")
return "\n".join(lines)
TR RHL

2N PR comments_count = 0. review_comments_count = 0. RA& 1 /> commit B author

5 merged_by ¥4 alisonshao, BEMWFRELE review X5, "R&EHN [HT6] £k B PR



body BBERRZITREK: H—, BAMRIEEEE job LA advisory—This adds set -0
pipefail and an explicit non-gating |l echo, so the job stays advisory on purpose and
the counts show up in the step summary.; £=, X 127 NERKBEME—Those
failures are cross-test contamination from running the whole tree in one process
(duplicate process-group init, leaked default device). CI proper runs one file per
process, and the same files are green in base-b-test-1-gpu-small. Worth fixing

separately., BIARESEHE N#ERF|E4E: PR,

« BEX job RIFIEITE: pipefail Z/FAMTLZEE |l echo (testing): REA: B | tee &
IRBEDEYERFE, (BZERL pytest KT EK job 4T, PROAIEITEIEER| step summary;
WEMBE BEEL PR (Worth fixing separately) . XK EEIEEIRW IS EHLILT,

« M suite & RAR runner FAERYIENZEE Unsized 042 (design): f&AFERITEBIEHM
BT AEHRARH|, ERLAEIININEHIEIREN Unsized, SROEE AN K,

RSB
- RS

1. 1125 advisory 893k /1: |l echo it pytest BYIEEIR HAL KT R kK job, HEAKFKH
REENE)T (MIFBAMRXIFHE) , job KIBLL, REEFEAZEF step summary BH
Tk, EEAIMM TBshL) BRIWA MRBIA LX) o

2. ABBT EFRAXSE 4.5 £&: step A 10 2%0F| 45 4%, job M 30 L%PE| 60 2%+,
1-gpu-h100 runner &K EABIZIA L, FEHRLEIE body PRIREHEK, 45 o8
R ZHH R kill, BREBESXEE 4 job] , REZXXREDRITHET.

3. BT ZBEEKRBSLAZE: get_accel_count() BLKH suite £ FH <n>-gpu /
<n>-npu token, —EFBEEMHS K gpul. 1gpu. gpu-1 KA (40 stress.
nightly-amd-vim. CPU &#. &K mm-gen-*) , £&BRYIN Unsized MR EIREE,
SO AR RERAHER, BEEF™ GPU Count Summary 5§
gpu_count_summary B¥F 1 E,

4. REARMG: EHBREMURIXTE (EEHBRANBML. MR device) 17, R
£ B passed / failed TTERESLEA B R BE UER I RIEMRMEA ; body BEEBA Worth
fixing separately,

5. 5RMERE Z . scripts/ci/utils/ci_coverage_report.py 3 155 1T, 2 ENEWTS
BEREEE, FRAMKEN; accel_count_label BIIFER AR E# Markdown Fo
JSON EH, —BRHERFP AL,

6. REMABIRIE K generate_by gpu_count_section() XENE x BNEIHR x BNEMS
ZREFF <details> 5%FH#, --section all BiIHE SFEEFIREMERAK, THERSH GitHub
summary JEERE, - ¥W: WAHFLXE: BEX job M [BRERSGTRIHNSEST] T
FXFTR{ES, step summary FREEB|E L passed / failed T4k, TOTAL 47 RAKRIK kill
HEERETR, BORAAMARTHRE KRR, HARS Cl FE: 1-gpu-h100 L&
job BRI EFAM 30 28PEKFEE] 60 205k, AE &AM, EECRABWR 46% KB,
MHEPRE: #HEY GPU Count Summary 44 fleet EXofF (914 NE A 1-GPU
SEMIR, H 590 F CUDA; 146 A4S 2-GPU. 223 A 4-GPU. 200 4 8-GPU) , &
runner ¥ BSR4 (FlEndE 1-GPU E4FBIEZHE) HWELIMA. X THL



B JSON IR&EHE gpu_count_summary FEBETE, BEA key A%, HEMR
. - REEARIS: Cl NI2ABKRITEAK , Bt ERAEBKE | BTREESGLAE ,
BHEEEM RN TTERKRGE , FEHAZ E D B

KERIKZ

« PR #39295 [SRT] Clean up no-op compiler pass, dead helpers, and migration tests:
% PR k& test/registered/unit/ FHIEREMIRE ratchet MK, ERAREZEE job IKEM
ARARMBAAN, EFAREIEREERE job NKSBIN LRETHA,

« PR #39293 [Diffusion] Clean up obsolete worker plumbing, dead helpers, and tests:
EIREMIFR multimodal_gen TEYEN, M4 PR B9 get_accel count() 1A mm-gen-* X

£ [—ANEHREB S runner AE] BIESLIRE Unsized, BREEMANEHM LR EHEX
BXo

« PR #34712 [Fix] Spawn, don't fork, the benchmark server process: &4 CI / ik & &k
WHE S, A3E fork HHBAVIGM IR, 54K PR [HHBHRENI| AES B
RAMEIL] IR XTTRIRERIR, R 5ZEHNBETEN,

« PR #39713 [Router] Bound the e2e worker memory budget so prefill graph capture
stops OOMing: REJ& run-ci / ci / infra 48 job FRAFAE (Z PR REZFIHE, &
PR & SEETIE EFR) , 4RI Cl WRSHEEGHHE KT RERENREHKE,



