PR #39678 BEIRLE

sgl-project/sglang

[misc] Merge FlashInfer autotune caches across spec workers, pad MXFP4 TP shards, drop
dead ngram attrs

&FEtE]: 2026-09-16 16:50

JRSCEEEE: http://prhub.com.cn/sgl-project/sglang/pull/39678

PATHRE

- —A]E: & autotune BHEIHEE MXFP4 TP XFFEIMAEIN

« ESNE: EESEIE BEREESBFE=NXME: mxfps_flashinfer_trtlim_moe.py B
_pad_intermediate_size (*’FW/ES scale SEZAER%ETF) | flashinfer_autotune.py B9
flashinfer_autotune_context (3t FlashInfer AutoTuner load/save EX BT HR)
fp8_utils.py BY block_supported SF 1 (tuple/list tLLARXFMEZ BN AT)
scheduler.py. fp8.py. weight_updater.py =B T FHEM, RKEIE, ZEIRE SM100
MXFP4 TP ECEWMEAE, ZEIUR print_warning_once BIRRIMAIFEHESL, 3#H5
TP/EP AExTth; FIREEFE, EDIEHEM LN MXFP4 TP padding EIVIRBIXERZ &
HERANE, HFEXRBRAB ISTRAEERENRG. BRELHA

intermediate_size_per_partition A",

THHES BAL

PR body BiRiXZ “Six independent small fixes, one per commit”, %8 %8Bk Issue, FHHL
KEEEREELNETRENEIMRERFE: (1) spec decode F target 5 draft &% E#H A
autotune, M autotune(cache=...) FEFHNRXEZFA MXHFMERE tactic, BHFHEANN—F
S L MEL tactic 3REE; (2) TRT-LLM MXFP4 MoE MA%I% 128 XM FTALIE expert X
E, TP Y19 /E A intermediate & RE 128 HIEH, RIUREBEEARTH; (3)
DeepGEMM #4 block-FP8 RE&/Z AT RE weight.shape 5 dtype, F£MI block_size, I
128x128 HEMRESHARE 128x128 LIRIERAKZ; (4) HRK=ZLL BRI AR
8 scheduler ngram B, E2M1 f1 BRI —ANRAE SR f-string.

LI RE

1. FlashInfer autotune &#& ¥ worker &3 (python/sglang/srt/model_executor/runner/fl
ashinfer_autotune.py) : flashinfer_autotune_context &
envs.SGLANG_FLASHINFER_AUTOTUNE_CACHE.get() ?X/BERE & reuse_cache; K&
ERBIEZERIZR% autotune(cache=...), 2% AutoTuner.get(), #PFEAEHEX
#B+tF T tuner.load_configs(...), A autotune(True, cache=None if reuse_cache else
str(autotune_cache), skip_ops=skip_ops) #HANNZIAL, BE yield BF
tuner.save_configs(...)o XAf target 5§ draft W MNRAEMERER —#R / B—2 X4 L
BHEEH, FTRLMEEE



2. MXFP4 TP B 4N 53| 128 X5% (python/sglang/srt/layers/quantization/mxfp4_flashin
fer_trtlim_moe.py) : FEHEIRBZREL _pad_intermediate_size(layer),
Mxfp4FlashinferTrtlimMoEMethod.process_weights_after_loading ¥ % &
_mega_moe_weights_built B3RF|RFZ 5. reorder_ wiw3_to w3wl ZRAR, ZBENRN:
intermediate_size = layer.w13_weight.shape[1] // 2 [ LERER| 128 a9fZ$; Xt
w13_weight (% 0) 5 w13_weight_scale_inv (¥t 1) ELEA (num_experts, 2 *
padded_size, width), 1 gate ¥85 up ¥ BRARKIEARKEE, RRESEEE;
X w2 weight GoEHRE 2) § w2 weight_scale_inv (block L& 32) #&&xE—%#E
; BJGIE layer.intermediate_size_per_partition R A padded_size, FH
print_warning_once #TRINFRREFEHE BF,

3. DeepGEMM block-FP8 RARE 128x128 (python/sglang/srt/layers/quantization/fp8_ut
ils.py) : & deepgemm_w8a8 block_fp8_linear_with_fallback H#3¥ block_supported
= list(block_size) == [128, 128], &JRA shape_supported. dtype_supported —#BRE
BT E w8a8 block_fp8 matmul_deepgemm; R EREELA Triton EiR (& UESMO
packed scale BIAER) . A list() MIEEHELLE, FREA block_size TEEA tuple £,

4. FP4 REMERRIBHE (python/sglang/srt/layers/quantization/fp8.py) :

DSV4 DEQUANT _FP4 TABLE 2 8 #iigg 0.0 x4 -0.0, 5 E2M1 %®R% 0b1000 B4 E
—3R; %EMW cast_e2mlfn_to_e4m3fn BERMEH, KaNLREMERERFTALEAEF
bit-exact,

5. Bk scheduler &3k ngram B (python/sglang/srt/managers/scheduler.py) :
Scheduler.maybe_init_ngram_embedding R4&x& ngram_embedding_manager 5

use_ngram_embedding, Ml token table. ngram_embedding_n.
ngram_embedding_k =ZMNRIE GE&AITM manager £B)

6. ERZH f-string (python/sglang/srt/model_executor/model_runner_components/weig
ht_updater.py) : _update_bucketed weights from_distributed B9 3h3R Bl & B
f-string RALBFRE, AR BEE, FKIEX,

7. MiR5 Cl BE: 4XHARLFHT MXFP4 TP padding EIVIAH]. HIBREIEE=HA
test/registered/unit/layers/quantization/test_mxfp4_sm100_trtlim_gen.py, BEEFE CI
HIEBEMER (commit remove added MXFP4 TP padding test &8 BBuf 8%, %A
drop autotune cache test) . & /rerun-test EXREMT 5 MNAB, LERL%:
4-gpu-b200 H test_mxfp4_sm100_trtlim_gen.py, ubuntu-latest E&Y
test_flashinfer_autotune_sync.py. test_deepgemm_ue8mO0_requant.py.
test_flashinfer_trtlim_fp8_fallback.py, BAK 1-gpu-5090 B test_basic_sanity.py, W&
commit A 687226a (tuple-safe block gate; sync padded intermediate size) »

R

« python/sglang/srt/layers/quantization/mxfp4_flashinfer_trtllm_moe.py (i ¥X &1L
: 2R3 source; M core-logic; &5 _pad_intermediate_size,
Mxfp4FlashinferTrtlimMoEMethod.process_weights_after_loading) : & PR AE & A.
TARMERBEZENXMH: I _pad_intermediate_size #7E
process_weights_after_loading #i@MH, it TP 9B B flashinfer_mxfp4 TRT-LLM
MoE REME 128 XMFEXR, RRKE layer BWHRTEIE,



« python/sglang/srt/model_executor/runner/flashinfer_autotune.py (&3t BshifElk; 25
source; M core-logic; &5 flashinfer_autotune_context) : &£ spec decode T
target 5 draft 4k autotune ZRHFE B EH R : EF load/save M Flashinfer &Y
autotune(cache=...) FEEEN X, LI tactic &,

- python/sglang/srt/layers/quantization/fp8_utils.py ({3t HREL; 25| source; LR
core-logic; 5 deepgemm_w8a8 block_fp8_linear_with_fallback) : A DeepGEMM
block-FP8 RE&12nE 128x128 Btk T, #HRIE 128x128 B9 block FHAREIZFIR
LTI BIRAZ; A list(block_size) 1RIE tuple fE AN BES H,

- python/sglang/srt/layers/quantization/fp8.py (#3k kK E1k; 25| source; £&H
data-contract; 5 DSV4 DEQUANT _FP4 TABLE, cast_e2m1fn_to_e4m3fn) :
DSV4_DEQUANT_FP4_TABLE % 8 3fith 0.0 38 -0.0, ik E2M1 Wi BRmEEERR E
LEHEREF bit-exact, # cast_e2m1fn_to_e4m3fn £/,

« python/sglang/srt/managers/scheduler.py (#3k JAEE; 25| source; EH
dead-code-removal; %5 maybe_init_ngram_embedding) :
maybe_init_ngram_embedding B B AIREE] token_table. ngram_embedding_n.
ngram_embedding_k =ZANEMIRE, BTAEE (RIAHTM
ngram_embedding_manager BX)

« python/sglang/srt/model_executor/model_runner_components/weight_updater.py (#
R AREEH; EH| source; EH stylecleanup; &F5
_update_bucketed_weights_from_distributed) :
_update_bucketed_weights_from_distributed BypRZhR [E & &1 T SALAFH f-string BRA L
BFRHE, ANMRFE, FKITA

X85S _pad_intermediate_size, flashinfer_autotune_context,
deepgemm_w8a8 block_fp8 linear_with_fallback, maybe_init_ngram_embedding,
cast_e2mi1fn_to_e4m3fn, _update_bucketed_weights_from_distributed

KR F B]

python/sglang/srt/layers/quantization/mxfp4_flashinfer_trtlim_moe.py

A PR AERK, [TARMRKREZNXMH: I _pad_intermediate_size 7
process_weights_after_loading ®@H, ik TP 29K B flashinfer_mxfp4 TRT-LLM MoE
REME 128 }MFEXR, ENKE layer B9 RTTEIE,

# £ MoE RE KRG RMANTT: REA 0. scale b 1,

# 1 AR intermediate 4 /Z# B TRT-LLM MXFP4 R#ZH 128 TEXNFE R,

def _pad_intermediate_size(layer: Module) -> None:
intermediate_size = layer.w13_weight.shape[1] // 2 # w13 3B gate / up HFER—%
padded_size = (intermediate_size + 127) // 128 * 128
if padded_size == intermediate_size:

return # EXFNEESARHRE, BeLENEINSEE LA

# gate 5§ up BdE—¥, FrUANESML PR :
# AI¥ B (gate) BRAERWBME, BE¥E (up) BEIRKEHE| padded_size
&, PEEREZEER,



for name, fill_value in (
("w13_weight", 0), # RE# 0, RTsr(EfTHIH
("w13_weight_scale_inv", 1), # scale ¥+ 1, R HIN 0 scale FrAE4L e8m0 #HE

param = getattr(layer, name)
num_experts, _, width = param.shape
padded = torch.full(
(num_experts, 2 * padded_size, width),
fill_value,
dtype=param.dtype, # B S3 B & dtype, #& fp32 5 e8m0 Fft scale #fiE
device=param.device,
)
padded[:, :intermediate_size] = param[:, :intermediate_size]
padded[:, padded_size : padded_size + intermediate_size] = param|
, intermediate_size:
]
param.data = padded

#w2 NERE—EIRITENERE: FP4 & 2 MEESHE 1 51, scale & 32 MEEZE 1 4 block.
for name, elements_per_column, fill_value in (

("w2_weight", 2, 0),

("w2_weight_scale_inv", 32, 1),

param = getattr(layer, name)
num_experts, hidden_size, width = param.shape
padded = torch.full(
(num_experts, hidden_size, padded_size // elements_per_column),
fill_value,
dtype=param.dtype,
device=param.device,
)
padded[:, :, :width] = param
param.data = padded

# T MoE runner / SR{EIRZBHEHR IR, XME D RANSTEH1E,
# TNREELRRE layer THEARA—K (RE—A commit EIMETX—&)
layer.intermediate_size_per_partition = padded_size
print_warning_once(

f"flashinfer_mxfp4 MoE padded the local intermediate size from "
f"{intermediate_size} to {padded_size} for 128-element kernel alignment "
"after TP weight loading. Padding adds unused channels and may waste "
"compute and memory. Use this TP MoE configuration with caution and "

"benchmark it against a TP/EP configuration that avoids padding."
)

python/sglang/srt/model_executor/runner/flashinfer_autotune.py

&8 spec decode T target § draft % autotune ZHEEMHEEZWN I : L£LEHE
load/save M Flashinfer B autotune(cache=...) FEBEEZ R, 52 tactic &3,



@contextlib.contextmanager

*

def flashinfer_autotune_context(model_runner: ModelRunner, *, run_lm_head: bool):

# gate 5 load_configs AERERAR —HMAAMETEAET

from flashinfer.autotuner import AutoTuner, _collect_metadata, autotune

mr = model_runner
cache_path = flashinfer_autotune_cache_path(mr)
sync_group = _autotune_tactic_sync_group(mr.tp_group)
reuse_cache = envs.SGLANG_FLASHINFER_AUTOTUNE_CACHE.get() # /5@ load/save 5
autotune S HERE ik
if reuse_cache:
autotune_cache = cache_path
if sync_group is not None:
# & rank 2K, ®TEEK rank 2Bk profile FEKVFAEN, EGZE—FF
_drop_diverged_autotune_cache(cache_path, sync_group, _collect_metadatal())
logger.info("Running FlashInfer autotune with cache: %s", autotune_cache)
else:
timestamp = datetime.datetime.now().strftime("%Y%m%d_%H%M%S")
runs_dir = cache_path.parent / "runs"
runs_dir.mkdir(parents=True, exist_ok=True)
autotune_cache = runs_dir / f"{cache_path.stem}.{timestamp}{cache_path.suffix}"

mr.forward_stream.wait_stream(torch.cuda.current_stream())
with torch.get_device_module(mr.device).stream(mr.forward_stream):
from sglang.srt.layers.logits_processor import autotune_dummy_run_mode

skip_ops = get_flashinfer_autotune_skip_ops(mr)
# autotune(cache=...) IHANREZFA MXHIERE tactic: spec decode B
# draft worker £/ target HEBFRIZNSIE target BH0EREY tactic FRiz,
# EAWXBRAF) load / save, iEFAANMER tactic ZER—/> AutoTuner B&5F,
tuner = AutoTuner.get()
if reuse_cache and autotune_cache.is_file():
tuner.load_configs(str(autotune_cache))
with (
_autotune_process_group(sync_group),
autotune(
True,
cache=None if reuse_cache else str(autotune_cache),
skip_ops=skip_ops,
),

autotune_dummy_run_mode(run_lm_head=run_Im_head),

yield
if reuse_cache:
tuner.save_configs(str(autotune_cache))
torch.cuda.current_stream().wait_stream(mr.forward_stream)
logger.info("FlashInfer autotune completed.")

python/sglang/srt/layers/quantization/fp8_utils.py



ig DeepGEMM block-FP8 fREZM L 128x128 E4L3RF T, #HIE 128x128 B block 3
REZIR IR BAAZ; A list(block size) fRIE tuple fE A EES T,

output_dtype = input.dtype
dtype_supported = output_dtype == torch.bfloat16

# TODO: https://github.com/sgl-project/sglang/pull/6890#issuecomment-2943395737
shape_supported = weight.shape[0] % 64 == 0 and weight.shape[1] % 128 ==

# DeepGEMM #y block-FP8 B2 R A 128x128 E bk LISIFR, HY block HRAMEER B
Triton,

# block_size TJBEA tuple fEN, EiES list thERSI1EAN False KRB K F T, Frdsk list()

block_supported = list(block_size) == [128, 128]

if not (shape_supported and dtype_supported and block_supported):
# fall back to triton
# UESMO packed scale (int32) ELAA K Triton A HY fp32 (N//block_n, K//block_k)
if weight_scale.dtype == torch.int32:
weight_scale = _unpack_ue8m0_scale_for_triton(
weight_scale, weight.shape, block_size

)
return triton_w8a8_block_fp8_linear(
input, weight, block_size, weight_scale, input_scale, bias

)
AT £

% PR J2H review i (review_comments_count = 0) , WWHWEPEFEEZEEFRRITE CI
h-3: ol

1. /EEZ & PR body FIEZORKENEMANTIMNMEE, HF autotune XRERR
“‘merge target/draft FlashInfer autotune caches instead of letting the second load
clear the first”, FERZ diff BERFREEB “autotune(cache=...) clears all file-loaded
tactics on entry, which would drop the target's tactics when the draft worker loads;
load and save them by hand.”,

2. X JEEIET —®B IR, BROR B3R T commit fold mxfp4 padding case into
sm100 trtlim test — drop autotune cache test = remove added MXFP4 TP padding
test (BBuf) , PR body KX “The newly added MXFP4 TP-padding regression case was
removed in follow-up CI cleanup. The production padding fix remains unchanged;
the earlier validation can be reproduced ad hoc when needed.” {E%, £ B EREE
B =G

3. &JE— commit tuple-safe block gate; sync padded intermediate size WtBA1EHE B &
R AT NMET : block_size TTEEE tuple, H¥S list LIRS IE N False (DeepGEMM
RERIZK A4 H) ; padding ERFIE intermediate_size_per_partition [ Bk FE

4. Cl BEEERMT &8, RIEREHOEFAPM]: /rerun-test
test/registered/unit/layers/quantization/test_mxfp4_sm100_trtlim_gen.py ...
test/registered/core/test_basic_sanity.py &% 5 MNABI, bot BHETR 3 4 workflow



AIRE,

- #13LHY MXFP4 TP padding EIVIRBIZE CI SEEF M (testing): £ MAINFBERIES
A, BERMAIEE ad hoc £IL, SM100 MXFP4 TP B2 E/DE 110 I EYIAHG,

« block_size By tuple 325 padded intermediate [l (correctness): MAE S ANRIEIE,
RALZIMER list(block_size) == [128, 128] #EF#MFEH intermediate size,

- Cl EHSEEERIELEE (testing): KN EZ Y MELE PR AR ERNRIEN, BERFEETH
& A EYIAB,

« autotune ZEHE 4 4 B EAK A F 5 load/save (design): BREFEE L FILE 2, target/draft
tactic &3, RNMEEEXHE ALRFEHE Flashinfer i—&3E (RERBNASKRERT) o

R 5 B

o XS
1. MXFP4 ¥ FEHIIRRYA (FRFE) : _pad_intermediate_size BHIZ layer £EZ A%
¥E PR shape, FF3E layer.intermediate_size_per_partition E A padded_size,
EEMAIRANSTFRIR THEZPX, BELQH =K MoE runner BEEWRA A HSERXER
RFA——F&L commit BEIREX LR -, EMRFPTERIAZETEA HLMiRER
=]

2. N EERE (K - PXK) : w2_weight_scale_inv 8 elements_per_column =
32 BAS T FP4 BORAK/IN, w2_weight A 2 ®oR FP4 BFFITEAME, FRKRKE
FP4 block size B, scale 3T®AE (flan packed int32 scale) , XEWNHIEKES
fill_value=1 8918 X X ##BREEL,

3. HEES BEAFMRM (BRI, BRARK) : SFRIIATIAE, REEHA
print_warning_once &7~ ‘Padding adds unused channels and may waste compute
and memory”, B R rank0 fTER—K, A B ZRE, TP BETRERAZWLNER
THiLFH,

4. TEVFINR, (FRFE) : padding AFIS autotune &7 A FIEREMIER, SM100
MXFP4 TP 3812 R £ 5 test_mxfp4_sm100_trtlim_gen.py S3E RG|al3EE = ;
autotune ZHFEHN FURIAME R —XMH B RERRAFEAL, EEEMES B R
Hlo

5. autotune ZHF A4 AL (FXFE) : BRAF I load_configs / save_configs &, &1
yield #ARI# B FHFER Y, save_configs AaPfT, ZEHEHEEIHAE (TEZ(EEXZE)
. BINEAS worker X E—RFRIZNE BAERA G, ERMERRKB
_drop_diverged_autotune_cache B8y group N—X MK E,

6. DeepGEMM EIRHREGMEREZ M (BRI, FMIEH) : dF 128x128 WEMREE
Triton, T T DeepGEMM; {E W EREXERRATIZ A HIE, B TS IEMmIER,

7. AR MIEREIFE S| B (XXEE) : Scheduler.maybe_init_ngram_embedding filFREY
token_table / ngram_embedding_n / ngram_embedding_k &AM ERIRER S S BHiE
AttributeError; MMEHE T2 EMIATII A, TEEL grep RN K, - Fm: AP
M: & SM100 (Blackwell) Ef£HA flashinfer_mxfp4 + TRT-LLM MoE B %A TP (3
EP) M4 RIERE, NW'RBNFRHE. TEAEER TATH, RNMEISTHROTIINE
HEEHFFH; A DeepGEMM block-FP8 B block F4RIE 128x128 HIERE R B A &%



RERERNNE, BESEFIEN Triton ¥842; # 8 Flashlnfer autotune 8§
specdecode TWEAE _RENNEEE A Z| target 5§ draft &3 EH tactic &, HEEE
ERAMLEE, RZEM: KEhEFE sglang/srt BIELE. model executor runner 5
scheduler, FAtZMLMIN, KV ZEKAE /R, BERERE;
DSV4_DEQUANT_FP4_TABLE M EMSEELMELS 0.0 £, REMFSA AWM G’J
% (bit-exact tEX. ed4m3 ##) HEF., HFAM: X PR BEFTEENIEE—
MEE, ERREETNSNEEFALN, STHERIETERSIESRTEN, KA Q’E?F
RABER EF, - RPEARIE: MXFP4 N FEVIABIMEM intermediate_size_per_partiti
on WIRBATE | I FHIES FP4 block size BRI 4E , autotune ZHEF LB L
XS, JE 128x128 block k£ Triton EIR ,scheduler ngram J& MM R E T ShER 3|
A

KERIK L

« PR #39613 Accept MXFP8 dispatch in FlashInfer A2A TRT-LLM MoE: RE+E
FlashInfer TRT-LLM MoE BB DMFIIAE, 540K flashinfer_mxfp4 8945/ A
X FT B T B —iRIE ED 5] &L

« PR #39155 [AMD] GLM-5.2 NextN: cast draft fused MoE to per-channel FP8: [FE &
draft Efafll MoE E{LEE{R, F & target 5§ draft AMRERFHZEZH, 54K PR &
autotune ZHFEH NN —3K,

« PR #35605 [XPU] Use torch scaled_mm for XPU block FP8 linear: R#+£EX
python/sglang/srt/layers/quantization/fp8_utils.py B block FP8 &M &1 5 EIR%ESF,
AR block_supported 5F TL#YE—RAS X35,

« PR #38913 [Kernel] Add H20 block-FP8 MoE configs for GLM-5.3-Flash EP4/EP8: X
WiRMREELEER block_shape [128, 128], AXITEHEMRT EEEM M EATET 4
2Z4pd DeepGEMM [RE&fZ

« PR #39646 dsv4.1: standalone kernels and Python wrappers: DSV4.1 AR —3R2
, DSV4_DEQUANT_FP4 TABLE ARE® cast_e2m1fn_to_e4m3fn IEZZAS| ELEKZ
HIR EMNIRT,



