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HITIRE

- —A)1E: DSV4.1 FHERIEANZ, EM Top-K v2 29k

« WESME: BIREIE, EARTZ=4R: topk.py BIEEMIESY JIT £5 plan_topk_v2 BRIAEIE
X.. topk_impl.cuh 8 NaN padding 5 coarse_bin_lower_bound B round-to-even #Mz.
topk_v2.cuh B PageTransform f&#85 cluster 8/16 2k, WAMESZIBRITAEK: A
NaN fdER/AMER T URIPESEE -inf; A ULP S MIEEH fpl16 bin A3E
round-to-nearest-even; A cudaOccupancyMaxActiveClusters A& SM #HIREZE
pool R (GPC 43R) ; I page-table ZHeMIEIF A AZARTR R IR L 25 K LUE P AT 3 AR R,
HH. ERITRIIFNK Blackwell PEEE, ZEiXFAMNST BBuf 2R F benchmark BE(E
XEBME, FH=ZANFAZANEMNR,

THRES B

PR body PA#A B ARZAN T DeepSeek-V4.1 KRG BATEHNETF: "Add the DeepSeek-V4.1
sparse-indexer kernels that sit beside Top-k v2: a bf16 small-row top-k, the two-level
indexer's block-max keys and sorted block table, and a cluster-occupancy probe.", #—
ZENHLEME Top-K v2 BEMERFE: padding A -FLT_MAX BF&IBEATRR -inf 83EFH top-k
(PR #3E test_topk v2_negative_infinity_ties. test topk_v2_ragged_negative_infinity %
ANEVIRBFIETEIZITA) ; coarse_bin_lower_bound & fp16 B N3 %M bin LR fp32
-> fp16 By round-to-nearest-even BRE|RIEKIE; cluster BZRILRIE E5WE 8. persistent
pool EFH SM i, ARBEKAFMIES, BKHRTAY docstring FiEFE GLM 5.2 MTP 4
DP-idle companion T KE&F 1t plan &L IEETE, K PR ILEUKSKEK "seq_lens M
e, 0 RTT token" B AULEA,

SRR

1. NOE#FL: Top-K 5&K5| & helper 2%

« python/sglang/kernels/ops/attention/dsv4/topk.py RARE top-k A0, ¥
_jit_topk_bf16_small_module / topk_transform_bf16_small, F3E _jit topk v2_module
8 cuda_wrappers BRI E 5% TopKKernel<args>::transform_paged|transform_ra
ggedlplan,

« BRI BIFN helper #3|F XX python/sglang/kernels/ops/attention/dsv4/candida

te_table.py: amax8_varlen (—#%% block key) 5 sort_candidate_blocks (HEFF/EH
block table) , & B @cache once &7 JIT #3k, Hi% is_arch_support_pdl() %%



S, XAERME RS ARSI EE T, FHREE topk.py £
2. ZAN¥t CUDA W%
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jit/csrc/deepseek_v
4/topk_bf16_small.
cuh (+440)

jit/csrc/deepseek_v
4/block_amax.cuh
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Wi / Ad

TopKBF16Ke
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3. G ARFENRE JIT #AR

« #3138 python/sglang/kernels/jit/utils/occupancy.py 5

%ot

X B DeepSelect # init-window select: —47—">
CTA (512 &4, B4&FE 32 N score FREFHFRE)
, PR radix R4 bf16 ZYREREME kK K,
census 542 shared memory — XM page-table
THEH; HEFEIE raw byte &5, A kNegShift
IBEREXETFES bank WE; BARITK <=
16384, k <= 2048, XX #F NaN 4k

& 8 A score B max fEA—& key, {THRFTHRIE
Hl5 +inf (FrROEIET) ; REFEDE topk B9
ITEARBkE; ZXK fp32. scores 4T 32 B x5, #
BRA fmaxf fmIE amax IBX (NaN #/ZE&)

X B block i bitmap WTEHF: R& 1 ALA9H
HIFALREEZEE Y, B&IESH block &FAF|. BE
warp —&2—{ drain; E—#E block id BR&TA
pool slot (page_tablelb, id / bpp] * bpp + id %
bpp) ; nblocks <= topk BIfTAIES R3HBhid3EE
LD

jit/csrc/occupancy/cluster_probe.cuh (55 4Tt
get_max_active_clusters(cluster_size, occupancy) &3¢
cudaOccupancyMaxActiveClusters 1 [a38 50, fiAZH SM R cluster FE (
cluster EERER—/ GPC N, BE&|fl) ; HREHA shared memory &R block £T
HEFEE occupancy k, RME 0 Bt ValueError,

« _jit_topk_v2_module R#MLERAEE -DSGL_TOPK_V2_MAX_C8_0OCC2 §
-DSGL_TOPK_V2_MAX_C16_OCC1, @RIHRE persistent pool R<F5 cluster-16 /NMitE
R, FEMEMKERIEERN AT LE, RXH topk_v2.cuh B93% arch BRIAEREK CEFEHEH
Hi: £ 0 238 persistent pool BREMK)

4. Top-K v2 AR5 HIREM

« padding & X : topk_impl.cuh #13& padding_value() 3RE quiet NaN (B -FLT_MAX)
, padding bin &8 extract_coarse_bin(padding_value()) # S, E it H A ERIEFMKHF
&89 NaN ZR%; extract_coarse_bin BN fpl6 (UiER L BEEAHFIL,
coarse_bin_lower_bound 7 fp16 BEAFEH bin LEF mF#E—/> ULP,



« cluster #42: TopKCluster<N> ¥#F N =8 5§ 16, #AKE rank EIRXE, rank 0 JREE A
B 5 B{EH A release/acquire cluster barrier | #%; topk_plan_cluster #&%& arch &
¥%; SUPPORT_CLUSTER Wk%E%| sm90/sm100, sm120 5§ ROCm £ streaming 12,
B BF2 4 #32830 5| A8 _ builtin_assume & (EMJSH epilogue & nvce
13.1-13.4 / sm_90a FAHEiL cicc B$1#) , TieHandleSmem RE & X FiT KR,

. plan_topk_v2(static_threshold) BRIAMEHE 0 KA -1: AL EAZKBELR, 0 WERTFE
T H1{E

« page-table eI TopKProblem f##&A PageTransform (& page_to_indices) ,
trivial_transform / #7189 paged_transform #Uk'®; get_transform(batch_id) X e 3i%$s 5t
& nullptr 2% (review ££3M) ,

5.5 T REEEE

- test/registered/kernels/ops/attention/test_topk_v2.py: #3¢ assert_topk_values (%
¥HE. EE. H—MH5 torch.topk FEEELLX) 5FA -inf @Y3; FIXED_CONFIGS %
52K FLOOR = 65536, BRABEN arch ABXRR,; BAEWEE review FHRE. MR
JEMA CUDA base-b-kernel-unit (1-gpu-large) & AMD jit-kernel-unit,

« python/sglang/test/kits/dsa_metadata_kit.py BRF/AFFHY
topk_v2_plan_is_written(seq_lens) HlI¥ plan 2E&#E, EMAIKFAE JIT module B3]
A, FBAUMNAX SCIAE R 6

- test/registered/kernels/benchmark/attention/bench_topk.py A&EAE B InRENLAEFH %
paged sweep 30 page_size #E, 18 PR body & A KK EMN,

R

- python/sglang/kernels/ops/attention/dsv4/topk.py (#3k Top-K M#%; 265 source; 3£
A core-logic; &5 _jit_topk_bf16_small_module, topk_transform_bf16_small,
_jit_topk_v2_module, plan_topk v2) : Top-K NBE: #3E bf16 /MT Top-K A0, A&
RRFEMERARK JIT BZRZE persistent pool R, 2% plan_topk v2 BRIAE X FFHFHE A
FFE4 topk_v2_plan_is_written &5t

« python/sglang/kernels/jit/utils/occupancy.py (3R & BRIFEM; K5 source; £ER
infrastructure; &5 _jit_probe_module, _get_max_active_clusters,
get_max_active_clusters) : #F3EH & ARIEN API, = cluster BZM " FH SM b "
| " EIRED " BIKEE: persistent pool R 5 cluster-16 E&# R E, RE 0 BFE
AR EE,

« python/sglang/kernels/ops/attention/dsv4/candidate_table.py (#3k &35 8 ; 23|
source; EA infrastructure; &5 _jit_block_amax_module, amax8_varlen,
_jit_candidate_block_table_module, sort_candidate_blocks) : DeepSeek-V4.1 BHZRSE|
2# host AT : —%& block max # (amax8_varlen) S{&EiEkEHF (
sort_candidate_blocks) , ZAM topk.py 3% H BIFTEE R,

- python/sglang/kernels/jit/csrc/deepseek_v4/topk_v2.cuh (3R Top-K WA%; 25|
source; £ core-logic; &5 PageTransform, get_transform, page_to_indices,
trivial_transform) : Top-K v2 B9 IkE5 EIBEMZS: F38 PageTransform fE#R
page-table Z#t, TopKCluster<8>/<16> Xig# A5 cluster barrier. per-arch cluster



f#3%6%&, L cluster floor X ¥ EXRKZITH / FMIES),
python/sglang/kernels/jit/csrc/deepseek_v4/topk_impl.cuh (3R Top-K WA%; 35|
source; £ core-logic; &5 padding_value, infinity_value, extract_coarse_bin,
coarse_bin_lower_bound) : 3 RiBEXHMEE & padding_value 28 NaN. padding bin
HE#F. coarse_bin_lower_bound %3 round-to-nearest-even 5 key F |84 4.
SUPPORT_CLUSTER IKEF&3EHE. MaxSmem &1k,

python/sglang/kernels/jit/csrc/deepseek_v4/topk_bf16_small.cuh (B3R (Z3%EFE; K5
source; M core-logic; 5 TopKBF16Config, TopKBF16Params,
topk_bf16_small_kernel, topk_bf16_find_pivot_warp) : #3¢ 440 T8y bf16 /IMT
Top-K M4k, BKHE DeepSelect B init-window select, & DSV4.1 M BITHZLETF; K
PR R EMMIR.
python/sglang/kernels/jit/csrc/deepseek_v4/candidate_block_table.cuh (#3k &3] 8 ;
5| source; FEAR core-logic; 5 CandidateBlockTableConfig,
CandidateBlockTableParams, sort_128k_transform,
CandidateBlockTableKernel::transform) : #3gE3ERE A% B block # bitmap
THERHET FH ST pool slot BREY, EFARKI|EHE —REEM &,

python/sglang/kernels/jit/csrc/deepseek_v4/block_amax.cuh (#3k &5 8&; K5
source; M core-logic; &% BlockAmaxConfig, BlockAmaxParams,

amax8_varlen_kernel, BlockAmaxKernel::amax8_varlen) : $3¥—%% block max BN
. & 8 A score BX max fEA—%& key, mFTIRIEE| +inf, BATEMARBE, BAKRIIEHN
F—R,

test/registered/kernels/ops/attention/test_topk v2.py (3 RAZMR; 27| test; LR
test-coverage; 5 _assert_topk_values, test_topk v2_negative_infinity_ties,
test_topk_v2_ragged_negative_infinity, FIXED _CONFIGS) : Top-K v2 89EYVIIFAZ: 37
¥ _assert_topk_values 5FA -inf ®YIAHFI, £ FHH cluster floor, FHE review &
RETBRASHE,

python/sglang/test/kits/dsa_metadata_kit.py (#£ik TEkIEFRE; KH| test; £KR
test-coverage; {45 assert_metadata_equal) : MR kit RFE5|AFE JIT module, 28
FAFFE) topk_v2_plan_is_written ¥ plan B2EE5H, FBEMRXZIMEFEHBEE,

XBEMS . topk_transform_bf16_small, amax8_varlen, sort_candidate_blocks,

get_max_active_clusters, _jit_ topk_vZ2_module, plan_topk v2, topk_vZ2_plan_is_written,
get_transform, page_to_indices, padding_value, coarse_bin_lower_bound,
_assert_topk_values

KR BR

python/sglang/kernels/ops/attention/dsv4/topk.py

Top-K NBE: #3E bf16 /MT Top-K A8, AEHARFENERLER JIT ERE persistent
pool R, BK plan_topk_v2 BRIAIEXFHFIBAFHY topk_v2_plan_is_written #%t,

# python/sglang/kernels/ops/attention/dsv4/topk.py (FTRAZALE plan & X T i%)

@cache_once



def _jit_topk_bf16_small_module():

# 5 Top-K v2 #8R A PDL BEAFF X, HiFHTFERURA

args = make_cpp_args(is_arch_support_pdl())

return load_jit(
make_name("topk_bf16_small"),
*args,
cuda_files=["deepseek_v4/topk_bf16_small.cuh'],
cuda_wrappers=[("topk_transform", f"TopKBF16Kernel<{args}>::transform")],

def topk_transform_bf16_small(
scores: torch.Tensor,
seq_lens: torch.Tensor,
page_table: torch.Tensor,
out_page_indices: torch.Tensor,
page_size: int,
) -> None:
"""bf16 top-k for rows of at most 16384 scores (the DeepSeek-V4.1 sparse
indexer's consumer rows), fused with a page-table transform.

Row ~"b™ " selects the "k = out_page_indices.shape[1] " best of its first
““seq_lens[b] " scores ("°k™ at most 2048); a selected index “Ti™ is
written as ~“page_table[b, i // page_size] * page_size + i % page_size™ ",
in no particular order, and ~"-1"" fills the slots past

““min(k, seqg_lens[b])”". Selection is exact (two radix passes over the raw
bf16 bytes locate the k-th largest value); which of the elements equal to
it fill the last slots is arbitrary. NaN scores are not supported.

# Y 7K <= 16384, k <= 2048, A% ¥ NaN o, HFEHERER
_jit_topk_bf16_small_module().topk_transform(
scores, seq_lens, page_table, out_page_indices, page_size

_PLAN_METADATA_INTS_PER_BATCH = 2

def plan_topk_v2(seq_lens: torch.Tensor, static_threshold: int = -1) -> torch.Tensor:
Preprocess the per-batch routing plan for :func: topk_transform_paged_v2".
NOTE: every entry of ~“seq_lens™ ™ must be NON-NEGATIVE.

:param static_threshold: If a batch item has “seqg_len” > “static_threshold™,
prefer the cluster implementation.
Negative number means internal heuristic.

# BOAMESE 0 kA -1 AEERERAR, 0 AU ERFEHRE
module = _jit_topk_v2_module()



bs = seq_lens.shapel0]
# ... (4. 2B metadata 38 A module.topk_plan(seq_lens, metadata, static_threshold))
return metadata

def topk_v2_plan_is_written(seq_lens: torch.Tensor) -> bool:
""Whether :func: plan_topk_v2~ writes a plan for these lengths. Small
batches and devices without clusters leave the plan buffer untouched."""
#ZE—fTHE: EF 01TH 1 31RE -1, AR plan RA%RE
probe = torch.full(
(seq_lens.shape[0] + 1, _PLAN_METADATA_INTS_PER_BATCH),
-1,
dtype=torch.int32,
device=seq_lens.device,
)
_jit_topk_v2_module().topk_plan(seq_lens, probe, -1)
return probe[0, 1].item() != -1

python/sglang/kernels/jit/utils/occupancy.py

g ey & ARIFEM API, Z cluster BBA2M " FE SM b " #m " BIREL " A<
persistent pool R4 cluster-16 L &E B ERE, RE 0 NHERRE,

# python/sglang/kernels/jit/utils/occupancy.py (52 52F1)
"""Occupancy probes a host-side dispatch needs before it can size a grid."""

from ___future__ import annotations
from typing import TYPE_CHECKING

from sglang.kernels.jit.utils.common import cache_once
from sglang.kernels.jit.utils.compile import load_jit

if TYPE_CHECKING:
from tvm_ffi.module import Module

__all__ = ["get_max_active_clusters"]

@cache_once
def _jit_probe_module() -> Module:
# AR A 55 1T, HiF—RJ/EH cache_once ¥H
return load_jit(
"occupancy_cluster_probe",
cuda_files=["occupancy/cluster_probe.cuh"],

cuda_wrappers=[("get_max_active_clusters", "get_max_active_clusters")],

@cache_once



def _get_max_active_clusters(cluster_size: int, occupancy: int) -> int:
# E—4 (cluster_size, occupancy) RIEIERE1—K
return int(_jit_probe_module().get_max_active_clusters(cluster_size, occupancy))

def get_max_active_clusters(cluster_size: int, occupancy: int) -> int:
"""Clusters of "~ “cluster_size™ " blocks that can be resident at once.

Asks the driver (" “cudaOccupancyMaxActiveClusters™ ") rather than dividing SM
count by cluster size: a cluster's blocks must be co-scheduled within one

GPC, so the answer falls short of the division once the cluster stops

dividing a GPC evenly. The probe kernel is pinned to ~“occupancy™ "~ blocks per
SM, so pass the occupancy the real kernel reaches (its second

** _launch_bounds__ "~ argument). Raises ~“RuntimeError™ " before sm30, which
has no clusters, and "~ "ValueError™"

when nothing is schedulable.

result = _get_max_active_clusters(cluster_size, occupancy)
if result ==
# RE 0 2 persistent pool LBREMIE; THARRKK, iLAAAFERE arch BRIAME
raise ValueError(
f'no cluster of {cluster_size} fits at occupancy {occupancy}; "
"the cluster width is likely beyond what this device supports"

)

return result

python/sglang/kernels/ops/attention/dsv4/candidate_table.py

DeepSeek-V4.1 K ERGIBH host AT : —%& block max # (amax8_varlen) 5{&ikik
%&HF (sort_candidate_blocks) , ZAM topk.py #FH BIFTHEIR,

# python/sglang/kernels/ops/attention/dsv4/candidate_table.py (FRHZRG|BEHEANAD)

@cache_once
def _jit_block_amax_module():
# PDL BEARE arch &b, EWRFHERSBLERE R
args = make_cpp_args(is_arch_support_pdl())
return load_jit(
make_name("block_amax"),
*args,
cuda_files=["deepseek_v4/block_amax.cuh"],
cuda_wrappers=[("amax8_varlen", f'BlockAmaxKernel<{args}>::amax8_varlen")],

def amax8_varlen(
scores: torch.Tensor,
seq_lens: torch.Tensor,
topk: int = 0,

*
s

max_seglen: int = 0,



out: Optional[torch.Tensor] = None,

) -> torch.Tensor:
""" evel-one keys of the two-level indexer: ~“out[b, i]~~ is the max of
““scores[b, 8i:8 i+ 8] for “"i < ceil(seq_lens[b] / 8)"", the last of
them ~“+inf™" (the newest block is always selected), nothing written past
that count. Rows with at most ~“topk™ " blocks are skipped (every block is

selected anyway); ~“topk=0"" never skips. ~Tout™ " is allocated as

““[rows, ceil(max_seqglen / 8)]" " when not given, ~“max_seglen™ " defaulting to

8 * out.shape[1] .
fp32 only for now; ~“scores™ " rows must be 32-byte aligned (stride a multiple
of 8). Returns ~“out™"

the width of ~“scores™"; every ~“seq_lens[b] "~ must fit in

if out is None:

num_tokens, max_len = scores.shape

if max_seqglen ==

max_seglen = max_len

# B 8 /S score EHER— key; RITRBANIZLES S K +inf

out = scores.new_empty(num_tokens, (max_seglen + 7) // 8)
_jit_block_amax_module().amax8_varlen(scores, seq_lens, out, topk)
return out

@cache_once
def _jit_candidate_block_table_module():
args = make_cpp_args(is_arch_support_pdl())
return load_jit(
make_name("candidate_block_table"),
*args,
cuda_files=["deepseek_v4/candidate_block_table.cuh'],
cuda_wrappers=[("transform", f"CandidateBlockTableKernel<{args}>::transform")],

def sort_candidate_blocks(
blocks: torch.Tensor,
seq_lens: torch.Tensor,
page_table: torch.Tensor,
page_size: int,

*
5

out_pages: Optional[torch.Tensor] = None,

) -> torch.Tensor:
"""The block table of the two-level indexer from a row's selected blocks,
in place: ~“blocks™™ ~“[rows, k]~ int32 block ids in any order, ~~-1""
padded, become the same ids ascending with ~"INT32_MAX " past ~“min(k,
ceil(seq_lens[b] / 8))""; the matching pool slots / 8 (" “page_table[b, id //
bpp] * bpp + id % bpp™~, ~“bpp = page_size // 8", same padding) go to
““out_pages . A row with at most “ k" blocks gets the identity table
regardless of its input. Returns ~“out_pages™ .



if out_pages is None:

out_pages = torch.empty_like(blocks)
# blocks WRLMKE AAF: out_pages HFEIFAFRIES blocks R
_jit_candidate_block_table_module().transform(

blocks, seq_lens, page_table, out_pages, page_size

)

return out_pages

PR AL

« MREIEIESR D (RAER) : BBuf ERIE review 53 : "This changes occupancy
probing, cluster-size selection, persistent dispatch, and several plan thresholds, but
the PR description says the benchmark was not run.", EX4M%E plan 3%&3%¥5 3R $3E
, % batch 15/16 5F5|KE 24K/30K/32K/64K HMiz, FEB#r Blackwell § H100 £
54 baseline/candidate commit 544 ; #3EH review & "14 files are byte-identical"
aﬁi%uéa fd6e5f8 Z e BEEH, MATRIEENXFNELZEEL, PR body HA&IA
bench_topk.py "not re-run here",
s nullptr #$E R (B44£) : BBuf & topk_v2.cuh B get_transform() L H: "Both
pointers are optional depending on the output mode, but get_transform()
unconditionally performs pointer arithmetic on them... nullptr + offset is undefined
behavior even if the corresponding field is later eliminated by an if constexpr. Could
we preserve the null value here?", H4AH=TERAXNNBEIE, EEEE "Fixed in
263375f167: both optional pointers now preserve nullptr instead of performing
pointer arithmetic on it.", &% head AL == nullptr ? nullptr : 9%,
- BAEHE (2%E) : BBuf Z—E test_topk v2.py L ERIMRERETS: "It verified that
the only legal in-place mutation was the at-most-three aligned prefix columns before
a window... an out-of-window write can now pass all tests as long as the selected
Top-k values remain correct."; fEEREZRIE FHFREIH -inf BE, FRERMRE
H200 L 288/288 3#3id,
« CI *Mff: %04 CIlSCE Y Base / Extra / AMD =I#R £ ki#Ei¥ (no_entry_sign / x) K&
, YE&H /rerun-test test_topk v2.py K& dsa_indexer. dsa_metadata_replay.
dsv32_indexer_fusion. dsv4 _nonpaged_indexer —RAFIXNE)S, 1-gpu-h100 5
ubuntu-latest ¥4k,
o« W[3EFE5HEY nullptr K (undefined behavior) (correctness): {fEEE £ BE&E
263375167 188, ; &% head B get_transform R8T == nullptr ? nullptr : 2%,
- MIFRERF 5 b 5 S stk 5 BR3P A= (testmg) EEREREHREIH -inf BE, F
BA{R B B SR AR E H200 L+ 288/288 i

- AIKBES & AERKFHERD benchmark u'E%’E'r (performance) R R IEE X ZE R
&£, PR body 7358 bench_topk.py "not re-run here", BT kFEET,

« PR #8385 & ¥ diff Z—2K (documentation): AR EHFHEHMAXAK, BFE
BY SRS — B ] &L,

PNESE-A



- R

s FERAABIEMINIR : topk_transform_bf16_small. amax8_varlen.
sort_candidate_blocks =/NAZE A B SHPEMMNIR, PR body #EAIXS torch
reference Xttbit. "covered by the model's end-to-end tests"; & e2e BEARE| k =
2048, page_size 3F 64, Ik PDL 8K page_size A4S, EVASEER,

« BRRIASHGEX T E : plan_topk_v2 By static_threshold BRIAMEM 0 TR -1, 0 B9& X H
"RBAN " TR " FERE 0" (EMIEF/TEMM cluster) . PR WA TR A 1£1%
S8, BT/ ERAZXEFENE 0, RRITASKE,

« FELIRIKE: SUPPORT_CLUSTER FRZE sm90/sm100, sm120 5§ ROCm M cluster
R[E streaming; K ETX. batch <= 512 38 &E sm120 L8y EZEEHHIA,

« DIKBIMESRZ EOEIEHE: cluster floor. persistent pool R, cluster-16 /Nt & EFRI,
ERBEIFEN + RISERIAE, BBuf K batch 15/16. seq 24K/30K/32K/64K 1 7%k
Bk, RERTEETEMRLH R,

« TN L KBS BREIR . jit_topk_v2_module A except Exception: pass FEIFMN &% H
=% 3| topk_v2.cuh B9#% arch BRIAE; ZFIRBHRZEM EHFMIFLE KK, SZFR pool R
SRR —RKE R AEAAMREER, FHEN,

- ITARAZBIFA S A topk_transform_bf16_small ERITEK <= 16384, k <= 2048 AR
* ¥ NaN 2%k; amax8_varlen &3k fp32. 4T 32 B X} H seq_lens[b] <= 8 *
out.shape[1] CEBBAMNAFMHHIERL) ; sort_candidate_blocks &K page_size & >= 8
B 2 R, ARAABRAE ARG RS UB,

« NaN padding B9i& X iK% : padding bin B extract_coarse_bin(padding_value()) # %
, BRAKHFEE NaN 5, EZREAFTEELAREN (& ROCm) LIE; FEE
JAREE -inf tie, F&Z NaN REBER,

- AP : 1 DeepSeek-V4.1 BRI & / KETXWHEEBERKSEIFAZ: & -inf &
ey (mask fLE. DP-idle 1T) % Top-K v2 THREEH, FHEHE -FLT_MAX &
AE

« A% JIT BREELFOREs S AREMNEHIN -D B, WREFRMEIRE arch/ M
2T, BREWBLEHmMEF—M; cache_once ZEBITHFHXA—RER,
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