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TR

« —A)iE: HH DSV4.1 M AZE Python 3, 1E8 PR REEREA

- WEESME: AR, AHBEESRE #38798 / #39648 WWILARITS Ak DSVA.1 RALE
B %,

o RHEZRITAREK: small_gemm_bf16.py 8§ MAX M FE LRSS can_use * 4 (if
AAARER, AZERM RERABIRIE] ) ; mxfp8_epilogue.py B UEBMO & A +
128x4 swizzle fe#% + padding IR (£ CTA BEEEFERNEEIERA) ;
g_rope_store.py H prefill/decode %5 int64 fm#. PDL FFX,

o« FHIREEEA assert BRARARAMIEGHNRE: XL E X T RAER QIR R,
stride 5% &Hi{E,

« BRIMEW: (a) # BBuf B9E WL candidate_blocks.py / indexer_postprocess.py Bk
NEENBAESRAAE R #39648; (b) A engram_gather b owned / unowned ID &
BB (c) Rl PR ikt B EAMY byte-identical BERRS XAE%IT, BAEEEFITII AL
W, (d) 2t XX HF3E Blackwell F&, REHIA can_use_* BIAEFMA A SHNER
B No

THRES B

PR #3RBA#E Hah#l: Extract standalone DeepSeek V4.1 kernels and Python wrappers
from #38798 as the first layer of a linear PR stack, BF$E 33 N, +3,494 /T8
DSV4.1 ShEEHRAR TSI H ., TR RIENE—RNZS HEEKA PR, Keep model
dispatch, scheduler/cache ownership, and runtime integration in #38798, 3 Top-K
LR E S| #39648, 1EBAHNBIEARER: 23 N / HEXHSRIRRE 01d34d7b
RFF—. Python RIK AST 4. HMERHANIRERE GB300 L2%, W&HE BBuf X
WT—E&ibl: 2BEXFLEE B EE, TN this leaves the standalone layer without
independent coverage and makes a regression here appear as a Top-k regression later
in the stack,

SRR

1. RBREFIEEAL: T python/sglang/kernels/ops/ FHE R LA H F——embeddings/ (
engram_hash.py. engram_gather.py. engram_gate.py) . layernorm/ (
hc_combine_norm.py. mxfp8_epilogue.py. mhc_post_split_h.py. rmsnorm_fp32.py) .
gemm/ (small_gemm_bf16.py, & gemm/__init__.py EFFH) . speculative/ (



row_argmax.py) . attention/dsv4/ (candidate_blocks.py. indexer_postprocess.py.
flashmla_sched_meta.py. g_rope_store.py. wo_a_bfl6.py) ; C++ ¥
jit/csrc/deepseek_v4/flashmla_sched_meta.cuh 5
jit/csrc/gemm/small_gemm_bf16.cuh, F#HIBE gemm/utils.cuh B8 A dot_product.cuh
£ RPEARE,

2. B—EHERL: JIT MA @cache once + load jit(...) ¥, trait F&F B RESZFHIIRAN
C++ fEMR, make cpp_args(is_arch_support_pdl() REZE %A PDL %3F; Torch A
@register_custom_op(op_name=..., mutates_args=["out"]) EM, FEME HBY buffer
£ CUDA Graph / torch.compile THIEMEER; XNIMRE can_use_* 1BIEE MAX M =
32 KRB LR, arch_supported() &3k3E HIP B get jit_cuda_arch().major >= 9, ¥
RAFHAZEE AT A ZRRAER, ERRTAERNRELRAAS .

3. BE—HMERY (REHEZOCHIEEAE) : ue8m0_scale £Z| FlashInfer 8 UESMO IE
mEAN (BORIEM. F8EKHTM 254) , mxfp8_epilogue B scale £ 128x4 swizzle fw#5,
rmsnorm_mxfp8 KIS CTA $& padding scale BAEE, BARZE rmsnorm +
mxfp8_quantize(..., is_sf_swizzled_layout=True) ZRfLA[E; wo_a_bfl16.py B
_wo_a_reduce_quant % BF16 €@ ABEMHER— kernel 7EE padding scale;
q_rope_store.py B tl.fma EE even/odd =& )% ALEL deepseek rope kernel;
hc_combine_norm.py % combine BB = to(tl.bfloat16).to(tl.float32) EMFRL-E KRN
4 N candidate_blocks.py 128 torch.topk B tie TA, RIEK T RL THEL mask
kernel; engram_hash.py Xt4 % B BRE RSMES EngramHasher 8 torch B2 —K,

4. KK EW RS XEE: candidate_row lens 5§ q_rope_store X3 PDL WM &R
tl.extra.cuda.gdc_wait() / gdc_launch_dependents() 3 B #hkt# launch_pdl=True, %
BRIX L kernel #ikit A5 RIF kernel E&; q_rope_store Hi& prefill 2% (rows >=
4096 and heads == 16) , BRBEFAR] int6d UWEHEN 2 GiB 89 padding it

5. M5 Cl B2E: 4 test/registered/kernel/attention/test_flashmla_sched_meta.py.
test/registered/kernel/layernorm/test_mxfp8_epilogue.py.
test/registered/kernel/attention/test_dsv4_qg_rope_store.py, 3L
register_cuda_ci(est_time=..., stage="base-b-kernel-unit", runner_config=...) 33|
kernel BIMRKE, A pytestmark FRZE Blackwell + CUDA, MiREKBRE—AN [XF5
Z5I) : FlashMLA JRE T HIE R LRAET 7 NF (DEFINED = slice(0, 7), BF _pad
SHEIZIMFREN) , attention A view(torch.int16) / view(torch.int32) #LAEZELL
; MXFP8 H FlashInfer 8 mxfp8_quantize 5§ flashinfer.norm.rmsnorm & bitwise
HE; Q RoPE store A fused_rope_inplace #iZRBHMrE padding XK KE,

6. FHEFIFHUEREE: 22 /> commit FARKESFHREXMG. KES5HIKRE
——wo_a_bf16_gemv A wo_a_bf16. hc_combine_norm_mxfp8 FF A
hc_combine_norm. n128k512/n32k5120 # A small_gemm_bf16.
decoding_sched_meta %% flashmla_sched_meta. fast_row_argmax BX£& row_argmax.
gemm/utils.cuh B&4% dot_product.cuh, ¥t BBuf B9RAREE AN T commit
101686f validate engram_gather arguments, XUk EAFE RERFH—3% BEBARBEK
S, WEWFEFMEZERRI PR #ANEERRE,

R



python/sglang/kernels/ops/embeddings/engram_hash.py ({3 r&F#N; E5| infra;
A infrastructure; &5 _engram_commit_history_kernel, engram_commit_history,
_engram_hash_kernel, _launch_hash_kernel) : &K PR (AERANFESZ], (+363)

7 # DSV4.1 engram B9 n-gram "%, A EERR (commit) 5F# (cummax block %£#§)
EX, #ERXEBRERXBME sglang.srt.layers.engram.EngramHasher B torch B&12&E
fI—3K, REEEAEFIKBONKERAZ—,
python/sglang/kernels/ops/gemm/small_gemm_bfl16.py (#3k 4EfEFS.; EB| infra; £
A infrastructure; &5 _jit_small_gemm_module, _n128k512_gemm_custom_op,
_n32k5120_gemm_custom_op, _arch_supported) : EX T RNEZFIR decode
GEMM B9 DO R4 trait 1t JIT 2. custom op RIS out. can_use_* 1BIH +
MAX_M = 32 HE&E LR, _arch_supported() B9ZEM 12, /54 #38798 R ERMER
XEANEM dispatch 5 EIE,

python/sglang/kernels/ops/layernorm/mxfp8_epilogue.py (#3k E1b/5 43 ;: 35| infra
;. KA infrastructure; 55 ue8mO0_scale, mxfp8_epilogue, _rmsnorm_mxfp8_kernel,
rmsnorm_mxfp8) : MXFP8 #R{EZ AR E—KJR: ue8mO_scale £Z| Flashinfer 9
UEBMO IEEm& AN, mxfp8_epilogue i 128x4 swizzle /A scale B,
rmsnorm_mxfp8 FAH/ CTA /EFR padding #&fiL, hc_combine_norm. wo_a_bfl1é #E
Re, REM—EMENAFEEE,
python/sglang/kernels/ops/attention/dsv4/candidate_blocks.py (FE3R fEER ML, 25
infra; 22 infrastructure; 5 _maximum_with_nan, _candidate_scores_kernel,
_candidate_mask_kernel, _publish_candidate_mask_kernel) : DSV4.1 &35|& (indexer)
HEEFINE AIEAZS: IETTARITS. AWM mask 5 B& mask &3 2|—>ki3,
R torch.topk B tie TA; candidate_row_lens 3#5;:38 T PDL &&i5 %, BBuf &H
PWIERELT S indexer_postprocess & MR E T

python/sglang/kernels/ops/layernorm/hc_combine_norm.py (iR V3—4Z; K5 infra
: A infrastructure; 5 _hc_combine_norm, _hc_combine_norm_prefill,
hc_combine_norm, _hc_combine_norm_mxfp8_kernel) : BEELBERERNIMREHE
RMSNorm &, HEIRmMEER 147 BF16 B# RMSNorml 89& A; decode /
prefill EPWE kernel, hc_combine_norm_mxfp8 B £ A mxfp8_epilogue, ZHIE—EK M
5 CTA Xl K EHESFE NHF,
python/sglang/kernels/ops/attention/dsv4/wo_a_bfl16.py (iR #HBIRR; £H infra;
A infrastructure; &5 _wo_a_bf16_gemv_kernel, wo_a_bf16_gemv,

_wo_a_partial, _wo_a_reduce) : WO-A R =ANTIR (B token GEMV, split-K /)
batch GEMM, # MXFP8 epilogue BIRREHRR) , HE P _wo_a_reduce_quant ER—
kernel N5 FP32 134, BF16 & A. E4M3 Ef5 padding scale 55E, 2 [#fHfask
HER + BRG]l BREREZI,
python/sglang/kernels/ops/attention/dsv4/q_rope_store.py (#3k i & %5 ; 255 infra
; 2R infrastructure; 5 _g_rope_store, _q_rope_store_prefill, g_rope_store) : 1B
Q By 64 % RoPE 55 A attention FrE padding ZH&FH K —K kernel, A tl.fma
B ZEERF AT deepseek_rope_kernel; decode 3 PDL, prefill 2% A intb4 1w
BAFEAB 2 GIB M,



. python/sglang/kernels/ops/embeddings/engram_gather.py (#3k o8& N ; 25| infra
; FEA infrastructure; 45 _engram_gather_kernel, engram_gather) : "—#ZFITiE
TR X4 BBuf X EFH IR ids.numel() &b, BH row * DIM NTEHRA
EAMARARIE, TTaRREIRE,; ME commit 101686f 1 L&#H&LE, & T
wrapper 5B NI XZETFH AN 69 KR,

. test/registered/kernel/attention/test_flashmla_sched_meta.py ({&3k JAET$IE; K5
test; 2R test-coverage; &5 _cache, _call, ours, _lengths) : XE&ZEMREZ M
R A FlashMLA B &M tile_scheduler metadata 1EA 5%, RERE 7 ABEEXFE (
_pad FHELMAE) , HE FlashMLA R split-KV B9FIR EE N skip; extra cache
ZEREIEAT BT EkIEERE FlashMLA Z83F out/lse {LAE%E,

. test/registered/kernel/layernorm/test_mxfp8_epilogue.py ({Eik B4R ; K7 test
; KA test-coverage; &5 test bitwise_identical_to_norm_then_guantize, check,
test_dynamic_graph, test_ wo_a_partial_quant_matches_quantize) : 24t A8 EYIFG
#%: H Flashlnfer 8 mxfp8_quantize 5 flashinfer.norm.rmsnorm E R &, R
y/ q/ swizzle 58y sf, HIIE padding scale 2% ; CUDAGraph replay A& 1B ZE

[scale padding WA MEE | X—EZRENZR,

« python/sglang/kernels/ops/attention/dsv4/flashmla_sched_meta.py (23R A TEIE;
KA infra; KA infrastructure; &5 _jit_flashmla_sched_meta_module,
flashmla_sched_meta) : 1B FlashMLA B tile scheduler To#3EITE#k3# SGLang B &4
P8y JIT Bk (BLS csrc/deepseek_v4/flashmla_sched_meta.cuh) , & DSV4.1 ##
decode SRIBEHFAE (extra cache) HIXRBEAR; MRS LIE L, ETX R,

XHE/E5 . engram_hash_ids_and_commit, engram_hash_ids, engram_commit_history,
_engram_hash_kernel, engram_gather, fused_engram_gate, candidate_block_logits,
candidate_row_lens, hc_combine_norm, hc_combine_norm_mxfp8, ue8mO0_scale,
mxfp8_epilogue, rmsnorm_mxfp8, wo_a_bf16_small_batch,
wo_a_bf16_small_batch_mxfp8, _wo_a_reduce_quant, n128k512_gemm_bf16,
n32k5120_gemm_bf16, can_use_n128k512_gemm, can_use_n32k5120_gemm,
g_rope_store, flashmla_sched_meta, row_argmax, filter_topk _pages, mhc_post_split_h,
rmsnorm_fp32

KR Fr B]

python/sglang/kernels/ops/gemm/small_gemm_bf16.py

EXTRMNEZERIR decode GEMM BIIED L) trait 44 JIT %3, custom op R#tE out.
can_use_* 1B + MAX_M = 32 RE& FFR. arch_supported() B9ZEMIITE, J54L #38798
HER EMERXEAEM dispatch 5 EIR,

"ERANE EFIRBY decode bf16 GEMM: x[m, 512] @ w[128, 512].T 5
x[m, 5120] @ w[32, 5120].T, 5 tiny_gemm_bf16 3 dot_product_vec BVILIFF,
B b E— 4T84 R ARM batch ARRZ, TR E I,

nun

# MAX_M RBIBAZ K% EIR: REARIZ blockldx.y ¥IfF, & m #aH;
# A8t 32 /TRLILAA A EEA GEMM, %/ GEMM 7EX batch T4 %Ik,



MAX_M: int = 32

@cache_once
# trait RE LB SmallGemmKernel<N128K512Trait> 32 <N32K5120Trait>;
# 2E %A PDL X3 make_cpp_args(is_arch_support_pdl()) 7E4miZHIRE
def _jit_small_gemm_module(trait: str) -> Module:
args = make_cpp_args(is_arch_support_pdl())
return load_jit(
f"small_gemm_bf16_{trait}",
*args,
cuda_files=["gemm/small_gemm_bf16.cuh"],
cuda_wrappers=[("run", f"SmallGemmKernel<{trait}, {args}>::run")],
extra_cuda_cflags=["-03"],

# 3 custom op JEMIFE A out ARME Z4K, FRIE CUDA Graph / torch.compile F

# W buffer B934 X AR IEFEER,

@register_custom_op(op_name="n128k512_gemm_bf16", mutates_args=["out"])

def _n128k512_gemm_custom_op(x, w, out) -> None:
_jit_small_gemm_module("N128K512Trait").run(x, w, out)

@cache_once

def _arch_supported() -> bool:
# R % 4F Blackwell X E#ZEHE CUDA B&12; HIP (ROCm) E#FEHIf,
return not is_hip_runtime() and get_jit_cuda_arch().major >= 9

def can_use_n128k512_gemm(n: int, k: int, m: int, max_m: int = MAX_M) -> bool:
"SRRI AR EHMR, False RIREEA GEMM; N E & FRARR, "
return n == 128 and k == 512 and 1 <= m <= max_m and _arch_supported()

@debug_kernel_api
def n128k512_gemm_bf16(x, w, out=None) -> torch.Tensor:
"EMTF torch.nn.functional.linear(x, w), w BZEX [128, 512],

x AFRATMRAE (stride(1) == 1) , [BEITRM 32 FFRF, BATRIZ
BEEEMERE; BRAGHEZERSE, fmAZFREERRREA LI,
m = x.shape[0]
if out is None:
out = torch.empty((m, 128), dtype=torch.bfloat16, device=x.device)
if m==0:#m==0FRBaIA%, BRZ grid KB
return out
n128k512_gemm_custom_op(x, w, out)
return out



python/sglang/kernels/ops/layernorm/mxfp8_epilogue.py

MXFP8 ¥ ERAME—KIR: ue8m0_scale £Z| FlashInfer #§ UESMO IEEEE AN,
mxfp8_epilogue ATt 128x4 swizzle A scale B, rmsnorm_mxfp8 FAHSM CTA FER
padding #fI, hc_combine_norm. wo_a_bf16 FHERT, EEMM M NILEE,

@triton.jit
def ue8mO0_scale(amax):
# 22| FlashInfer 8§ UESBMO EEm&AN (ERIEM) : %Ik 1/448 \3—1b, BRYE
# RS EHOREZTHAL, FEEEM 254 (BT 2**127) ; 0 5Ra{EMEA 0,
normalized = amax * (1.0 / 448.0)
bits = normalized.to(tl.int32, bitcast=True)
exponent = (bits >> 23) & 255
mantissa = bits & Ox7FFFFF
bump = (mantissa != 0) & ~((exponent == 0) & (mantissa <= 0x400000))
sf = tl.where(normalized <= 0, 0, tl.minimum(exponent + bump.to(tl.int32), 254))
inv = tl.where(sf == 0, 0, ((254 - sf) << 23)).to(tl.float32, bitcast=True)
return sf, inv

@triton.jit
def mxfp8_epiloguely, row, Q, S, K: tl.constexpr, BLOCK: tl.constexpr,
GROUPS: tl.constexpr, g_lo, g_hi):
# R5 [g_lo, g_hi) WHY group, E—ITRIAIFKL LA CTA; & group TR
# BCH amax 5 scale, AWERS standalone mxfp8_quantize FEAL—3K,
GP: tl.constexpr = BLOCK // 32
g = tl.arange(0, GP)
gmask = (g < GROUPS) & (g >=g_lo) & (g < g_hi)
e = tl.arange(0, 32)
idx = gl:, None] * 32 + e[None, :]
v = tl.reshape(y.to(tl.float32), (GP, 32))
amax = tl.max(tl.abs(v), 1)
sf, scale = ue8m0_scale(amax)
# B AL FlashInfer —3K: &3k scale B3| e4m3 B [-448, 448]
q = tl.minimum(tl.maximum(v * scale[:, None], -448.0), 448.0).to(tl.float8e4nv)
tl.store(Q + row * K + idx, g, gmask[:, None])
# FlashInfer 89 128x4 swizzle:
#toff=(g// 4) *512 + ((row % 32) * 4 + ((row // 32) % 4)) * 4 + (g % 4)
off =(g// 4) *512 + ((row % 32) * 4 + ((row // 32) % 4)) * 4 + (g % 4)
tl.store(S + off, sf.to(tl.uint8), gmask)

@triton.jit
def _rmsnorm_mxfp8_kernel(X, W, Y, Q, S, SX: tl.constexpr, M: tl.constexpr,
K: tl.constexpr, EPS: tl.constexpr,
BLOCK: tl.constexpr, GROUPS: tl.constexpr):
row = tl.program_id(0)
if row < M:
h = tl.arange(0, BLOCK)



v = tl.load(X + row * SX + h, h < K, 0).to(tl.float32)

weight = tl.load(W + h, h < K, 0).to(tl.float32)

inv = tl.rsgrt(tl.sum(v * v, 0) / K + EPS)

y = (v * inv * weight).to(tl.bfloat16)

tl.store(Y + row * K+ h, y, h < K)

#XEA: ENMAMELESHE BF16 E, FTXE rmsnorm GBI E R AAE R

mxfp8_epilogue(y, row, Q, S, K, BLOCK, GROUPS, 0, GROUPS)
else:

# % HRH CTA RFUFTHE scale 8 padding FADEE; X&fEM5 bE

# EEATHNE ARSI AER, AR EETIMNAN,

off = (row - M) * 512 + tl.arange(0, 512)

pad_row = ((off // 4) % 4) * 32 + ((off // 16) % 32)

tl.store(S + off, 0, (off < GROUPS * 128) & (pad_row >= M))

def rmsnorm_mxfp8&(x, weight, eps):
""RMSNorm —X7* i (y_bf16, y_a, y_sf), 5 rmsnorm EBBI EAZMIAER, "
m, k = x.shape
assert 0 < m <= 8 and k % 32 == 0 # {XARS BS<=8 4 decode / verify ik

# WA B ERESME cdiv(s.numel(), 512) 4N CTA, I 1EZE scale padding
_rmsnorm_mxfp8&_kernel[(m + triton.cdiv(s.numel(), 512),)](...)
returny, g, s

test/registered/kernel/attention/test_flashmla_sched_meta.py

AEREREZMENR: A FlashMLA B B H tile_scheduler_metadata 1fEA 5%, RELEHT
7 MNBEXFE (Lpad FH2ELIAE) , A& FlashMLA R split-KV BB R EE R skip;
extra cache R RAZL” B TTEIEEE FlashMLA Z8iE out/lse k%,

# FlashMLA By DecodingSchedMeta KEE —NE B EMFREAM _pad F, torch::empty
# B THABZLRE, FIAERERE 7 MEEXF .
DEFINED = slice(0, 7)

def _ours(like_meta, like_splits, topk_length, topk, *, extra_topk_length=None, extra_topk=0):
"ERABEMNAAZEE R ETHE, MEPIRETF FlashMLA 2B REFIR buffer, "

from sglang.kernels.ops.attention.dsv4.flashmla_sched_meta import flashmla_sched_meta

meta = torch.empty_like(like_meta)
splits = torch.empty_like(like_splits)
flashmla_sched_meta(
meta, splits,
topk_length=topk_length,
extra_topk_length=extra_topk_length,
block_size n=BLOCK_SIZE_N, # 64
fixed_overhead_num_blocks=FIXED_OVERHEAD, # 5, 5 FlashMLA BE Z FHEXT5F
topk=topk,
extra_topk=extra_topk,



return meta, splits

@pytest.mark.parametrize("b", [1, 6, 64])
@pytest.mark.parametrize("s_q", [1, 6])
@pytest.mark.parametrize("topk", [2048])

@pytest.mark.parametrize("mode", ["full", "random", "zeros", "ones", "mixed"])
def test_matches_flashmla_schedule(b, s_g, topk, mode):
kv = cachel()
topk_length = _lengths(b, topk, mode, b * 1000 + s_qg * 37 + topk + len(mode))
_, sched = _call(kv, b, s_qg, topk, topk_length)
if sched.tile_scheduler_metadata is None:
# IZIRT FlashMLA AL split-KV, BA T S2 503, BBk
pytest.skip("FlashMLA did not split the KV for this shape")
meta, splits = _ours(sched.tile_scheduler_metadata, sched.num_splits, topk_length, topk)
assert torch.equal(metal:, DEFINED], sched.tile_scheduler_metadata[:, DEFINED])
assert torch.equal(splits, sched.num_splits)

def test_extra_cache_schedule(b, topk, extra_topk):

# AT B THEEE FlashMLA FBEE—R, BIE attention #itl 52 LI RAAER
out, Ise, _ = _call(kv, b, s_q, topk, topk_length, extra=extra, meta=(meta, splits))
assert torch.equal(out.view(torch.int16), ref_out.view(torch.int16))

assert torch.equal(lse.view(torch.int32), ref_lse.view(torch.int32))

b T

« BBuf (COMMENTED, @F1Fit) &KL test_dsv4_indexer_postprocess.py 54 PR 5|
AH candidate_blocks.py / indexer_postprocess.py ¥R —A* PR: Right now
#39646 adds both helpers, while their only end-to-end coverage lands in #39648, 1t
55 RHIK 2 ENISWEEEIRYIE . makes a regression here appear as a Top-k
regression later in the stack; RE—iF0&EIEHE PR 3R 5 MR B SUHS SRR R IR
byte-identical, 1E/Z4/F38 commit ERENEL5EE, RIEENTSXHRITEERF. 7F
FREZARAPEELR, PR ME#H APPROVED #4&%,

« BBuf (inline, engram_gather.py) ZX*\5F wrapper AL : NAZA ids.numel() £&%
tb. #% row R3|#E5H row * DIM ANnk, BELERRERE ids BEEL: / BR /CUDA.
ids 5§ out E&FRR%E. out.shape == (n, dim), FHE4 A non-contiguous ids or
undersized output can silently read/write the wrong memory; ZXEZX#KIE dim > 0.
block_size > 0, 3} —"NBZ owned 5§ unowned ID BIEEFMENIR, SEHRELIHH
commit 101686f &#, MIRIMAPEARFERI|I R PRI commit,

« CI Miti6: A /rerun-test test _dsv4 g rope_store.py
test_flashmla_sched_meta.py test_mxfp8_epilogue.py fit & EH, bot R4 1-gpu-h100

(1 ASMER) 5 4-gpu-b200 (2 ANNR) eFPs@E; PR W3R+ Base / Extra / AMD
ROCm =AMEEE no_entry_sign 8 @, ME/EEHUT /tag-and-rerun-ci,




- candidate_blocks / indexer_postprocess By3mE3m&E £ )IB (testing): 1E&EREZ T L
RAPEELR, PR MG APPROVED #&3F; B/ helper 1BAEARE, I B %5k
] B NARBYE 4 PR (#39648 By test_topk v2.py %) ., PR ®RHt RN
byte-identical F BB IENEITIRBA—#MRE RMHFE T AST equality 5§ GB300 MR
RER%, WHARLANBZEEHNERITTOENA—IK,

- engram_gather wrapper 8>3 AR AR (correctness): fEE L commit 101686f
validate engram_gather arguments *h L £33 (&FF3# A PR) ; T EXRHN
owned / unowned ID IEFAMENIREARIE RS KRG M7 H B A MR AIFT GRS M,
T3 BFREAN T

- FEOUREY CI 1125 skip T (testing): EFMEMEN, MR THTHASEHIA; BEERK
BBHREH (Blackwel) 55EZIUGALN, H100 / AMD STFE68 Cl 4R
no_entry_sign REE, skip R ZBRF BT,

Rk 5 B

o QS

1. RBE main EREEA, HE ABEA] XE: B dispatch. RERSEEFA
RERFE #38798, A PR B kernel SZAEMMRAASE, —EB #38798 MRHMWKE, XLk
SR EEENEZ, FEORYA (0 can_use_*. MAX_M = 32, x.stride(0) >=
8192) wREERSFARAFTHEAN L LI A EE,

2. BUE—HKMERABKEIIERSESLZI,: ue8mO0_scale / 128x4 swizzle Xt#x FlashInfer
mxfp8_quantize, flashmla_sched_meta Xt#r sgl_kernel.flash_mla B8y
DecodingSchedMeta, qg_rope_store Xt#r deepseek_rope_kernel Bz E)iE, Mk A
torch.equal / assert_close(atol=0) B R, F—MFA%K (FlashInfer. FlashMLA
IRAE, _pad FiBXEMN) HRIEXLRFITLEEEHIRAER; MRAWAKIASEM _pad
FARLHE, REELLRAET 7 NFo

3. BEWm%E: _arch_supported() §=/MiXH pytestmark FIESEEDE Blackwell +
CUDA, PR #3iRE§ AMD ROCm #&ZE A no_entry_sign / @; H20. NPU. XPU 5 HIP
BAZEARAEYAMGI, M #38798 ENEXLEFEEIRE can_use_* (BRI BHER
HIP ERBUR A F IEHFINT) , RERRERAERE,

4. KRE assert BEiiRsE. LTEIREIZ: hc_combine_norm FRZE 0 < m <= 8 or 4096 <=
m <= 65536 5 (m, 20480) IR, wo_a_bfl16_small_batch FRE 2 <=m <=8 A
x.shape[1:] == (2, 4096), small_gemm_bf16 BAH# other shapes raise rather than
fall back, XEARERAEREHLPIRESEEMFEMIERR, BT MREXKIRER
M NERE, FEZRAATRES,

5. IRERIEFMEF B B34 BBuf 8 byte-identical 5§ X4t RBEFE commit FlFET (
EHBA 25 MM/ +2,741 /19, 1 PR #@RABEMR 23 NARH +2,459, Bt
33 /N +3,494) , EEEIUEEEIRZERASBIBIREL;
candidate_blocks.py / indexer_postprocess.py BIXH B £ 3R 5 %, EYIT EERICE
#39648 3k t,

6. MHRERE TEEAZIIE: PDL & (gdc_wait / gdc_launch_dependents) . 4T 4
N CTA B _hc_combine_norm &%, split-K 7\ batch GEMM £53& 4R R R 2E3R



TEREE, BN R AEIFPAIERM, EENKSESETHRERIEAR A RS #387981
B,

c XMIMARF: TATAZMN, N PR MEREMEAEIIEER, REILI kernel 5t
python/sglang/kernels/ops/, DSV4.1 6 H R BT RABURT /G4 #38798 5 #39648
EEEEE N

ARG ESCELM: HsL sglang/kernels/ops/{fembeddings,layernorm,gemm,speculati
ve,attention/dsv4} X—RAZEMRE, UK jit/csrc kXX 44 (dot_product.cuh,
small_gemm_bf16.cuh. flashmla_sched_meta.cuh) , /&% DSV4.1 Z&%| PR &4k4
RIRZIEERZNT; register_custom_op(..., mutates_args=["out"]) 5
debug_kernel_api. @cache_once BIHE K A% B XHERINE 7%,

« EEEEH: rmsnorm_mxfp8 / hc_combine_norm_mxfp8 /N EE 128 4T
swizzled scale buffer, g_rope_store 8y prefill 2% A#8:¥ 2 GiB # padding % 5l
AN intbd mt%; X R E LT FNE I AL MM,

« YEIRAIIME: 22 A commit - REAER [oHER. BaLUksk. BHARARE] B8
Y& BBuf WAREKENFAS 7 AHH review #L——E — PR 3| AB helper RRAE
BWinEnEE, wrapper XM E RREMARYA, XEXMUSEZERT #39648 (
Top-k S51&%¥E$F) . #39677 (Rust MIEHR) SE42,

« X CI BA: #3E base-b-kernel-unit stage T 4-gpu-b200 5 1-gpu-large BIRE,
est_time 28| 4 25s / 120s / 40s, B R & Blackwell E#H4T; X4 GPU TR EAE
BFERA, m flashmla_sched_meta MIRASE FlashMLA R4 KV BIFZIR EEEER
skip (H#RFR 66 NMER)

« NFEFRIE: AELEBATRIAR A , BERABKBIITSEZ LN , &% / R NEBIEL
MAR , X Blackwell HMHRE % , PR #8385 HAMREA—IK , FIRW = BIIREE T =R

KERRBKL

« PR #39648 dsv4.1: Top-k kernels and candidate selection: E—%* PR kB9 T — &,
H2AK PR WRENZL: PR #REER Existing Top-k implementation changes are
isolated in #39648, BBuf B9iFi8 X$EH A PR 5| A8 candidate_blocks.py /
indexer_postprocess.py IRE3RE Z % E #39648, MERBEEN LTI X &,

« PR #39677 dsv4.1: Rust extension modules for image preprocessing, KV pool names,
and PD bootstrap: E& dsv4.1 &%|#E PR & (RA—1F&. E—HERIE. RAMNK
PR $FHB9MSLE) , M Rust MUANSTEGEINAIE, KV H4L5 PD bootstrap, 54 PR B
Python/Triton BEAXHM&E, F—A2iTfE DSV4.1 WEARRMNTE,

« PR #36534 [DSV4][BCG] Optimize the heavy memory use of C4 Indexer when BCG is
enabled: Fl—%k DSV4 &3|38 / FRAESH L % PR £ deepseek_v4_backend.py 5
prefill_cuda_graph_runner.py L4328 C4 Indexer I EHFEF4H, 4 PR &Y
candidate_blocks.py. indexer_postprocess.py. flashmla_sched _meta.py IE&X5 RG]

BRENFTFRE, AENEFSREBRRMEIYR,



