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*PEFEE . fused_experts_flashinfer_to_flashinfer_trtlim,
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python/sglang/srt/layers/moe/moe_runner/flashinfer_trtlim.py

E—T B, M2 FlashInfer A2A 5 TRT-LLM Gen MoE HEE& AT ;
fused_experts_flashinfer_to_flashinfer trtlim $ 8y FP8 %X B BF16-only BRAREL
HEREBREAHE, BERREENE2IIAR.

@register_fused_func("flashinfer", "flashinfer_trtlim")
@register_fused_func("flashinfer", "flashinfer_trtlim_routed")
def fused_experts_flashinfer_to_flashinfer_trtlim(
dispatch_output: FlashinferDispatchOutput | StandardDispatchOutput,
quant_info: MoeQuantlnfo,



runner_config: MoeRunnerConfig,
) -> FlashinferCombinelnput | StandardCombinelnput:
""FlashInfer A2A + TRT-LLM Gen MoE B@h& &3k,

—M%& %= decode 5§ AG+RS prefill ZR&#X routing IDs 5 E,
EEREmEFAER routed EimG SN TRT-LLM B routed kernel;
e dispatch B RNEZFLIMFTERNFE, RAE combine BEFR[E,
if isinstance(quant_info, FlashInferTrtlimFp4MoeQuantInfo):
result = fused_experts_none_to_flashinfer_trtlim_fp4(
dispatch_output, quant_info, runner_config, use_routed_topk=True
)
elif isinstance(quant_info, FlashInferTrtlimFp8MoeQuantInfo):
# K PR BBS: FRARBRE dtype, M2 [EMEE + payload Al BREHE,
# RA use_mxfp8 HE. B _LHFHSZER FP8 payload B, & MXFP8 4,
mxfp8_dispatch = (
quant_info.use_mxfp8
and dispatch_output.hidden_states.dtype == torch.float8_e4m3fn
)
if mxfp&_dispatch:
# MXFP8 B&f2: dispatcher BEKEMN (W #31470) ,
# Eb activation scales B R EMMATN, HEFIL ValueError RE &K,
if dispatch_output.hidden_states_scale is None:
raise ValueError(
"FlashInfer A2A + TRT-LLM Gen MXFP8 MoE requires activation "
"scales alongside the FP8 dispatch payload."

)
else:
# &% FP8 42 B TRT-LLM At E (L, K payload 4% BF16,
# BB activation scales — AXARE KT RBLE—K,

if dispatch_output.hidden_states.dtype != torch.bfloat16:
raise TypeError(
"FlashInfer A2A + TRT-LLM Gen FP8 MoE requires a BF16 "
f'dispatch payload, got {dispatch_output.hidden_states.dtype}."
)
if dispatch_output.hidden_states_scale is not None:
raise ValueError(
"FlashInfer A2A + TRT-LLM Gen FP8 MoE quantizes locally; "
"the BF16 dispatch payload must not carry activation scales."
)
# MEARARLCAR—A TRT-LLM FP8 kernel, % RAAIEMA payload,
result = fused_experts_none_to_flashinfer_trtlim_fp8(
dispatch_output,
quant_info,
runner_config,
use_routed_topk=True,
)
elif isinstance(quant_info, FlashInferTrtlimBf16MoeQuantInfo):
result = fused_experts_none_to_flashinfer_trtlim_bf16(



dispatch_output, quant_info, runner_config, use_routed_topk=True

)

else:
raise TypeError(

f"Unexpected quant_info type for flashinfer a2a + flashinfer_trtlim: {type(quant_info)}"
)

# B MRLERT: MXFP8 RIXFEHMA payload, combine &R EE| BF16,
if (

isinstance(quant_info, FlashInferTrtlimFp8MoeQuantInfo)

and result.hidden_states.dtype != torch.bfloat16

raise TypeError(
"FlashInfer A2A + TRT-LLM Gen FP8 MoE must return a BF16 combine "
f'"payload, got {result.hidden_states.dtype}."

)
if isinstance(dispatch_output, StandardDispatchOutput):
return result
return FlashinferCombinelnput(hidden_states=result.hidden_states)
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