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« —AE: FAOMRRKERLZLBE, BE NCCLRRD XS

- EEME: EEFE (10 28ATIERE) , EAFCEREBREREREEERE: MK
launcher &5 — --nccl-port % — get_free_port() RENEHE O E L ZBK - B%
TR MILE|E—3m DO — init_process_group EADDRINUSE, ZE WX F=/KRITHEREK
 —RFRER. ERARBEIH N fixture BITER,; Z 2B OEE(ES dp-attention Jk
AmD BB EEE; =& launch_all() 89 fail-fast B, 2R —NETR
PR ¥4 £ test_disaggregation_dp_attention.py, &N|E—2 flake SERIHIFAS| L EE,

THHES BAL

BOEAHMRA ClI 89 setUpClass MR £ flake: BEETR
torch.distributed.DistNetworkError: The server socket has failed to listen on any local
network address. port: 45623 ... EADDRINUSE, B&JE RuntimeError: Rank 0 scheduler
died during initialization (exit code: -3) 5 RuntimeError: Server process exited with
code 1, PR #ik+5H &3 PDDisaggregationServerBase Azt A #EE% 5] 2 E 2 T HM|
rendezvous 30 CGEBEEBR Pin distinct nccl (torch.distributed rendezvous) ports below
the ephemeral range; otherwise both sides derive them from get_free_port() and can
race onto the same port) , {EIZNMHER B launcher, &#5|&F kD —nccl-port, FMIER
E PortArgs.init_new BE4f 0 S3m 0 BREHN IR O HFLEIBK, SEYBINANZETELER
—3IR O %HFMI; prefill IZ3E dp-attention 9%, J&A wait_port_available Tit&, Hibd
TRAHREREAE,

TR

1. MPRBEZE launcher: #BEIMERA B start_prefill/start_decode WA setUpClass F#F T H
#EAR. wait_server_ready f2EEF launch_Ib() F3, R RARS TX&LBREZEHN
DEFAULT_TIMEOUT_FOR_SERVER_LAUNCH. popen_launch_pd_server &\, B0
6317, RARBZRMRSEEENSHIR, TEBRAKELINRUEZE. transfer J5ik
5 RDMA R &PHREE,

2. RABERNEE: LB M prefill_tp_size = NUM_PREFILL_GPUS. decode_tp_size
= NUM_DECODE_GPUS. decode_base_gpu_id = NUM_PREFILL_GPUS, #H
extra_prefill_args (--dwdp-size 2. --disable-flashinfer-autotune.
—-mem-fraction-static 0.85) 5 extra_decode_args (—-dp 2. --enable-dp-attention.



—-disable-flashinfer-autotune. --mem-fraction-static 0.85) Rk 5 HELBRIANMEN E R,
XFE —trust-remote-code. -—-disaggregation-mode. --disaggregation-bootstrap-port.
—tp. —nccl-port. transfer_backend. rdma_devices &% H
PDDisaggregationServerBase *h 5%,

3. WSk launch_all(): setUpClass ¥& & A super().setUpClass() — & & cls.model —
cls.launch_all(), 5 test_disaggregation_basic.py BI5 = 1FxHF—K, L% —hi
prefill/decode/load balancer. st FF, HPUMLZETHE fail-fast B, FERSIH
PRI TIYZRE, MARRIKTIIFEN,

4. 3RO RO EAE: KENERASITEE prefill --nccl-port 11300, decode --nccl-port
11400, —F A Er3gOSEE 24N, BRE5 decode Ml dp-attention JRAIROEE (
11433-11439) | bootstrap 3mH (11500) 2 HTTP 3w &4, FWREHEIEHERTA
WIS,

5. MK / BEKE: A PR TR ERRAK), WAHFEMIRASMHE, RIEH N AEXIK issue
Hhl% /rerun-test registered/disaggregation/test_disaggregation_dwdp_gpt_oss.py,
4-gpu-b200 Lt 1 AMIRAEN,

6. BAEIALIEIN: test_disaggregation_dp_attention.py BT LM EAIBERKE (RHE
EEA launcher Bk —-nccl-port) , EE7E PR f#R FBABIEANIZFSERA—HEE,
B4 PR,

R

. test/registered/disaggregation/test_disaggregation_dwdp_gpt_oss.py (13 HMIR;
K7 test; KR test-coverage; F5 setUpClass, start_prefill, start_decode,
extra_prefill_args) : ME—B&ah X F: MIFREBZEMH start_prefill/start_decode, PXH#
PDDisaggregationServerBase 8 launch_all() &R, MfIKE —-nccl-port BE, Sk
EADDRINUSE flake,

XEEFE: TestDisaggregationDWDPGptOss.setUpClass,
TestDisaggregationDWDPGptOss.start_prefill,
TestDisaggregationDWDPGptOss.start_decode,
PDDisaggregationServerBase.launch_all, PDDisaggregationServerBase.setUpClass

RERED R B

test/registered/disaggregation/test_disaggregation_dwdp_gpt_oss.py

PE—R B XM MIFRB 228 start_prefill/start_decode, BXH PDDisaggregationServerBase
89 launch_all() #2AR, MAKE -—-nccl-port EE, 4Fk EADDRINUSE flake,
class TestDisaggregationDWDPGptOss(PDDisaggregationServerBase):
""PD ¥4 : prefill fil DWDP (2 GPU) , decode fll DP attention (2 GPU) , "

NUM_PREFILL_GPUS = 2
NUM_DECODE_GPUS = 2

# 8 A EE fixture WEMNE, MAREMNREES start_prefill / start_decode,
# RAAERLREZ, FMNAELY EEZFN —nccl-port; TNEBIRA get_free_port()



# 23 E—/MERER D, FE init_process_group ME L EADDRINUSE AR#E,
prefill_tp_size = NUM_PREFILL_GPUS

decode_tp_size = NUM_DECODE_GPUS

decode_base_gpu_id = NUM_PREFILL_GPUS

# RERARGS ELBRANENE RN —trust-remote-code. --disaggregation-mode.
# --disaggregation-bootstrap-port. --tp. --nccl-port. transfer_backend.
# rdma_devices EAES KT R BELMNT, BB XRSIK.
extra_prefill_args = [

"—-dwdp-size",

str(NUM_PREFILL_GPUS),

"-disable-flashinfer-autotune”,

"--mem-fraction-static",

"0.85",
]
extra_decode_args = |

"—dp",

str(NUM_DECODE_GPUS),

"--enable-dp-attention”,

"—-disable-flashinfer-autotune",

"--mem-fraction-static",

"0.85",

@classmethod
def setUpClass(cls):
super().setUpClass()
cls.model = GPT_OSS_MODEL_PATH
# launch_all() #&XRFEAL prefill / decode / load balancer # &1t 4,
# FEDIM-FHAE fail-fast B REMPBIATRLZIIREE,
# AR TR ER B,

cls.launch_all()

def test_gsm8k(self):
metrics = run_eval(
SimpleNamespace(

base_url=self.base_url,
model=self.model,
eval_name="gsm8k",
api="chat",
num_shots=5,
num_examples=100,
max_tokens=4096,
num_threads=38,
repeat=1,
temperature=0.0,
top_p=1.0,
host="http://127.0.0.1",
port=int(self.base_url.split(":")[-1]),



)

)

# BEIIREBERIRF—R WHAASRRERBIA NIRE,

self.assertGreaterEqual(metrics["score"], GSM8K_BASELINE_ACCURACY)
# 35 PDDisaggregationServerBase A KMS £ EHriEE "R O EEZE
# (318 PR #R, AFRARE) : EAME torch.distributed rendezvous 310
# STEGRSROSEREZS, TUAMEB get_free_port() KIEEIR—Im A,
# 7£ init_process_group &tEX EADDRINUSE 4,
#IZERTBEBBEABNAEBE W launcher 283, FIHHERAERE
# PortArgs.init_new B get_free_port() B&42 (J wait_port_available #it&) ,
cls.prefill_nccl_port = f'{int(base_port) + 300}" # &AF TA 11300
cls.decode_nccl_port = f'{int(base_port) + 400}" # &AFITH 11400

b RH A
A PR A AL review i (review comments count = 0) , /EEBITAEH,, iTWEFE
5 PR XBXHY issue X:

ShangmingCai: /rerun-test registered/disaggregation/test_disaggregation_dwdp_gpt
_0SS.py

github-actions[bot]: 4-gpu-b200 (1 test) : @ View workflow run

BiMEE MSZIEk B Cl Sy, fiEMReiTd,; ib PR R E B Note B —SZRMHERIRIT
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B, ZEEESREABRBRIASE (I / KkERIA flag. BKEBET. K transfer backend 3
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dp-attention JRAE3R (11433-11439) | bootstrap (11500) FHE; —BHKH
base_port FIKAERIZEE (Flm +300/+400 SRR EAMF K) |, X FHEEWEDE
BEHEIT.



3. FIZEFaB KM test/registered/disaggregation/test_disaggregation_dp_attention.py
1%&%E launcher #E B —-nccl-port, A EEE CI EARFH EADDRINUSE 5\
flake, BT ARMEEMNIXERD,

4. fail-fast B3P RTHREMWL: launch_all() RERSIHBAEL TN LR kK, XA CI
BK#H, EIEREEFSHERBRARBT WHRTRERNLK, EHANTHREINESLS
BRKK,.

5. TAEFRBRR: KN THEREEMAXHEA (+25/-63) , FTAZAESE. EHMEx
KV B2, EEARRRRTZAMABEZNEBECE, - ®MW: X Cl: JERT 4-gpu-b200
extra-b FAZ| o —ANTT £ IR EILINER flake, BV TEX B rerun FoHEERA; XFF
&% : HSL T DWDP/ H#finEMRE A EE launch_all()"BIHEFER, BEIEHFLMR
TEERY, BeRARRAESE; XN REfTH: ¥, APMRS. EeESEET
ABARKE; JE: BTELAL review., 1EEBE &, BENERMETER CI £
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« PR #39600 [CI] Fix SWA decode radix cache NIXL import: E# 234 (disaggregation)
SEMMR BB B AR E, B TR & HFoNiRfe e TIF%,

« PR #39544 [misc] Trim redundant variants from the 8-gpu-h20 disaggregation test
suite: BB E—Ht test/registered/disaggregation/* MAX M, R AFELEAEE 55
B, 54 PR B94EM launcher BEE—3K,

« PR #39545 [CI] Wait for a killed test server's GPU memory before the next launch: X
MR E R Z#E python/sglang/test/test_utils.py / runners.py, XEFEMEFOMRAR S 209K
RE BT EE, 54K PR XFHNEBRESEIR,

« PR #39368 [CI][PD] Skip the flaky decode HiCache file-backend disaggregation test:
FAEALIE PD #HMEREY flaky &R, EXABS / RERENRRFE;, APRUWAHT
WREREE, —HETHEE,



