PR #39584 SZEIRLE

sgl-project/sglang
[Fix] [PD] Give prefill and decode their own RDMA NICs in disaggregation tests
& 3ntiE: 2026-09-16 06:07

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/39584

MTRE

« —4)iE: PD MR GPU K51 2B RDMA M+, JHMRE socket #BY

- WESE: EERKIL. BREANRNE, BECE—NEFREED NTELSRENR: MIE
R (E1ER 300s Bt BN A2r) BIMRE (CUDA VISIBLE_DEVICES :%5. Bi%
fallback ¥& socket) BRIZAXMNBIIE, AR TUERABHM CI BrHEE, EEXTHN
WATRE: 43¢ GPU id Beat. MEEFRERLS X, BEA helper &FH A —NRE BIX
JEERAFMHAE: #A dsvd/hisparse B E B/ EF B T LRAE YT, H£)&
3 inkling A% range B COMMON_ARGS H#IERFRFA N fixture L E .,

THHES BAL

PR body BA#aIEHARE: PD MRA —base-gpu-id 3 decode MR E¥E GPU, B
get_rdma_devices_args() A CUDA_VISIBLE_DEVICES #% NIC, M PD JMEAATR IR E %
FHEE, TESRRAAHEANGTSE fallback, FMFEZR— NIC (mIx5_1, mIx5_3) , &
HEBE NUMA 0, decode #IBEFE NUMA 1 8§ GPU 4-5 L, nvidia-smi topo -m XE&KKZ
FRE SYS, ERKRHNE RAEZ —/MEREHER, HRERks), MR RFEE. REART
W EERMET EMIERE: RA—MREXZEFEZARR, decode NIC A (mIx5_1, mIx5_3) (
¥ socket) BXA mIx5_4 &, eval ZE3RM 301.33s B&F| 2.10s,

LI AE

T E ANDOE python/sglang/test/server_fixtures/disaggregation_fixture.py, FERE 11 NE
B start_prefill/start_decode BMR R B, oMb :

1. 5 get_rdma_devices_args() (fixture WIERFZR ) : FIE %S LK gpu_indices,
BrE it E3RF|] CUDA_VISIBLE _DEVICES; GPU id %&£ sorted({int(g) for g in ...}) y3—
ft; SBRETERA min(gpu // gpus_per_rdma, n_rdma - 1), E#R % ARLXN GPU id
Eirmeat, FERAARBEXERII®E, REBRENER—BS X len(gpu_indices) > 4 BE
RREER (Bik 8 FIEAmAEFAN) FREEER base_rdma_group BRI,
total_gpus FMKKE A max(8, gpu_indices[-1] + 1) &, RIEBATARA 0,

2. #13E rdma_devices_for() 2B % 3%: PDDisaggregationServerBase.rdma_devices_for(cl
s, gpu_indices) £ CI TF3iRME ["--disaggregation-ib-device",
get_rdma_devices_args(gpu_indices)], 3E Cl HE#3REIFA cls.rdma_devices (ITAS
JRE—3) . fixture BRIABY start_prefill/start_decode %BlfE range(prefill_tp_size) 5
range(decode_base_gpu_id, decode_base_gpu_id + decode_tp_size), 5§



—-base-gpu-id & X35,

3. BB 42 &BE & test_disaggregation_different_tp.py (8 A TP 2/4 A& .
test_epd_disaggregation.py (encode/prefill/decode =& GPU 0/1/2 & B ML,
prefill £ range(1,2). decode 1 range(2,3)) .
test_disaggregation_hybrid_attention.py. test_disaggregation_dp_attention.py (H
PREFILL_DP_SIZE/DECODE_DP_SIZE X% E3# % range) .
test_disaggregation_nixl.py (#3& NixIPDDisaggregationServerBase /) .
test_disaggregation_pp.py. test_disaggregation_inkling_ mxfp8.py GEEH
COMMON_ARGS H 8y —tp 2 RZE, prefill range(2). decode range(2,4), FhniEfFiteR)
. test_disaggregation_aarché4.py. test_disaggregation_decode_offload.py.
test_disaggregation_dsv4.py. test_disaggregation_hisparse.py,

4. BIEACE: base-c-test-8-gpu-h20 =4 partition 2%k, different_tp 1184s — 859s,
StagingRadixPrefillLargerTP B eval M 301.3s &| 3.87s; HFE 8-gpu-h200.
4-gpu-h100. 8-gpu-b300. 4-gpu-b200 5 2-gpu-large #3&, FHXF hybrid_attention.
hisparse. decode_radix_cache_swa. inkling_mxfp8. dwdp_gpt_oss. decode_offload.
aarché4 PUT /rerun-test @R, AMD MEIRARZ . HZLHBEITEI
start_prefill/start_decode # E#Ei% cls.rdma_devices, AR PR BkEhH fixture ERIA
B2,

R

- python/sglang/test/server_fixtures/disaggregation_fixture.py ({&k MRk E; 25|
test; M test-coverage; 5 rdma_devices_for, get_rdma_devices_args,
_pick_default_pair) : ZAOEEXH: EE get rdma_devices_args() BRR T GPU id
Begt, ¥ rdma_devices_for() EB AR EBRIA start_prefill/start_decode H#EEXN,
REEEIRE base_rdma_group BRI, REM 141 TELESR| 57 17,

- test/registered/disaggregation/test_disaggregation_different_tp.py ({3 TP £5&; 2%
Bl test; EA test-coverage) : BEFEZIZRAMMIR (1184s — 859s) , 8 A TP HEH
start_prefill/start_decode @& #H rdma_devices_for(range(...)).

- test/registered/disaggregation/test_epd_disaggregation.py (1R %RidiF4; K5 test

KA test-coverage) : EPD = A ® (encode/prefill/decode) & EARE GPU, Ei#A
rdma_devices_for(range(1,2))/range(2,3) &, BIE% fA a3z T 0OBkst EAAM,

« test/registered/disaggregation/test_disaggregation_hybrid_attention.py (it SBREEE
H1; K5 test; LR test-coverage) : ZH GDN/Mamba/DP A&, decode |
range(4,8)/range(2,4) ¥Ha& £ --base-gpu-id 1% ; EBAR /rerun-test 301k,

. test/registered/disaggregation/test_disaggregation_dp_attention.py (#k DP JF& /7;
K5 test; KA test-coverage) : FEX®E PREFILL_DP_SIZE/DECODE_DP_SIZE # %
GPU S, BH%EEHES range’ WEE 5L,

. test/registered/disaggregation/test_disaggregation_nixl.py (£ NIXL jFix; 5| test
; KA test-coverage) : NIXL F3g#3E NixIPDDisaggregationServerBase A
rdma_devices_for, IEBAZIE D X IE Mooncake Ja 3 [F#F 4 3K,

. test/registered/disaggregation/test_disaggregation_pp.py (#3k PP $F4; 2 F| test;
KA test-coverage) : PP IR RBIR B, BE tp 4/2 5 decode REHEE,



. test/registered/disaggregation/test_disaggregation_inkling_mxfp8.py (#3k MXFP8 H
fl; 25| test; A test-coverage) : 45%kA: tp kB COMMON_ARGS (-tp 2) , #
X efca03f LI MEIEZXMHH range, FINTRFRHBARIBA R,

- test/registered/disaggregation/test_disaggregation_decode_offload.py ({&3k ARADED K
: 27 test; HA test-coverage) : HiCache & AFI, prefill B+ range(1).
decode range(1,2), 2 &H/INIAEBRATEYFER,

. test/registered/disaggregation/test_disaggregation_aarché4.py (#3k ARM MR ; 25|
test; KA test-coverage) : ARM T & A range(2)/range(2,4), IiEEEZEHM CI lane
FE

. test/registered/disaggregation/test_disaggregation_dsv4.py (#3k DSV4 AH|; 25|
test; KA test-coverage) : DSV4 {E3ABIR P i (2 17) , 5 PD t&4tErEib A |
X,

. test/registered/disaggregation/test_disaggregation_hisparse.py (13 HWE X EA; 2%
B test; EA test-coverage) : HiSparse ABIE P EH# (2 17) , # /rerun-test IR
i,

X5 rdma_devices_for, get_rdma_devices_args

R F B

python/sglang/test/server_fixtures/disaggregation_fixture.py

MNEEXME: EE get_rdma_devices_args() Bkt GPU id Brst,
rdma_devices_for() 2B A EHEBRIA start_prefill/start_decode F#EN, MBREZERES
base_rdma_group #&4&, REM 141 [TE%EE] 57 1T,

# python/sglang/test/server_fixtures/disaggregation_fixture.py

@classmethod
def rdma_devices_for(cls, gpu_indices) -> list:
"R E AR S HAR LR E A GPU AR H) T--disaggregation-ib-device™ £k,

3k Cl FEERBASEE “cls.rdma_devices™ ((TAL5IBARA—EK) ;
Cl FR3E#R 43t GPU id SZit#S, ik prefill 5§ decode &A&H NIC,
# % decode Ml ("--base-gpu-id™ fw#) EHERETE NUMA 0 89— F,

if not is_in_ci():
return cls.rdma_devices
return ["--disaggregation-ib-device", get_rdma_devices_args(gpu_indices)]

def get_rdma_devices_args(gpu_indices=None) -> str:
"R AKX GPU ‘R51%E4F RDMA NIC, RERESHRENIRES,

|[BSZELA “CUDA_VISIBLE_DEVICES® #%, H 8 FHEAZN BN £ ik,
B3 PD MERAAMEAE—*X NIC. ¥ socket EH8e% 300s #it,
IR A ENZRESEZFRE A GPU id (5 "-—-base-gpu-id™ X5F)



def parse_list_env(var_name: str):
# MBITES AR EE, TB{EZL—RE None
val = os.getenv(var_name)

items = [x.strip() for x in (val or "").split(",") if x.strip()]
return items or None

#IRERRMER: FRTE > BahFEN > BREER

rdma_all_devices = (
_parse_list_env("SGLANG_CI_RDMA_ALL_DEVICES")
or _get_available_ib_devices()
or [f"'mIx5_rocef{i}" for i in range(8)]

)

n_rdma = len(rdma_all_devices)

# RERESKNEERE CUDA_VISIBLE_DEVICES, #4—HFEE
if gpu_indices is None:
gpu_indices = _parse_list_env("CUDA_VISIBLE_DEVICES") or ]
try:
gpu_indices = sorted({int(g) for g in gpu_indices})
except ValueError:
warnings.warn(f"Invalid GPU indices: {gpu_indices}")
gpu_indices = ]
if not gpu_indices:
#RAEEMTRARIIFREREX NIC (JREM% pair fK)

return ",".join([rdma_all_devices[0], rdma_all_devices[n_rdma // 2]])

# AT A GPU BREMEE SN NIC BREH GPU 3, M AMEREARII K
try:
import torch

total_gpus = torch.cuda.device_count()
except Exception:
total_gpus =0
total_gpus = total_gpus or max(8, gpu_indices[-1] + 1)

gpus_per_rdma = max(1, total_gpus // n_rdma)
#XREE: A%X GPU id BB, MARARERERI,
# X#¥ decode fll (GPU 4-5) 2%3|/F¥ & NIC (#n mix5_4) , 5 NUMA #3355
devices = [
rdma_all_devices[min(gpu // gpus_per_rdma, n_rdma - 1)] for gpu in gpu_indices
]
# EEHRFNF, R—MAFEE(ER— NIC
resolved = ",".join(dict.fromkeys(devices))
logger.warning(
"RDMA for gpus=%s: total_gpus=%d n_rdma=%d -> %s",
gpu_indices,
total_gpus,



n_rdma,
resolved,

)

return resolved

Wb B

A PR JBHA AL review 1% (comments_count=3 #8 CI bot X /rerun-test BymaR) , #%

RDIBIELIEE PR body B, FREMRE, (EEEK:

- WERESLTE: CUDA_VISIBLE_DEVICES K& E — Tk fallback — #Z (mIx5_1,
mix5_3) — @42 SYS #Fh — BEX KV 124 300s B,

c ZHEMBERHETE: AMIRERKEREIER, 8 REEMEM 2.47s. 4 ZHBEER]
301.33s. 4 R&MBEF 2.10s,

« EEBRBLMEEBE VLI “RAEFZ —/MEREHER, ERERED, MR RFEE.
FRAT B W, ——33 2 IR B 22 v 3 A B FR BRI AR o

« commit efca03f BEEBHEMBIE: inkling_mxfp8 8 tp kB COMMON_ARGS fiIERE Y
, GPU SERE &M EIR, B©2&A range(2)/range(2,4),

- inkling_mxfp8 # GPU SuE R B HIEIE (correctness): XA range(2) 5 range(2, 4),
FHERR P AR IZKE X Ao

« Bk fallback 5% socket BRI ELIIUE (design): FIA NIC BRETAFETF 43¢ GPU id
, MR len(gpu_indices) > 4 ByERBREIER A X,

R 5 B

o XS

« FIMRIR . FERAMEBRE NIC ¥4 43 GPU (gpus_per_rdma = total_gpus // n_rdma)
, XHHEXFR NUMA/NIC G BIpLes5 =T gestss NIC; {EAELbRERE (BEEX NIC)
BEAARKE, BBEERKIITEN warning B RE TR,

- a3 4 test_disaggregation_inkling_mxfp8.py B4 range 1&#i COMMON_ARGS
89 —-tp 2, & COMMON_ARGS HEFER P K range, BIREMEE o

« BEW: dsv4. hisparse. decode offload. aarch64 X F&ksh&/N (& 2 4T7) , %k
AR— A IUNEYE, EERM base-c 2% K.

- TAEFRIBTE: FRAKERT python/sglang/test/server_fixtures 5 test/registered
T, AEWEBITRITA; JE Cl IFRERREELARE (rdma_devices_for HEiERE
cls.rdma_devices) .

AP/ A% BEFRE, 2IESHEMRM,

« Xt CI: 8-gpu-h20 lane 8y test_disaggregation_different_tp.py BMFEFEIRTFEL 27% (
1184s — 859s) , JHMRT PD MIAE —MERRE 300s BREFAF; REKETITE
EFTAE fixture BRIABS/ZEY Mooncake PD iR,

« SRIPN: HE4E PD MEREBES AT ——NEE start_prefill/start_decode HIZEERR 2K
A cls.rdma_devices_for(range(...)) ##%5Fr GPU SRS, TNRREEME pair;



fixture BRIANSZI B ~SEIER A A,

o SRR PE: BIFREY base_rdma_group B4 5 >4 GPU ##EREER(F B B BR/2 B IEMT, R
5tHE (RDMA for gpus=...) itMF3&FAF T,

« REEFRIT: MEIREMIFHEEE , NIC BATERBIHNAEIMRIZ , INKLING AflsS
COMMON_ARGS [a\#& , T4~ RBRBEL

KERIK L

« PR #39611 [CI][Disaggregation] Fix EADDRINUSE flake in
test_disaggregation_dwdp_gpt_oss: EA 8-gpu disaggregation JNRfaEMEMBEE; K
PR merge main BF3RARR T 52 XA R BOF R,

« PR #39544 [misc] Trim redundant variants from the 8-gpu-h20 disaggregation test
suite: [ lane ¥R L, Bin—3K (458 8-gpu-h20 EfiziTHIE) , 54 PR &
1184s — 859s Uk B 4h,

« PR #39600 [CI] Fix SWA decode radix cache NIXL import: [& lane 89 Cl faEMHBE,
B A PR 8 /rerun-test 8% 7 test_disaggregation_decode_radix_cache_swa.py,

+ PR #38984 [Intra-node PD][DSV4] Pack all layers into one batch for
INTRA_NODE_NVLINK path: PD KV {£#itEgetifb A =; &R PR &2kH
test_disaggregation_dsv4.py 51% DSV4 {E4sEEEAME X,



