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PATHRE

- —ANE: BETRIARFS. BBELITHEA. prefill RARIFE LIMERFE

- EEME: EEEE. FARITRERZEINE: O A " BUGEN " RAKFERA—E
MARFAEBNRATR, ik CUDA graph 8&5#t5 eager HERLRRZR EHEZFR—FTE,
BWRERHI "graph £ stale JRA. eager #H# None" B2 X; @ replay # AR i
MNEM AR ——HBEM kwargs, L ESEZF P EERE|MAITE (get_input_embeddings)
, TEATHM graph runner BIEIARIFT. ZXEFHFRIRIEEFIAIE EP T HAM
num_token_non_padded 2B & 89 & iH1E .

THHES BAL
PR body A T EAMESLERMATHLIE

1) dEF N _process_tool_calls 3% detector By tool_index 4R5, MIZIEX % %K detector 2L
BEAEBERFHOMNE, R—IEARARAEREE] index=0, 5&KR delta 89 0/1 &5 F—3K;

2) decode graph runner &M% E num_token_non_padded f&fr. capture B A. 1X
EP T replay Rl#, S3JE EP B#4 ForwardBatch #% capture BHEFRIBITER,
eager batch 8 ForwardBatch.init_new R EP FEZZ(E; 3) /nE MoE BI2K1Z a2a
BAZARAEIE padded rows B HEF| expert -1; 4) #MNE forward 1% input_embeds Bt

prefill AEARHBARARFTEA, BSIRERE—#MXEKA; 5) Flashinfer >= 0.6.18 #H#AEE
A do_finalize=False BIRELF, |HE) fp32->bf16 I EARR R X BRAIEH, SIFEX
fp32 RE,

SLIVHFAR
H 5 NI EE IS

1. TREERAFSEE (python/sglang/srt/entrypoints/openai/serving_chat.py) :
_process_tool_calls ¥ for call_info in call_info_list XA for index, call_info in
enumerate(call_info_list), ToolCall.index EIEERARFE, B getattr(call_info, "
tool_index", None), & JRH process_tool call_id 5 finish_reason Z#&, EEEREYIM
iR test_serving_chat.py::test_non_streaming_tool_call_index_is_the_call_ordinal H
mock parser ¥3&R —TEFRIAA (tool index 398 0) , Bi=#E index 4 [0, 1] B
arguments JfF{E S,



2. num_token_non_padded BAUKE (runner_utils/buffers.py. runner/base_runner.py.
runner/decode_cuda_graph_runner.py) : DecodelnputBuffers FEE R b
torch.Tensor BX A Optional[torch.Tensor]; DecodelnputBuffers.create 5
_allocate_decode_buffers {XZE enable_num_token_non_padded() J B4 BoFE{T ;
_dummy_run 5 decode EEKREIE N2IRKA if buffers.num_token_non_padded is
not None ¥|%2, SNEHIZJE, decode runner R SP At EEBER T RAEEN
enable_num_token non_padded() #l¥r GEEZEMN) .

3. MoE #RERZRBERGEZTAIT (models/deepseek v2.py) : DeepseekV2MoE.forward M
forward_batch B num_token_non_padded #i&EfE% forward_normal 5
forward_normal_dual_stream, EwmZEA self.topk(..., num_token_non_padded=...), 5§
forward_deepep BEAITAXFT; RBRIREIRIE is_in_breakable_cuda_graph() A ERt
Bk, 5 he BAEANEA FIAF—K.

4. prefill BIEKRIF# AN (runner/prefill_cuda_graph_runner.py) :

_execute_body capture W#RE replay layer forward EEET input_embeds kwarg 1.7
£ 4 MLESIE, A args[0] (X layer kwargs['input_ids"]) &H
model.get_input_embeddings() 3%t E A ANEFEFSE AL,

5. deferred finalize ABI & (layers/moe/moe_runner/flashinfer_trtlim.py) :
_make_deferred_finalize_output M4 fp32->bf16 M EAERE, KARE dtype BT
{bf16, fp32} EEIEHEE, M EE: MR decode runner R ER N
ngram_embedding_n/k B,

ERCE: MREEEYIMIRIN, BB test serving _chat.py. model_executor B,
batch_overlap. dp-attention. LoRA MoE. EPLB H#J; Kimi-VL-A3B

test vision_openai_server_a.py (B4& image/text batch. decode CUDA graph. EP off)
BHABATIR AR R fused MoE kernel JESANEFAE, SRl head B B#MIHES main —3K, BE
b client EEEIK 6 Ko

R

« python/sglang/srt/model_executor/runner/decode_cuda_graph_runner.py ({3 EHAT
2 £H| source; FEA data-contract; &5 DecodeCudaGraphRunner) : decode
CUDA graph runner & num_token_non_padded A& E BAZ S RIFTZ BN RE AL H|
%, dE EP TARBEE A stale 1%k, EIEFEHM Kimi-VL-A3B &) fused MoE kernel JE5%
ABETE; BEERMRS ngram_embedding_n/ko

- python/sglang/srt/model_executor/runner_utils/buffers.py (#3k #5254, 35|
source; A data-contract; 5 DecodelnputBuffers.create) :

DecodelnputBuffers BIIER AT E ANDO: FEER KA Optional[torch.Tensor],
create {X7E EP T BAEAL, MIBRSLERIE graph #t5 eager #HLEER —FN,

« python/sglang/srt/model_executor/runner/base_runner.py (#k HUTEEZE; 25
source; £ data-contract; &5 _allocate_decode_buffers, dummy_run) :
eager/dummy MIMNEERZAMBE . allocate_decode_buffers &L BL. _dummy_run

BANHZ, AFIE dummy run 5 EZEKEZE—K.
« python/sglang/srt/model_executor/runner/prefill_cuda_graph_runner.py (i EH4T
2. 25| source; A data-contract; 5 _execute_body capture,



replay_layer_forward) : prefill IR EE ie BRARH input_ids BZITERAN, BE
A3 ER B —#ORBR A B R IB 2R 3E =] &L

python/sglang/srt/models/deepseek_v2.py (#3k MoE B&®; 3| source; %A
data-contract; 5 DeepseekV2MoE.forward, forward_normal,
forward_normal_dual_stream) : DeepSeekMoE #rER&42 (forward_normal /
forward_normal_dual_stream) 3#%f& num_token_non_padded %| top-k, 1#3EZATIE EP
+ A dispatcher TEEHE| expert -1, 5§ a2a B2—3K,
python/sglang/srt/layers/moe/moe_runner/flashinfer_trtlim.py ({3 MoE WA%; K3l
source; £ core-logic; &5 _make_deferred_finalize_output) : deferred finalize 89
ABI &R : MIRRASBTIFES fp32 MEWN B EMFE, KARAETRE bf16/fp32, &R
FlashInfer >= 0.6.18,

python/sglang/srt/entrypoints/openai/serving_chat.py (#3k BIRARZE; 285 source;
KA core-logic; &5 _process_tool_calls) : IERANLEARFSEENRLAD:
ToolCall.index M detector B tool_index (TEEERPHMAE) B RARFELR, SAR
delta X35,

test/registered/unit/entrypoints/openai/test_serving_chat.py (iR RREMIK; K5 test
; KA test-coverage; &5 test_non_streaming tool _call_index_is_the_call_ordinal) :
FrIEEYINR test_non_streaming_tool_call_index_is_the _call_ordinal, F mock
parser BiER— T EFRIAAR index A [0, 1], FFiFSiRL,

XEFE:  process_tool_calls, DecodelnputBuffers.create, _allocate_decode_buffers,
_dummy_run, replay_layer_forward, DeepseekV2MoE.forward,
DeepseekVZMoE.forward_normal, DeepseekVZMoE.forward_normal_dual_stream,
_make_deferred_finalize_output

RPERAD B

python/sglang/srt/model_executor/runner/decode_cuda_graph_runner.py

decode CUDA graph runner & num_token_non_padded BABE MZ: RIFZHEK N IE
WH|Z, I EP TARBEE A stale 113, E#FHEIKR Kimi-VL-A3B & fused MoE kernel JE
SERAELE; RREERMA ngram_embedding n/ke

# decode EIEIKRIMNE M EEME: RIEAE T FEREZTRIFITE
# ZFELL R enable_num_token_non_padded() (BF EP 3%&) T4HEC,
# 3 EP BME#EF None, #HEA ForwardBatch #% capture BTBYFRIB
#it#, #fSEK fused MoE kernel EEGHER (Kimi-VL-A3B SZM AR o
attn_tp_sharded = self.model_runner.attn_tp_sequence_sharded(num_tokens)
if buffers.num_token_non_padded is not None:
# RENFE = RARK: 5EALR token £, HFM attn-TP oK
# IENIEE A AMITEC (SP on BEEA rank RIFAE DGR token) .
buffers.num_token_non_padded]...] = num_tokens
if not self.enable_prefill_cp and attn_tp_sharded:
local = compute_local_num_token_non_padded(
global_num_token_non_padded=buffers.num_token_non_padded,
num_tokens_per_dp=num_tokens,



sharded=True,

)

buffers.num_token_non_padded.copy_(local)

python/sglang/srt/model_executor/runner/prefill_cuda_graph_runner.py

prefill EEKAQAE ie RARE input_ids IZITERAN, BEEZER E—HOREAKKIBEK
S )=

def replay_layer_forward(*args, **layer_kwargs):
# WIBIRE prefill body BIMEEZ input_embeds #EALILBUHTE; SME
# model.forward (eager #4T) SIBEZBMAEANE 4 MLE S
# input_embeds kwarg 1% layer_model.forward, EIFXRETZANIE Y R]
# IFERRAEANEA, TUEREE E—HORERA
if self.buffer_registry.has_slot("input_embeds"):
ie = layer_kwargs.get("input_embeds")
if ie is None and ie_idx is not None and len(args) > ie_idx:
ie = argslie_idx]
if ie is None:
# W3UR batch SNERMER AR, E#EdH input_ids BHITE,
# 5247 batch B9 eager B1Z21E XARF—3K,
input_ids = args[0] if args else layer_kwargs["input_ids"]
ie = self.model_runner.model.get_input_embeddings()(input_ids)
self.buffer_registry.get_slot("input_embeds").slice_for(
1, static_num_tokens
)[: ie.shapel0]].copy_(ie)
hs = self.backend.replay(shape_key, static_forward_batch, **kwargs)
return _slice_output_rows(hs, raw_num_tokens) if full_path else hs

python/sglang/srt/entrypoints/openai/serving_chat.py

EARITEHBAFSMBENRGAD: ToolCall.index M detector B tool _index (ZEEIEXR
PN E) RARARI, S5AN delta X5,

tool_calls = []

# WRARERET, SRRN delta FRIF—K;

# tool_index R T REFERFTHMNE, F—TEEARRKE

# MAMARERZ 0, FREHAEA index M,

for index, call_info in enumerate(call_info_list):
tool_id = self._process_tool_call_id(call_info, history_tool_calls_cnt)
tool_calls.append(

ToolCall(
id=tool_id,
index=index,

function=FunctionResponse(
name=call_info.name,
arguments=call_info.parameters,

)

)
# J54: finish_reason %IBZBHBARIFRE:



# HAARERN tool_calls, TTRAFABRERFRIER,

WA
A PR TAL review W8 (review_comments_count = 0) , 4 %k Issue Wi A Cl 84
ENBAZER, RAERENITLIUEAE PR body 5 Cl LK

« fEE 7 PR body B 2 MAHEA%L—KR: "Graph and eager batches now follow the
same rule: no count unless it is live."—BERfE(I ZE MBI R A A KM, #AME eager
HEZFER—FLTE,

« #—R /rerun-test £ 1-gpu-h100 Y test_vision_openai_server_a.py &M (HLEBAE X
w®E Q) EMEEN; (FEEMNBFHRMEITAIRERE ForwardBatch #4F stale
num_token_non_padded it#%, & fused MoE kernel Hft% illegal memory access, %
Al head 5 main 22—,

« deferred finalize BIRRARRAT: IBAEMABERX " X routing_logits dtype A EEEFHE N
bf16" By FlashInfer lRAIE#; Flashlnfer >= 0.6.18 (flashinfer #3595) AR ER,
IR NI A BRI bf16/fp32,

- Cl B4.KG stale count 3| ZEBIESENFITIE (testing): U AT head B B 5 main
TE—3K, JBEM client EEEIK 6 )X; BELERA PR E 2/3 M,

« num_token_non_padded i graph/eager 2#%— (correctness): FEAL{XFE
enable_num_token_non_padded() BB, FArEB ANEHIZ; graph 5§ eager B4&RE—#L
M| : i+ FTRKEFEF None (PR body JRX no count unless it is live) o

« deferred finalize ;X & dtype HIRAIERD (correctness): R AR BT bf16/fp32 #FE
#¥3%E1E, moe_finalize_fuse_shared AmiEZFAT dtype.

PRS-

- QFe:

1. B IBERAZTE (FEXK) : num_token_non_padded Z A Optional &, JE EP B4R
PR B S| AZEAL RIS S5 None, &R PR BE T decode runner. dummy
run, MoE top-k &%, BE&EPFHMILERE (AER. DP attention. PP &it%) &F
it; BIEFEH EP/ 3E EP A EILEFE,

2. RBITAZTE: EP F + #f dispatcher B, CUDA graph 2% /Te " BB ELER
"R " BEHE| expert -1", expert R LIS ABHEIIE TN, XBEAREMBE,

B gERS M TE R BE Y EPLB R3, FUE,

3. Flashinfer IRAMKH: #52FRERZE Flashinfer < 0.6.18, {AFAERE " #%
routing_logits dtype 2Bt. B A bf16 8y fp32 L4 ", BB ARBMESMNEMEZETZ
BT fp32, PR .88 moe_finalize_fuse_shared X dtype X, EBAREIIZ
kernel Xt fp32 BYFAKIEIER, NI BAHRAA S,

4, BAIMENITE . prefill BIRIE ie B BHARA get_input_embeddings(), R4 A
batch FE—XMAITE; AR LLEE eager EIFRAEAN. RS ANEHIE, GPU FF44
TRER TR,



5. TRARATAZE: ERARNZAAR—ITRA index BXM " ¥R 0" A " ARARFE"
, IRBIBIBEXMNEP R (XESAANNTHEAMEEE) . - ¥ FAF:
DeepSeek #3%| (& DSV4) # EP + CUDA graph FTHEEREMES EMAMERA, ER
ANILERAAFSERANMN—K, HA%: HR—LFHSHERIEITHRSERN GPU FEEA
T (BTREMEE) ; 3F EP BARDVSE—A int32 /72, AEFEET LR, XH
FA: BSCHE/INERED, JRSI commit BT EDRSEM review, 1B
num_token_non_padded BATAEE EP/ JE EP AL EIF AT H ARG | A S 330R.

- RFe#RE: CUDA graph BS#HRALE |, EP/ E EP fTHERTET |, KH
Flashinfer lRAYTAH , MATEETAZTE , EERNTEAA index THRE

K ERAK L

« PR #38176 keeping router GEMM in fp32 for deterministic inference (DeepSeek
V3/V4): E B python/sglang/srt/models/deepseek_v2.py, FRlJ& DeepSeek V3/V4 #FEIE
BB EL: —ANE router GEMM RE. —ANEERA/TEE, WEHFERE EP + CUDA
graph T MoE #E M,

« PR #39328 Fix first-token metadata and reused attention-layer indexing: R A runner
HYEMMEREE (cuda_graph_setup.py) , &3 " FSERSE AR —REIREKEE " X—
ERER, 54 PR # input_embeds &L B & & R,

« PR #39474 [gwen 3.8 next] reuse old cuda stream instead of endlessly creating
streams: B4 CUDA graph ##HREXMEE CREA) , 54K PR 8 capture/replay E#
MEIER, HET runner BERRUTIAZE MEIR,

+ PR #38984 [Intra-node PD][DSV4] Pack all layers into one batch for
INTRA_NODE_NVLINK path: DSV4 KikMEeE / ERMEE#HZ—, 5K PR AR
DeepSeek V4 7 PD/EP 3z R THIfAE MR, TIXTE I MoE BRAZBIEFIKE



