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JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/39553

PATHRE

« —A]3&: DCP KL MR E0# MLA E3mFEER bf16 KV

« WEDME: EEEIR, EEARENRDE (+2/-4 BNRSEHk, Lo ES) , mE
motivation BRI R EE: — K attention backend f#ATZ A (#35770 unwrap
HybridLinearAttnBackend.full_attn_backend) #fa[it Kimi Linear prefill E4M% A FP8
BT, FHE KL A 0.003-0.006 52| 0.007-0.013, BIFKF=AMEIRE: (1) At
LEFRWE IR A R B E—RIF TR AR A, RIERENERE; (2) Afta
cutedsl_mla E&3E —F 2 SM100 L& DCP R4E MLA W4, BB Kimi Linear
DCP MIARHA, BRABNMRRE —KFEERRZ,;, 3) HERBA—ETNE
“tokenspeed_mla + fp8 KV + DCP"A& BB E ML LT A BAIRRS], SEMA—AN/ N
By FP8 KL SP3PR, FF£RAEHEM 0.01 UREFIZ 0.008 UABEYIRKE.

Th RES EAL

PR body BA#&E 1 : test_unified_radix_cache_kl_dcp.py B 09/11 #&%& scheduled
extra-b-test-4-gpu-b200 £4) 50% BI:iTEK (FR retry #REK) , avg_kl_div A
0.010-0.013 MF{EA 0.01, /EEIEEYI bisect 3| #35770: resolve_attn_backend() IE
4 unwrap HybridLinearAttnBackend.full_attn_backend, F& Kimi Linear prefill 3% %
TokenspeedMLABackend.prepare_prefill_gkv, ¥ prefill kernel ZBI3E Q/K/V E1LEX FP8
(#38152 /G RILIXNATFXT NoPE #%&, ZAIGE 09/05 EEMAMR) . EMIRENYREHR
R R]&IEPE . 09/04 Z RIBYAEZ4TN4E 0.003-0.006, Z /&4 0.007-0.013, 1EER A
BRI Z runner [, R AMKBEARATI, EEFENRTIE]E MR DCP 12 XK
cutedsl_mla + BRIA bf16 KV cache, SHKIEM KL MR OE—EK, A 2R RE,

SRR

1. ZEANDO: —RI XM =Z test/registered/radix_cache/unified_radix_tree/test_unified
_radix_cache_kl_dcp.py (+2/-4) , B&sh&E TP EEIR docstring 5§
TestUnifiedKimiLinearDcpHiCache.setUpClass() 8
popen_launch_server(other_args=[...]) 3I&RE, B T4 REERE, XA
python/sglang/srt/ &£ = XA,

2. Eiai (BWBkaE)) - --attention-backend B4{EH tokenspeed mla BA cutedsl mla,
JREZ tokenspeed_mla #FEiX4 Kimi Linear + DCP4 B2 & k2
TokenspeedMLABackend.prepare_prefill_gkv & FP8 B4k, M5 AFIMAEIRZE ;



cuteds|_mla # PR #3RA Blackwell (SM100) L8 DCP JR4& MLA RN, HBEE
test_kimi_linear_unified_memory dcp_blackwell.py H7&3 Kimi Linear DCP B30 iFER &
, ENERE Z 091752 DCP MLA £R&4Z2, mARRMLERZ,

3. KV cache ¥5EEER: #IfR —kv-cache-dtype 5 fp8 e4m3 FNF|EIN, KV cache E%Z|
BROA bfloat16, & —-dtype bfloat16 fRIF—3K, A" HRFAIM KL MR 89 01234 5%
X—HREMEET FP8 KV 5§ FP8 QKV E1bix ZH &0,

4. XCRY[E: #EBR docstring & Blackwell-only BJ3tBA A “MLA DCP decode path needs
tokenspeed_mla (SM100/12x)" 254 “cuteds|_mla is the DCP-native MLA decode kernel
on SM100”, BREIFELMMEFE—EX LB "E—TREHR T ADCP REGH .

5. k&R (RERE) : kl_threshold = 0.01, gsm8k_threshold = 0.85.
register_cuda_ci(est_time=280, stage="extra-b", runner_config="4-gpu-b200"). DCP
X SE (—tp-size 4. —dcp-size 4. —dcp-comm-backend a2a. —dcp-replicate-g-proj)
. HiCache B2E (—-enable-hierarchical-cache. —hicache-size 10,
—hicache-write-policy write_through) % SGLANG_ENABLE_UNIFIED RADIX_TREE
/ SGLANG_ENABLE_RANK_CONSENSUS_CHECKER ANIREZ E#HRFAE, XULEA
MIRERE (5F37 DCP T widened logical index F| per-rank shard BEIZEMM) 5 CI
RAERR A HHIE, RAERERRE TS,

6. WirELE: PR body MIIIEERHM, 10 JRELIEIT (main @ 2fcabdbd, £ 4.5 min/ JR)
10/10 &3t : logprobs_match 0.0052-0.0057. prefill_cache_hit 0.0029-0.0037.
decode_cache_hit 0.0026-0.0042, GSM8K 0.930-0.945; XRRAEER—EET 09/06
1 tokenspeed_mla AEEAT 0.007-0.013, &FRI /rerun-test £ 4-gpu-b200 L =M
#,

REEX M

. test/registered/radix_cache/unified_radix_tree/test_unified_radix_cache_kl_dcp.py (&
W G—EGEMIR,; KA test; £ test-coverage; &
TestUnifiedKimiLinearDcpHiCache, setUpClass) : #—B&k&I XF. B2 Kimi Linear +
DCP4 + HiCache L2 + UnifiedRadixCache 8y KL/GSM8K 3 E|3mF AMIR, A KENLIE
SER AN EHIE cutedsl_mla. FF4E KV cache EBREIBRIA bf16, JEFRA 50% 89 E LK
; BI{E. DCP 25 Z&7M=¥kKs), BEhFFEERFAFRE,

*PEFF5: TestUnifiedKimiLinearDcpHiCache.setUpClass,
TestUnifiedKimiLinearDcpHiCache

BN L

A PR BB 1EAT review comment (review_comments_count = 0) , &R\ reviewer Byi%it

T8, 4 ZiFLeifzE Cl AfEes:

1. BB PR LA /rerun-test test/registered/radix_cache/unified_radix_tree/test_unified_r
adix_cache_kl dcp.py, #—X# github-actions[bot] ¥ F: “A major update has
landed on main. Your PR is diverged relative to required base commit

ddd4600197a4. Re-run was not dispatched.”, ##R=*x CI-fix PR BHiF
bypass-maintenance BTz E; MEERAEFINEE, MERHALIIEEFNME,



2. FOREHKI: github-actions[bot] ER 4-gpu-b200 (1 test) @, M LBAESS
cd test/ && python3 registered/radix_cache/unified_radix_tree/test_unified_radix_cac
he_kl_dcp.py.

3. EEAMENEABIELIREE PR body MIFFILK: bisect 4518 (#35770 &
HybridLinearAttnBackend.full_attn_backend) . Eft#FEEZ% (#38152) . UA“H
BT X—RAMERE, BTRA reviewer i8], Kimi Linear + tokenspeed_mla + FP8
KV AEHRERLIARTTER. ETREZLMNTM, EiHLPIHREHIA,

c SIRTIREN KL 2 ERET R (testing): bf16 KV + cuteds|_mla G =37 KL EirExt
0.01 REAEA—RULRE, HETMER, BELFF 0.01 £%; &7l 4-gpu-b200
ERNEN,

« A XEST R /rerun-test RIIRK (testing): tEEREABISMRE, TMREHRHLSIETEN
ik, A 4-gpu-b200 BN @ WX, R,

- EYIMRE (#35770 5| A\B FP8 QKV ZEft) Y3 (correctness): A& PR RN IR,
KB A RED; Kimi Linear + tokenspeed_mla + fp8_e4m3 AENREERARETEEL
SBEARE, [ PRALEY, BTEBIM,

R 5 B0
. RS

1. REKE, RMEAE: KL #HE (0.003-0.006 — 0.007-0.013) WEZFEMEL AR
#35770 ZJ5 Kimi Linear prefill & TokenspeedMLABackend.prepare_prefill_gkv
Q/K/V FP8 b, A PR ZAMBKRAETNRE, RELMRASF ZAE, EEXAFPER
--attention-backend tokenspeed_mla + --kv-cache-dtype fp8_e4m3 + DCP &
Kimi Linear, RERMEMRAGEEELBHR CI F#,

1. MRBEHASL AT WFIFBIZH tokenspeed_mla + fp8_e4m3 KV'ZE R
“cutedsl_mla + bf16 KV', prepare_prefill_gkv #F. FP8 KV cache 5 DCP widened
index IR E (flin #39487 1589 widened KV id A#ifb3z%) & FP8 AET L KR
B %: DCP MLA MR FKARML AZRRZ R RRE— 5 KLMRE S,

2. BMERIKER, BEVIARSUERKA: FHEESLSNERA 0.0057, mHAENA 0.01, REE
—E, RREFBHALEMERE KV RIIFFRMA (RNRFAEEXIER missing
translation SIRE|FUA rank B9 KV”) , A8 0.01 EMREEE,

3. RIERABAR: 10 KEFH ~50% WAKEHR ZBRHAYEA, BRI flake (4
5% &7 EfEFRE; PR body RAHENE / BRIEE 0 NEINKE, RAEEERM
4x B200 §—R&HAIAEENR,

4, REITREM: KeHRE test BE, FHERBEBHEKKAE. BHEARLLTA,
FEEDNREEIRG, - FR: NRAAFPSEEEYR—AK PR AMEKIEMAHE, FEK
ZHEEIN, NALRAYMABHBEIER: &RE extra-b / 4-gpu-b200 HEFIZA 50% LMEH
Cl "%, #%iZ job KEAEA retry E. #E % maintainer 3t KL MR~ £ IREK T "8
R, MMRE =W rmEBE@EHR: UnifiedRadixCache + DCP4 + HiCache L2 4
KL/GSM8K 3#E3m IR ARFE (BME. Wis. ZESPRERER) , BFIFNEEAS
M FP8 Uks4E| bf16, RINE FP8 BHHUAERERFRENTI, XG4 PR WREWHE
. A A Kimi Linear DCP 3% 3| A\ FP8 QKV B/, ¥ AHBA CI RERT KL #B#,



- RFEARIT: IXABERMBARE |, FP8 E/LERR%kE Cl BE , KL RERKE |, BIEEERIX
10 2k

RERIREE

« PR #39487 [Fix][DCP] Localize widened KV ids in MLA retraction CPU
backup/restore: EIf£E% DCP T widened logical KV index ®| per-rank shard 894
HEIFE, SARMRTFIF BREBFSIZAGH rank B9 KV BRI —EHMEER, AEIEHE
widened index & X,

« PR #39318 Scope prefetch cache state to the request attempt: BXal
unified_radix_cache.py & — UnifiedRadixCache ThBE&RBI X, B B3k &AIM R FT
EERNBEERSEE, BR—EHEHIKE,

« PR #37482 feat(agent sessions): attribute stored KV cache blocks to sessions: 2zl
unified_radix_cache / unified_tree_core ZE BN, & UnifiedRadixCache ¥T#A#y £ £ 1)
REVHEBE, AMRATFIFHIERIZEFE DCP + HiCache THIIEME,

« PR #39368 [CI][PD] Skip the flaky decode HiCache file-backend disaggregation test:
% —HBl HiCache #8x flaky MK CI & B, XKABEE + K gsm8k BHME KB, 5K
PR ¥ /5 3m I R B BB IMUE T RS BR, =T A -TIAERIFARY flaky MR B9 40 B ARE



