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PR body BAFa¥eH : #39116 crashes DSV4 on AMD when MTP is on with GPU memory
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1. & AN O: python/sglang/srt/layers/attention/deepseek_v4 backend_hip_radix.py F#
init_forward_metadata_target_verify_old, 3XZ& DSV4 £ HIP/radix /&34 target
verify (MTP/EAGLE X38E) 432 prefill metadata BIA T, REKEMRIE ragged_layout
EEHFHERXS graph 5§ eager %2, 483 HE num_tokens 5 exact_num_tokens,
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« python/sglang/srt/layers/attention/deepseek_v4_backend_hip_radix.py (3R EFEHhE
3%; 2253 source; ER core-logic; %5 init_forward_metadata_target_verify_old) :
DSV4 ¥ HIP/radix Ja3% E#I2E target verify (MTP) prefill metadata 89—k &; A
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KR Fr B]

python/sglang/srt/layers/attention/deepseek_v4_backend_hip_radix.py

DSV4 7 HIP/radix a3k M3 target verify (MTP) prefill metadata ByrE—1E2KE; F
is_dspark [1#® exact_num_tokens, REEZEBIE D2H FEF,

# REK: init_forward_metadata_target_verify_old
# DSV4 HIP/radix JE3%#%E target verify (MTP) prefill metadata BIAH,
# T K BB ragged / eager 41280 num_tokens iT&,
# URAORITIEH is_dspark 1188 (HEERE 3 17) o
if ragged_layout is not None:
extend_start_loc = ragged_layout.extend_start_loc.to(
device=seq_lens.device, dtype=torch.int32
)
extend_seq_lens = verify_lens_dev
seq_lens = seq_lens + verify_lens_dev.to(seq_lens.dtype)
# & verify token $X: graph ®&42# padded layout %
# total_verify_tokens (tier X/|\) , eager B2 E3R 3|
# sum(verify_lens) 38| E 52 53K,
num_tokens = ragged_layout.total_verify_tokens
if num_tokens is None:
num_tokens = int(verify_lens_dev.sum().item())
exact_num_tokens = True
else:
num_tokens = int(num_tokens)
# padded tier: num_tokens KFETF sum(verify_lens)
exact_num_tokens = False
extend_seq_lens_cpu = None
seq_lens_cpu = None
else:
seq_lens = seq_lens + self.target_verify_num_draft_tokens
seq_lens_cpu = |
x + self.target_verify_num_draft_tokens for x in seq_lens_cpu
]
extend_seq_lens_cpu = [self.target_verify_num_draft_tokens] * batch_size
num_tokens = self.target_verify_num_draft_tokens * batch_size
extend_seq_lens = self._move_to_device(extend_seq_lens_cpu)
exact_num_tokens = True

if out_cache_loc is None:
out_cache_loc = seq_lens.new_zeros(num_tokens)

# output_size Bkt prefill-meta #EFFEEH sum() B9 D2H [

# EAGLE verify (MTP) B/MZREFSE AMD Ltk GPU R&EH A%,
# AW RE is_dspark FEREZMMA, HRFEBHER D BRI,
exact_num_tokens = exact_num_tokens and self.is_dspark

return self.init_forward_metadata_prefill(



max_seq_len=max_seq_len,
reqg_pool_indices=req_pool_indices,
seq_lens=seq_lens,
seq_lens_cpu=seq_lens_cpu,
out_cache_loc=out_cache_loc,
num_tokens=num_tokens,
extend_seq_lens=extend_seq_lens,
extend_seq_lens_cpu=extend_seq_lens_cpu,
need_compress=True,
use_prefill_cuda_graph=use_prefill_cuda_graph,
compress_gpu_plan=ragged_layout is not None,
extend_start_loc=extend_start_loc,
attach_decode_streams=True,
exact_num_tokens=exact_num_tokens,

)
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