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« —A1E: 18 £ HiCache Bt ImportError Ak

- EME: EEFE, ERTHERBENTIRTH PR (3 XM, +83/-5) , EmE=4:
(1) _resolve_device_accessible_ptr_fn I EHFEMMEZE (import + torch.ops) 5
Iru_cache(maxsize=1) BJURSRIRIT, XERECEXMINFHECHAEALEERN; (2) HIP
L fail-fast. CUDA Lt fail-soft W FEELT, BEMNKRERZ UVA T host/device k| %
*x%; (3) MRt A alloc_with_host_register + monkeypatch resolver BE1EISE EIR S
it ARAMLFESR op BHEERE skip TiAE fail, FIREHEFIMAALR B
unified_radix_cache.py #%3%28 450 (reg_id — request.rid) EACE YRS E THLZ %
B, XTHREEARENMNR. EMREI;E /CI #3FE, "/EA TAOT op 5@ G AL H
AN PR %3 B9 E B

Th RES EAL

RERZLZMIAFERS%: PR body BA#E 3| #35233 48 AOT op A A A KE— PR Bikit,
Bkt T sumk¥EE Update sglang-kernel — &K BF, PR CI #92& PR-local wheel, FTIX
YRR %E; M main 5EK CI B2 pinned sglang-kernel==0.4.7, AREZRAXNFE,
T2 lany server that builds a registered host pool dies at startup on ImportError:
cannot import name ‘get_device_accessible_ptr'. That was 32 jobs in the last
scheduled run.] fEERINHRT EEER: ROCm MABEME kernel. BARERIX/MEE
, EDRREHITH MI355X, MEXNEFARELM, FHIRERKE AT —MF
EMRE, REEMELR, BB E4%M wheel 38 EX, Issue LT HaiShaw X AMD [& %
# 7T TFYI. Let's do more JIT, and be careful with AOT process.] , X >XEHK)IEF]
AOT RARZAE L,

SCINAR AR
1. FE DR, T2 ENEFMEHT AE — python/sglang/srt/mem_cache/pool_host/com

mon.py - #F3E from functools import Iru_cache. from sglang.srt.utils import is_hip,
FHEMBREZE is_hip = is_hip(). - #F¥ _resolve_device_accessible_ptr_fn() 340
@Iru_cache(maxsize=1): #BRNREHT—K, B lop BEFE] BRI A B ABX
import USSR E— AT, ETFMIR monkeypatch, HEFHEK pin EFE—/UkDo, - X
BERFEMAEE: from sgl_kernel.kvcacheio import get_device_accessible_ptr %k
ImportError & None; import Zh/EBE A hasattr(torch.ops.sgl_kernel, "



get_device_accessible_ptr") % [FEEEBETFRIM HIEF.

2. P ERMNEEERRE — RA—XM4 - HIP (is_hip X&) : E¥ raise ImportError,
IR ERAHEZEIES| python/sglang/kernels/aot (setup_rocm.py), EA ROCm Lt
registered host memory ¥ T8 device Hilt, BEREERRSE LT, & op BIES®RE
WEZEIFH, - CUDA: R logger.warning —X33iR[El None, bR EREHAE, EA
UVA T host 3t K& # 2 device alias, [nothing changes past one warningl o

3. AR A BX3E make_kernel_ptr_table —— RE—X % - JRSZILE host_memory_registered
and device.type == "cuda" % B NEx from sgl_kernel.kvcacheio import ...; AL
F _resolve_device_accessible_ptr_fn(), iRE None #%%| tensor.data_ptr() 2%, -
FE: D op By CUDA wheel L, fTAHEE| #35233 ZRIEN, AERE / XM
B S #abitE 02 torch.tensor(pointers, dtype=torch.uintb4, device=device),
HARZBELB,

4. MERBLE —— test/registered/kernels/ops/kvcache/test_hicache_page_first_write_bac
k.py - #3E test_registered_mmap_kernel_ptr_table_fallback_matches_device_alias:
HIP E skipif; resolver 3R[El None Bt pytest.skip; &N A
alloc_with_host_register((PAGE_SIZE * 4, 128), torch.bfloat16, "cpu", True,
HostTensorAllocator()) ZZ2E S pinned R, tLERFIE%&S5 monkeypatch # resolver &
B raw &, finally F _cuda_host_unregister ik, - &A&
test_registered_mmap_pointer_domains_and_all_layer_transfer &8 TE#t import] XA
# _resolve_device_accessible_ptr_fn(), &R E|gt skip IHi=TM AOT HE, #EHR
pinned wheel TEMHEMRTL,

5. i 1& 8 —— python/sglang/srt/mem_cache/unified_radix_cache.py -
prefetch_from_storage By @rank_consensus(same_params=["reqg_id", "
len(new_input_tokens)"]) 284 same_params=["request.rid", "len(new_input_tokens)"]

, 55% request: CacheRequestHandle X3%; ZKahR B #4#E hnyls2002 # commit
[fix prefetch consensus selector] , AT R EATREFHEZINHIMFEIEAEFR L

B, MAZA PR WEXBEMT,

XA X XBEFS 1EH

Al
python/sglang/srt/mem_cach s _resolve device accessible E&XMBE: B + F
e/pool_host/common.py o _ptr_fn. make _kernel_ptr t &ERIER

u able

r

c

e

test/registered/kernels/ops/k t test registered_mmap_kern #4& CUDA EIR5 7
vcache/test_hicache_page_fi e el ptr_table fallback_matc  &REM, FLLEMR
s
t

rst_write_back.py hes_device_alias FE&R op BFBkiE



X X XBFES YER

7l
python/sglang/srt/mem_cach s prefetch_from_storage A& IE rank_conse
e/unified_radix_cache.py 0 nsus HFBFE
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« python/sglang/srt/mem_cache/pool_host/common.py (#&3k THLAHEM; 25| source;
A dependency-wiring; 45 _resolve_device_accessible_ptr_fn,
make_kernel_ptr_table, _is_hip) : E&MBE X g
_resolve_device_accessible ptr_fn() AEEFHEAEMRES L6 ERMLER, Fikat
make_kernel_ptr_table 9385t &MERRAZ, EHIFEHRZE HiCache registered host pool BEFE
1E pinned wheel L2351,

. test/registered/kernels/ops/kvcache/test_hicache_page_first_write_back.py (#3k RA%
MR ; 255 test; LR test-coverage; &F5 test_registered_mmap_kernel_ptr_table_fal
Iback_matches_device_alias, test _registered_mmap_pointer_domains_and_all_layer_tr
ansfer) : MEREE: #3E CUDA EEREMMMIRFI A monkeypatch BEEIR S X, FEE
IBEEA registered RBEIEEHNIRBL A& resolver &SR op BBkiE, RIE pinned wheel
TEHARSBHRTLI,

« python/sglang/srt/mem_cache/unified_radix_cache.py (&3t BIZ2E%E; 25| source;
KA core-logic; &5 prefetch_from_storage) : A 1&E.: prefetch_from_storage
rank_consensus &R E #H reg_id B8A request.rid, 5L, BEAENTZ TR L
& R INHEIE B KB,

XS _resolve_device_accessible_ptr_fn, make_kernel_ptr_table,
test_registered_mmap_kernel _ptr_table_fallback_matches_device_alias,
test_registered_mmap_pointer_domains_and_all_layer_transfer, prefetch_from_storage

KR Fr B]

python/sglang/srt/mem_cache/pool_host/common.py

ITRMBE XM I resolve_device_accessible_ptr fn() ABEFHEEUKE ST & £RML
Fe2%, okt make_kernel_ptr_table B9F85T R EKIRZ, EIERE HiCache registered
host pool BEZE 7 pinned wheel @25k,

# python/sglang/srt/mem_cache/pool_host/common.py
from functools import Iru_cache

from sglang.srt.utils import is_hip

# FEHERERFMBAR—R, BEEBTRKEEL A is_hip()



_is_hip = is_hip()

@lru_cache(maxsize=1)
def _resolve_device_accessible_ptr_fn():

"“HEHT sgl_kernel By device-accessible EHEF; FBRARIEF EBREKIRE,

maxsize=1 WEFHRENHARERBIT—KR: wheel ABREHBEANLSEL,
try:
# £—F: pinned wheel BR[g82 A XAMEREAFS (#35233 F#Ey AOT op)
from sgl_kernel.kvcacheio import get_device_accessible_ptr
except ImportError:
get_device_accessible_ptr = None
else:
# F_R: FSHLE(E torch.ops @& ZHEREME, ARKREEIK
if not hasattr(torch.ops.sgl_kernel, "get_device_accessible_ptr"):
get_device_accessible_ptr = None

if get_device_accessible_ptr is None:
# CUDA B9 UVA ik host it A FHE device = Wik, ERREA
# ROCm LA/MNuBSI AR, #HRERASHEEH, BEREE fail fast,
if _is_hip:
raise ImportError(
"sgl_kernel.kvcacheio.get_device_accessible_ptr is missing from the "
"installed sglang-kernel. It is required on ROCm, where registered "
"host memory carries a distinct device address. Rebuild sglang-kernel "
"from python/sglang/kernels/aot (setup_rocm.py)."
)
logger.warning(
"sgl_kernel.kvcacheio.get_device_accessible_ptr is missing from the "
"installed sglang-kernel; using raw host addresses for kernel pointer "
"tables. Build sglang-kernel from python/sglang/kernels/aot to enable it."

)

return get_device_accessible_ptr

def make_kernel_ptr_table(
tensors: list[torch.Tensor],
target_device: torch.device | str,

*
5

host_memory_registered: bool,
) -> torch.Tensor:
# 2R registered By CUDA host W& & E#uub ik, HMER—ZA Rt
device = torch.device(target_device)
get_device_accessible_ptr = (
_resolve_device_accessible_ptr_fn()
if host_memory_registered and device.type == "cuda"
else None



)
if get_device_accessible_ptr is not None:
if device.index is None:
device_index = torch.cuda.current_device()
else:
device_index = device.index
pointers = [
get_device_accessible_ptr(tensor, device_index) for tensor in tensors
]
else:
# E3R4 % B op B9 CUDA wheel £, UVA it data_ptr() R4 device 5|4
pointers = [tensor.data_ptr() for tensor in tensors]
return torch.tensor(
pointers,
dtype=torch.uint64,
device=device,

)

test/registered/kernels/ops/kvcache/test_hicache_page_first write_back.py

MERELE: F3E CUDA EEREMMENRFIA monkeypatch BEER S %, RRIEELA
registered N&EIEEHMIRER A E resolver FEHR op BTBkE, FRIE pinned wheel TEGARS
BART LT,

# test/registered/kernels/ops/kvcache/test_hicache_page first_write_back.py
@pytest.mark.skipif(
is_hip(),
reason="ROCm maps registered host memory at a distinct device address.",
)
def test_registered_mmap_kernel_ptr_table_fallback_matches_device_alias(
monkeypatch: pytest.MonkeyPatch,
) -> None:
"""CUDA maps registered host memory at the host address itself;
““make_kernel_ptr_table™ 's raw-host-address fallback depends on it."""
# pinned wheel 2 H 1% op FRIE &ARE TAMEE, MRBAE f AR 2 LK
if _resolve_device_accessible_ptr_fn() is None:
pytest.skip(

"installed sglang-kernel has no get_device_accessible_ptr;
"build it from python/sglang/kernels/aot to run this test"

# E R ESUEME pinned host A7, #HR UVA Bl& XA ZMHEH RN
buffer = alloc_with_host_register(

(PAGE_SIZE * 4, 128),

torch.bfloat16,

"cpu”,

True,

HostTensorAllocator(),

try:



aliased = make_kernel_ptr_table([buffer], DEVICE, host_memory_registered=True)
# 3BTk resolver 3R[E None, B#|E raw data_ptr() EREZ
monkeypatch.setattr(
pool_host_common, "_resolve_device_accessible_ptr_fn", lambda: None
)
raw = make_kernel_ptr_table([buffer], DEVICE, host_memory_registered=True)
# MELEFUA UVA ERRRIREITHR, ERREBARE I
assert torch.equal(aliased, raw)
finally:
_cuda_host_unregister(buffer)

def test_registered_mmap_pointer_domains_and_all_layer_transfer() -> None:
# %i— £ resolver: &k op B9 wheel EBkE, MARRIE import MHEEL ImportError
get_device_accessible_ptr = _resolve_device_accessible_ptr_fn()
if get_device_accessible_ptr is None:
pytest.skip(

"installed sglang-kernel has no get_device_accessible_ptr;
"build it from python/sglang/kernels/aot to run this test"

)

python/sglang/srt/mem_cache/unified_radix_cache.py

&£ . prefetch_from_storage B4 rank_consensus &R & & reqg_id 284 request.rid,
55X, BEANEPRAEF B K INAEFE KE,
# python/sglang/srt/mem_cache/unified_radix_cache.py
# rank_consensus B same_params %F B MEIE M E "reg_id", 5554 request R ILEL,
# £1ik% rank 8 prefetch FH£iRRIECRBME; MAERHE BLX request.rid,
@rank_consensus(same_params=["request.rid", "len(new_input_tokens)"])
def prefetch_from_storage(
self,
request: CacheRequestHandle,
# HASE last_host_node_id / new_input_tokens / last_hash / prefix_keys /
# matched_prefix_tokens / extra_key / cache_salt W& &R K &5

SN
Review MR A —% LGTM, AW IEETFE PR body 5 commit itFKE:
HaiShaw (APPROVED) : “LGTM” HaiShaw (Issue ¥, @AMD-yanfeiwang

@amd-danlil03 @1am9trash @zijiecode) : “FYI. Let's do more JIT, and be careful
with AOT process.”

PR body E&EXATEE: “That was 32 jobs in the last scheduled run. Reverting
re-breaks MI355X ... So this takes the exception that section allows: check the op is
there, keep an equivalent fallback until a released wheel catches up.” 3BA# Y CUDA [E
REM (UVA BR device alias) . ROCm 240 raise B9 F &R T,



commits BRI E hnyls2002 EEARIMKT &/S4TE (“trim hicache ptr fallback
comments”) , FFEBEIEKX “fix prefetch consensus selector”, & req_id #EIF KA
request.rid, BT ENE: RAEETEIT review i¥Fi8, HRA AT KIAEEAERR S X
SARSFE wheel REH XK observability 871, EERAGEEHE L T IR pin B3 (
“the fallback can go or stay as skew insurance”) .

- AOT EF5ARAFE PR &ANEIK pinned wheel FRAIEE (design): RERIE /@ 24 89451 b
. BRE op BERE, REENMEBREFELM wheel 38 £, fF pin BFEEERTH R
PR A RASEEC AR S,

« CUDA [R5 ROCm fail-fast F &0 TREEEHE (design): F & £ RUKBPIER,
HaiShaw X APPROVED + LGTM #&4T; 3P EFMT EBAEE (commit “trim hicache
ptr fallback comments”) ,

« B op FRIE MR IZBIT IR B LK (testing): ¥63%F skip BURIE pinned wheel T EHRIFL
ta, RMEXLREEIR wheel SR THAEEPLT, F pin BEFE T REFREIT,

« RS IE rank_consensus ¥3% % (reg_id — request.rid) (correctness): B4 PR &
A, ABRAMNER, R AR RITSIEER, BTHERMEE PR B/ NEEIERAMERF,

R 5 B

- QF&:

1. ERREEIZIRE CUDA UVA 3EX : make_kernel _ptr_table & op KA
tensor.data_ptr() YA device T WAk, (X7 UVA TRAL; #F3EMRE CUDA Extit
7= (aliased == raw) , {B&EIE UVA SR E5IAFRE pinned MM A R8T,
BBRIEEEEHRIL,

2. @lIru_cache(maxsize=1) {EENTEREMERRBRESGRAAN: —BEEH op B9 wheel £
fash, BMEEL: AOT MEMTFHERSRAER, XNERHRE, XBTITEZHNRE, B
HERZEZHAR (BHERAE—4% warning) .

3. ROCm R2ZIEH fail-fast: /> op B raise ImportError, BAMM import #A3E ) E|
¥i#E registered host pool B, G R ERM, {EFEH pinned wheel 8 ROCm &£
KEERHEAR —XERZITERE, FET bug, EXWRIFEMEEMERK (RN

python/sglang/kernels/aot ¥j3&) ,

4. MREBZABRD: IR REE CUDA E:R%4 %, ROCm B raise 2% %1 torch.ops =
RIEEARZA BIEMR; WIMNR op BHNIRAE pytest.skip, BEBREFE pinned wheel ¥73%
TIX LW E LR EASPAT, B RIPEEESE,

5. unified_radix_cache.py B rank_consensus(same_params=["request.rid", ...]) E¥
W8 . #F CacheRequestHandle E&A rid FEHIBXARF, % rank B9 prefetch 3
MR REFEREAIR, TA PR ZA AXITERENINIR,

6. E3R7E CUDA ERIT—K warning, BRDIEAR / ITHERE, KARAERKAZ ERSE
WIREBARI, -®m: AFPM: #EREZH pinned sglang-kernel wheel (0.4.7) &
CUDA AF, WBIRZF R registered host pool (HiCache page_first + kernel 5,
HEE / iR meERMN ImportError A%k, MESTIERREE, RIMXERE
B —% warning; ROCm BAF A&, HERMNRILE kernel (F N AR E A
RHEERI) o A%5 CIM: K& main 5F8 CI B9%k& (AT 32 A job HEi%



ImportError 4£M&) , #ik PR CI 5 main CI 94T A £ % (PR-local wheel vs
pinnedwheel) Bk, EREM: &K PR & TAOT EFELLH wheel. BENREA
F XEBEBRODNEEY, Issue WiLH AMD 8 X B 24 =4 I-EE do more JIT,
becareful with AOT process’, Wit&#EsNEE R LR AE JIT BIF4E
fallback, BWSEELHFE HiCache host R BERA D, ALK IERE AOT wheel
BARS B2, - RARE: BaIBRRER , 1K CUDA UVA F &Rk , ROCm &k op B
¥ raise, HRop BOMERABKIE |, FA# rank_consensus (& |, Iru_cache BEALARTZE

KRR EE

« PR #35233 [AMD] Fix registered HiCache host pointer aliases: B3 E#: % PR R&
&3 AOT EF get_device_accessible_ptr 538 % make_kernel_ptr_table (& R—Mix
X445 pool_host/common.py) , Bki¥ sglang-kernel X% )ifF, 24 PR 2BHNLIER
; EXFABUHARR TR EHITR MI355X,

« PR #39318 Scope prefetch cache state to the request attempt: RFEEKSS
python/sglang/srt/mem_cache/unified_radix_cache.py 5 prefetch/ K &2 ZE:Z1E
, {RYT8EE prefetch_from_storage SZEMHFRA request BIKIR; & PR A5 IE B
rank_consensus EEREZBR—eEL (FEATHAREREXR) .



