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core-logic; 5 MLATokenToKVPool.get_cpu_copy,
MLATokenToKVPool.load_cpu_copy) : &&E % & : MLATokenToKVPool.get_cpu_copy /
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7l test; KA test-coverage; 5 _bare_mla_pool, dcp, TestDcpRetractionBackup,



test_restore_lands_on_new_owned_rows) : #3¥ TestDcpRetractionBackup, FA#E
MLA St + DCP override £3 Th5E id 4751 MEANAR: FRERFIT. ARBYE
AR5,
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HostKVCache.maybe_dcp_kernel_indices # Mk (GE/E layers/dcp/layout.py) , E#wF
R TEMET] Brs, 24K PRIBXEMBRRZ—,

- python/sglang/srt/mem_cache/pool_host/mla.py (#i3k 78 &7 ; 3% source; EH
dependency-wiring; %5 MLATokenToKVPoolHost.load_to_device_per_layer,
MLATokenToKVPoolHost.backup_from_device_all_layer) : MLATokenToKVPoolHost &
mAMER A O load_to_device_per_layer. backup_from_device_all_layer B X FRAEIREK
4R 3 B RAE N self.dep_size / self.dcp_ranke

. test/registered/unit/mem_cache/test_hicache_dcp_host_pool.py (#ik EFMK; K5
test; 2R test-coverage; 5 _bare_pool, test_ragged_run_is_rejected,
test_matches_owner_rule_on_merged_unordered_pages) : HiCache DCP host pool #
Mk A B AR ERER, MR _bare_pool 5 RERT = —#2 kMY
test_ragged_run_is_rejected, ZWr = RAGNNERMIESE,

XS maybe_dcp_kernel_indices, MLATokenToKVPool.get_cpu_copy,
MLATokenToKVPool.load_cpu_copy, MLATokenToKVPoolHost.load_to_device_per_layer,
MLATokenToKVPoolHost.backup_from_device_all_layer,
TestDcpRetractionBackup.test_restore_lands_on_new_owned_rows,
TestDcpRetractionBackup.test_resolved_pool _takes_ids_as_rows
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python/sglang/srt/mem_cache/memory_pool.py

BE% 5 MLATokenToKVPool.get_cpu_copy / load_cpu_copy SEE RS ¥ kv_buffer
BRIk DCP AMifk, H%FE write_loc_dcp_span #E%—te 2B id,

# python/sglang/srt/mem_cache/memory_pool.py :: MLATokenToKVPool

def get_cpu_copy(self, indices, mamba_indices=None, req_pool_index=None):

# EME: req_to_token 489 Z DCP 238 id, kv_buffer RER rank B9MIEST,
# _write_loc_dcp_span L4 —MEMEBALET A 1 (write_loc_is_dcp_resolved) ,
# Bt maybe_dcp_kernel_indices BAEEME, RRBH _RIE,
indices = maybe_dcp_kernel_indices(

indices, self._write_loc_dcp_span, get_parallel().attn_dcp_rank
)
current_platform.synchronize()
kv_cache_cpu = ]
chunk_size = self.cpu_offloading_chunk_size
for layer_id in range(self.layer_num):

kv_cache_cpu.append(]])

if self.kv_buffer[layer_id].shape[0] == 0:

continue



# 23RN, chunk_indices XBEZLEA rank WHIEITE
for i in range(0, len(indices), chunk_size):
chunk_indices = indices[i : i + chunk_size]
kv_cpu = self.kv_buffer[layer_id] [chunk_indices].to(
"cpu”, non_blocking=True
)
kv_cache_cpu[-1].append(kv_cpu)
current_platform.synchronize()
return kv_cache_cpu

def load_cpu_copy(
self, kv_cache_cpu, indices, mamba_indices=None, req_pool_index=None

# RERAMIRE: EMEEFLERAE TFEME idl
# A E A& EHHNMIEITES, KDA/Mamba RZSE mamba_indices ik,
indices = maybe_dcp_kernel_indices(
indices, self._write_loc_dcp_span, get_parallel().attn_dcp_rank
)
current_platform.synchronize()
chunk_size = self.cpu_offloading_chunk_size
for layer_id in range(self.layer_num):
if self.kv_buffer[layer_id].shape[0] ==
continue
for i in range(0, len(indices), chunk_size):
chunk_indices = indices|i : i + chunk_size]
kv_cpu = kv_cache_cpullayer_id][i // chunk_size]
# MERMHENERRE: S5 REFRMLHTER RS T
assert kv_cpu.shape[0] == len(chunk_indices)
kv_chunk = kv_cpu.to(self.kv_buffer[0].device, non_blocking=True)
self.kv_buffer[layer_id] [chunk_indices] = kv_chunk
current_platform.synchronize()

python/sglang/srt/layers/dcp/layout.py

P Z AR I maybe_dcp_kernel_indices, 3B ThInSZHBAE(L -> & rank YIBIT) B9#E
M HiCache host pool #£F 4 DCP &R3| $HEE R AFEEA,

# python/sglang/srt/layers/dcp/layout.py

# IZERBEARRIK DCP B94i &5 %k% (get_dcp_lens. filter_dcp_local_kv_indices %) o
# A& PR #ERARE HostKVCache A MR EIZAZIXE,

# ik HiCache host pool 5§ MLA 89 E M CPU &1o / REFK AR — 1018 X,

def maybe_dcp_kernel_indices(
indices: torch.Tensor, dcp_size: int, dep_rank: int
) -> torch.Tensor:
"""Widened logical slots -> this rank's physical rows.

Owner rule: slot % dcp_size == dcp_rank, row = slot // dcp_size. The run
starts page-aligned, so a strided view selects the owned slots without a mask.



if dcp_size == 1:
return indices # DCP=1 ZIEF5F, EERERKEBRLREN
#REBRE: EERILIN RAEMET Ws (EMAEIZE seqlen - 1, R ragged) ,
# RAKBE SRR Trun BIBTUNST) , AP KOERER/RERD:
# 3% indices[dcp_rank]. indices[dcp_rank + dcp_sizel. ..., BEKX // dcp_size
return indices[dcp_rank::dcp_size] // dcp_size

# FAER P AT SCEL: BRI RAGASE. IR id, BRAAZBEINS

# def filter_dcp_local_kv_indices(kv_indices):

# parallel = get_parallel()

# if parallel.dcp_enabled:

# kv_indices = kv_indices[kv_indices % parallel.dcp_size == parallel.dcp_rank]
# return kv_indices

test/registered/unit/mem_cache/test_decode_retraction_backup.py

13 TestDcpRetractionBackup, FA#E MLA i + DCP override £, % id %4751 HE
AF R AREFIHFAT. AR BB MBBEE,

# test/registered/unit/mem_cache/test_decode_retraction_backup.py

DCP_SIZE = 4
DCP_RANK =1
DCP_ROWS = 8

def bare_mla_pool() -> MLATokenToKVPool:

# ot MBERE: R L kv buffer / layer_num / 3K/,

# B1TL arange + 100 * layer 3278, A{EWE KV BB T HR—1T1

pool = object. _new_ (MLATokenToKVPool)

pool.layer_num = 2

pool.cpu_offloading_chunk_size = 3

pool.kv_buffer = [
(torch.arange(DCP_ROWS, dtype=torch.float32) + 100 * layer).view(DCP_ROWS, 1, 1)
for layer in range(pool.layer_num)

]

return pool

def _dcp():
# @3 runtime_context BEH/TEE, &M DCP=4 B rank A 1
return get_parallel().override(
dcp_enabled=True, attn_dcp_size=DCP_SIZE, attn_dcp_rank=DCP_RANK

class TestDcpRetractionBackup(unittest.TestCase):
"""“req_to_token™ names KV slots in the widened DCP id space while
“kv_buffer™ holds only this rank's rows; a widened id used as a row index



reads past the buffer or copies another token's row.

def test_restore_lands_on_new_owned_rows(self):
pool = _bare_mla_pool()
before = [buf.clone() for buf in pool.kv_buffer]
old_widened = torch.arange(0, 12, dtype=torch.intb64) # &3 FRE9IN id
new_widened = torch.arange(12, 24, dtype=torch.int64) # ZMl/E B M id

with _dep():
# EHERELEMHE: 18 id HA rank 1T, SEF id XREA rank 1T

pool.load_cpu_copy(pool.get_cpu_copy(old_widened), new_widened)

old_rows = old_widened[DCP_RANK::DCP_SIZE] // DCP_SIZE
new_rows = new_widened[DCP_RANK::DCP_SIZE] // DCP_SIZE
self.assertEqual(new_rows.tolist(), [3, 4, 5])

untouched = torch.tensor(
[r for r in range(DCP_ROWS) if r not in new_rows.tolist()]

)

for layer in range(pool.layer_num):
torch.testing.assert_close(
pool.kv_buffer[layer] [new_rows], before[layer][old_rows]
) # FRARHSTHWER T FTEIA rank 4T
torch.testing.assert_close(
pool.kv_buffer[layer] [untouched], before[layer] [untouched]

) # RFREUTHRIFRAF, HRIRS

def test_resolved_pool_takes_ids_as_rows(self):
pool = _bare_mla_pool()
pool.write_loc_is_dcp_resolved = True # %&—M: reg_to_token # ER2MIBAT
rows = torch.arange(DCP_ROWS, dtype=torch.int64)

with _dep():
kv_cpu = pool.get_cpu_copy(rows)

for layer in range(pool.layer_num):

# REREHY: DCP TARWERIFES

torch.testing.assert_close(torch.cat(kv_cpul[layer]), pool.kv_buffer[layer])
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