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PR #n@R B 3EABAE&A: “reuse old cuda stream instead of endlessly creating streams”,
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TR

1. ¥ ANDO: python/sglang/srt/models/qwen4_exp.py H
Qwen4ExpAttention.self_attention, BAKEIE overlap_indexer 4% (&#A
self.is_gsa and self.alt_stream is not None and get_is_capture_mode() and
hidden_states.shape[0] < _QSA_INDEXER_OVERLAP_TOKEN_THRESHOLD) ., & PR
4K 4B, KRedrEH MR,

2. BoFE: 4B with torch.cuda.stream(self.alt_stream): B4 E M
self._prepare_gkv_gate(...) AAZABIZE, EEREE
self._compute_gsa_topk_indices(hidden_states, positions, forward_batch),
topk_indices /RKIBAE alt stream E=4, HFH 4@ attention_kwargs|"topk_indices"]
f&45 self.attn(q, k, v, forward_batch, **attention_kwargs), #¥)IERLZAE T,

3. BARPRAFRZFLRE: current_stream = torch.cuda.current_stream() 5
self.alt_stream.wait_stream(current_stream) A% 4% _prepare_gkv_gate Z 8], Hit
alt stream REFERNRBERTIAE, indexer § QKV/gate EE&ENTES;

current_stream.wait_stream(self.alt_stream) 5



topk_indices.record_stream(current_stream) A{LF self.attn Z R, fRiE attention &
BRI, FREZFLEREFICERENRAL,

4. MHEAMA BRI JE overlap B9 elif self.is_gsa 2%, BAKIE capture X TH QSA
BRREFERPIT, ITHARELRET; fused_sigmoid mul 5§ o _proj IaKRKF .

5. MREERERE: AKREEFNRA M. BEIN XK, BIEKBEE R EERN
test/registered/e2e/models/test_qwen4_exp _models.py (4-gpu-b200, mA&#ER) UK
PR body ## profiler RIE&EE, BRVHIFATANETEE S,
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« python/sglang/srt/models/qwen4_exp.py (BEik MBI, K7 source; £ core-logic
. f&5 self_attention, _compute_gsa_topk_indices, _prepare_gkv_gate) : 4~ PR —
R X, Qwen 3.8 next (qwen4_exp) BAEISZIFH QSA FHBIERE XK overlap 3#
AW, stream E T XM ERERLAE QwendExpAttention.self_attention,

. test/registered/e2e/models/test_gwen4_exp_models.py (#E3R 333N ; K7 test;
KA test-coverage) : AN PR REKZXMH, BEREE—NIIEFE: 1FE = REWIZIFE
MR (4-gpu-b200) A EFEN, WA KGR BT K EIRIP,

XS QwendExpAttention.self_attention, _compute_gsa_topk_indices,
_prepare_gkv_gate
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python/sglang/srt/models/qwen4_exp.py

A PR E—EN X, Qwen 3.8 next (qwen4_exp) R SILHH QSA HEIEE AR
overlap ZEEN, stream E T XM EREE L EE QwendExpAttention.self_attention,

# Qwen4ExpAttention.self_attention (BKsHEHA)
# ZTE S torch.cuda.stream(self.alt_stream) £ TF X R ®F indexer it &,
# (LB M _prepare_gkv_gate Z RIEREZ G ; BRRE N EEFRIFRNM.
def self_attention(
self,
positions: torch.Tensor,
hidden_states: torch.Tensor,
forward_batch: ForwardBatch,
) -> torch.Tensor:
# XY QSA. B alt_stream. #&&F CUDA Graph 3R / EKES,
# H token ¥R T HERF R AR overlap B2,
overlap_indexer = (
self.is_gsa
and self.alt_stream is not None
and get_is_capture_mode()
and hidden_states.shape[0] < _QSA_INDEXER_OVERLAP_TOKEN_THRESHOLD
)
attention_kwargs = {}
if overlap_indexer:
# RRGIE alt_stream FER, ERE EEANBOERTE:
# indexer Ri% hidden_states / positions, R HEREFEEHN QKV EE,



# XAt indexer 865 _prepare_gkv_gate B GEMM EEE S,
current_stream = torch.cuda.current_stream()
self.alt_stream.wait_stream(current_stream)

#IRFENEZ— QKV + gate EEZEARE| R,

a, k, v, gate = self._prepare_gkv_gate(
positions=positions,
hidden_states=hidden_states,
forward_batch=forward_batch,

if overlap_indexer:
#IMFENEZZ: stream ETFXREE indexer itEARE,
# |5 RN E T XHRHE _prepare_gkv_gate Z &l, PR FFEMRELS S K
#ARBIRIER; Kb indexer ITERE—% self.alt_stream LEHUT,
# RZ fork HAMET QKV EEANRZE.
with torch.cuda.stream(self.alt_stream):
topk_indices = self._compute_gsa_topk_indices(
hidden_states, positions, forward_batch
)
# ERAEWES alt_stream: {RiE attention SE# topk_indices BB %Ko
current_stream.wait_stream(self.alt_stream)
# topk_indices & alt_stream 4 Bo. BER LM attention JH %,
# EPTE alt_stream ¥ E RAREAGALICI ER L, BRIEAMEIL
topk_indices.record_stream(current_stream)
attention_kwargs["topk_indices"] = topk_indices
elif self.is_gsa:
# 3E overlap (3E capture SEBME) BARFERPUT, THAFRE
attention_kwargs["topk_indices"] = self._compute_gsa_topk_indices(
hidden_states, positions, forward_batch

attn_output = self.attn(q, k, v, forward_batch, **attention_kwargs)
if gate is not None:
if attn_output.is_cuda:
# strided 3D gate LA B E"RBENAZ, B reshape ¥,
attn_output = fused_sigmoid_mul(attn_output, gate, inplace=True)
else:
gate = gate.reshape(gate.shape[0], -1) if gate.ndim == 3 else gate
attn_output = attn_output * torch.sigmoid(gate)
output, _ = self.o_proj(attn_output)
return output
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