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PATHRE

« —AJiE: reland QSA E4E gather #FEMEE, extend 75K K

« EMME: BEEBIRERRETHEBR—ECRA—ITRE, EA2EMREMmIELH, FEiX
XE=4: %B—, i update_key_state_and_compress B extend 5 paged eager WA
Ak, #IA clamp RERA T A RMRK WAR—KERZ, =, MIEEHIAKRER group
M EREZET W EELTE group BE, FAR, WRKA mask/ EEMEEEHE—
1T 8=, BWAN—" M3 chunk T#k3E compress_ratio BEAEZ"BIEM, FULER Extra.
AMD ROCm 10 % Cl AR ET A B, ZHREAERZH #33426. #39061,
#39219 & reland, A& PR ®=[{EX"ER FnfIHR/AMULIRE W EERH6,

TN EES BAL

PR tn@R B S BASIHL: Reland fix(gsa): clamp the compress gather to the rows (#38346)
, BREFTTE #38346 B9 QSA E4E gather BFMEE; PR body RARE TR, KiHHUH
PR, 2546 #39405 (Revert #38346, #33426, #39061 fo #39219) WAL ET X4, &
BEAE R MERRIREH PROBREPHIETRE, R PR BEFEMRE, REMZNKE
update_key_state_and_compress B extend 2% : FX 51475 H compress_member_rowsl:,
None] + arange(compress_ratio) ¥3&, %A% forward B token_k 1TEHAZE
compress_ratio BIEEHEER, &E—1 group EIRRII B H source_keys.shape[0], B
X source_keys ff gather & &AL (AEBXHERAR o XHFEAB RuntimeError

(“QSA metadata is missing the precomputed write plan”) FBRIZEZR W RIERS 5, 40K
clamp Zxb_ER—23 F4RIP,

TR

1. ZBANO: E—REILT python/sglang/srt/layers/attention/gsa/gsa_indexer.py B
Qsalndexer.update_key state_and_compress., ZAEEE forward FIREE AL
key # compress_ratio 4R, MALFFER|ELEEA metadata.write_locs, & QSA K38
M TR key RS Bl TEYE keyl BOXE—Bk,

2. BRBUEALE extend 2% AIERNEM metadata.is_cuda_graph B3R, BRI
write_locs BEAE, EIEMET TN RA extend 4% : member_rows =
metadata.compress_member_rows.long(), FEJE group_locs = member_rows[:, None]
+ torch.arange(self.compress_ratio, ...), source_keys = token_k, XEBHa&BRIZE"
A# chunk REA group #EE”, i chunked prefill BEER chunk £43F R A H I



group X5, T& group_ locs BIEA(E® X rows + compress_ratio - 1, #FH.

3. BEshE: & source keys = token k Z & BifE AN group locs =
group_locs.clamp_max(source_keys.shape[0] - 1), 3%&3%F clamp MAEREE R3] =
mask, ZEA clamp iLBFRFGRU AR RE—IT: RIlE&E. BHFHRER BEE
4 average_pool_gsa_keys BRI ANIEAE; RINEREHB group KEE Rt &
JE—1T. B—% % (paged eager / speculative fallback) it

metadata.compress_group_ring_locs B, group_ring_slots BX pending ring 80, & 0O
RRAFR, HORMEFLIE,

4. FTHEm: group_locs TE self. use fused_compress(pool) A EEHMELA
self._fused_compress_store(pool, group_locs, compressed_locs, source_keys=...,
source_rope=...), AMREAT key_groups = source_keys[group_locs] 5§
source_rope[group_locs[:, 0]l BT clamp #IKAE use_fused_compress ¥R Bl, B
SN2 S eager pool BZR R R, BHET RE—FKEZ T ILRRK,

5. BEIEM: AR changed_files_count = 1, +1/-0, BA FESUE KB ANRA M. BBE
TR XA ; E—IERBEERIEE Qiaolin-Yu EIFWR AT /tag-and-rerun-ci, Cl RA
85K Latest PR Test (Base) 3E3iB4T, Extra § AMD ROCm 10 AANRKE ALK, PR
ERA— commit (FF ehuaa) WIFERTHREFH

RS
. python/sglang/srt/layers/attention/gsa/gsa_indexer.py (#&£3R SFE KRG &; £5|

source; £ core-logic; &5 update_key_state_and_compress,
average_pool_gsa_keys, fused_compress_store) : ME—Z E X, HE QSA RI|EE

e NBZRWE—% 4, +1 1T clamp RRMREIPRLE AZE eager ML TIHERZ,

XEFE: update_key_state_and_compress, average_pool_gsa_keys

KEERAD B

python/sglang/srt/layers/attention/gsa/qsa_indexer.py

E—TE M, W2 QSA RIIBEHES ABANE—%FA; +1 1T clamp ARARIPFRERNZS
eager B TR,

# python/sglang/srt/layers/attention/qsa/gsa_indexer.py

# Qsalndexer.update_key_state_and_compress: 3BA&# forward BB A key 3 compress_ratio
DML,

# BENEBEN (metadata.write_locs) o K RTEHEMAKIR: extend chunk B packed token_
k,

# = paged eager (speculative fallback) B pending ring & O,

if metadata.is_cuda_graph:
self._compress_decode_cuda_graph(metadata)
return

if metadata.write_locs is None:
raise RuntimeError(
"QSA metadata is missing the precomputed write plan; the "



"sparse-attention backend derives it from the batch lengths"
)
if metadata.write_locs.numel() ==
return

group_end_positions = metadata.compress_group_positions.long()
compressed_locs = metadata.write_locs

if is_extend:
# Extend chunk 3% group X3F: &4 group B R4T = AE4T + [0, compress_ratio)s
member_rows = metadata.compress_member_rows.long()
group_locs = member_rows|[:, None] + torch.arange(
self.compress_ratio, device=member_rows.device, dtype=torch.long
)
source_keys = token_k
# AR reland B9XEE—1T: A% chunk RGREFIET compress_ratio BIEERE /N R,
# ®&E— group HWEERITE S4BT token_k 89473k, HE#E gather BRI &
# k3| [0, rows - 1] ERINEER, REHOKABMAEEBRFE TS5,
group_locs = group_locs.clamp_max(source_keys.shape[0] - 1)
source_rope = metadata.extend_rope_matrix
if source_rope is None:
source_rope = build_rope_position_matrix(rope_positions, token_k.shape[0])
else:
# Paged eager 1T (speculative fallback) &XE&% ZK— group,
# KA IEHFZ pending ring B0, BOXRARAR, ARATE clamp,
group_locs = metadata.compress_group_ring_locs
if group_locs is None:
group_locs = self._group_ring_slots(
metadata,
group_end_positions,
metadata.compress_sequence_ids.long(),
)
source_keys = pool.get_gsa_key_state_buffer(self.layer_id)
source_rope = pool.gsa_rope_position_buffer

# clamp #AE fused HI¥r=ZAl, E fused_compress_store 5§ eager BR¥KEEIZ F BT Z4RIP,

if self._use_fused_compress(pool):
self._fused_compress_store(
pool,
group_locs,
compressed_locs,
source_keys=source_keys,
source_rope=source_rope,

)

return

key_groups = source_keys[group_locs]
pooled = average_pool_gsa_keys(key_groups)
compressed_rope_positions = self._rope_from_matrix(source_rope[group_locs|:, 0]])
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1. BEEHRERRE (FF) : clamp_max S FFER source_keys.shape[0] - 1,
BIE —4T#E £ 3t A\ average_pool_gsa_keys, ZHEA group BIMILLE RS UIER A
JE48 KV £/, A4 group WREFABSTHESKRRMNME; RAEZ group B4k
SWTEBEEE X—RIERTALE, MR REEFANHRSOERIERX — 8,

1. BB = RahP & QSA EERSIEBRIR, 18 PR R / BB X4 HREZ%E
MRS E PR#38941 &Mt test/registered/unit/mem_cache/test_free_kv_row_coalesc
e.py XEHEM) , XEREBFGRBELEE Cl PEIN, WLEAMIBKEREHREYI,

2. reland ARENFE: #38346 CREREH W #39405 ER, AUK reland RIBZA review
EFE. body checklist 88k 43k, B Extra 5§ AMD ROCm 10 Fi%k CI SR/K&BREK

JERIE AN WREABCKBE EARK TR TRA, NQTE; ERAEMMFEHERX —4
%o

3. 3RZEME /e clamp_max BEERTTRE T, KEMEA [group £ , compress_ratio], FF
B ABE; eager BBIZARGIANESS kernel, AN LE—BITAERE: UARFEIAE (X
fihk CUDA WiE) , IEHIRT HL A group BEMUHILIE, HERRM T AR Z A
BERRRE, XXTWNERF, - R PrEEREERBA QSA Ri| BEHEBIZN
A E3R4TER: RA update_key state_and_compress B extend 2% (chunked
prefill) E BRI group REW APz R. AP MK ZBER—KBENBITF
/ B3R, BB EEKFF chunked prefill 5 CP (context parallel) A& TEHh%: KM
RUAF group IELE key B EERE—T ML ERMK. AEE@ARETED. THKiE
SEMREEM, EE. W, HiCache, PD  BEHMBREY H, HAEE, &
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« PR #38346 fix(gsa): clamp the compress gather to the rows this forward has: 24~ PR
R IEE, ¥ #39405 MEEBR/GEAVKR reland RAHEKRE, EEMAKSEENEELRR.

« PR #39405 [misc] Revert #38346, #33426, #39061 and #39219: #tEEREAREEH
PR By#/E, H key files 84 gsa_indexer.py; 7 PR ZiX#tEI:R & AEFMEIRE,

« PR #39061 Fix MUSA detection in compiled prefill path: 5 #38346 [E#tEEIRAY T %
PR, RAFEIE prefill/ FRABE, "ENHARIEL reland TESFERENSRE,



