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JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/39426

PATHRE

« —A]iE: &8 unified cache C128 W FERKKXAES

- HEDE: E/FR, EERAERBEMERLRA: —& base.py ¥ floor_cache_len
B "min ZEBRMAEFT " IBEX, BRETEHERANKEDE RN, 3E NI
IABEFKIE prepare_for_caching_req B; =& cache_finished_req T MEEEX &4
H A (free_from, len(kv_indices_full)) B9¥|#E, XRMAM " ARFEZF—T " M, BN
XFHR free_kv_row BIARF / FEBAR—EIL,

BIEEE: NiZBEANTMEN (B2 EAGLE 53 EAGLE T floor_cache len By R
{H. KK tail_free_start == len(kv_indices) BtépFE&H o X / R x) , #FA
floor_cache_len & " B FRBIKT cache protected_len" IE RARK M=, BHS AL
L AR —ERES H IR ERR

Th RES EAL

PR body BABAIE HBANEHHL: 1) "Current runs have revealed the need to check
unaligned truncation boundaries, so as to prevent the end of the previous interval from
overlapping the start of the following interval", BFSZFREUAES & I A& X A K34 7T gk
H—MMBRKEXESE—1NXEES; 2) "For the DeepSeek V4 NPU platform, independent
C128 cache management is used. When performing alignment truncation, the C128
alignment length (12814=2048) must be taken into account. The floor_cache_len in the
component is invoked in the unified cache.", Bl NPU _t DeepSeek V4 {8y C128
SHEEIE, BEETSHIE C128 MFTHE (12814=2048) M TFERE, ZKHMEKE
PR#38251 ik, 1EEARE Speed Tests "has no impact”,

SRR

1) BAGEELIIAMNFREYA: python/sglang/srt/mem_cache/unified_cache/components/b
ase.py #38 floor_cache_len(cache_len) #F, docstring #tBAHIEXZ " FEFTR HHFH
prepare_for_caching_req Bl & REKER min 2/, BARSHEHAREEKE ", BRIAXL
MEFEREANS, XH# Full / SWA / Mamba SIEBHTHAREARE, RAFHERNFTE
KOAHA RS, BTHRERENEDYT E.

2) £ C128 AHFIZIITFT: python/sglang/srt/hardware_backend/npu/dsv4/c128 sidecar
_component.py &5 floor _cache_len, £ H prepare_for _caching req BE—FEN



——EAGLE (bigram) 3#&%8 1. #% group_tokens = 128 *
self.allocator.c128 attn_allocator.page_size 1@ FEE., BHAME 1, {RiE sidecar TLEEE
BEHEEARERN key KEDORFE—K,

3) EZ— radix cache AN ERHNKEMRE: python/sglang/srt/mem_cache/unified_r
adix_cache.py B cache_finished_req 5 cache_unfinished req #, ERA
prepare_for_caching_req BR min BIfERZ )G, #¥G effective_cache_len =
comp.floor_cache_len(effective_cache len) &%, BKE min ZEMIEZRIEXHE: 4 floor
B min 2% min EHITEEF. 7 cache_unfinished req %R R THiE RadixKey 2 Al.
effective_cache_len <= 0 B3R¥|KTZ /I, ENAFERES 0 REEZERERR A TE
prefix_indices, A=A,

4) BERKXE|ES: cache_finished _req & ranges = [(free_from, len(kv_indices))] 53t
EREREE (tail_free_start, len(kv_indices_full)) RATHKMAEM, BT tail_free_start =
max(effective_cache_len, req.kv.cache_protected_len) B len(kv_indices) ==
effective_cache len, RZE tail free start <= len(kv_indices) BRI EBRE B LA KT3A R
e BEAREE. HAR—TL; #FBEKAN ranges[0] = (free_from, len(kv_indices_full)) &R
—ANXE, BUAEHM, BRLELE CBEESR) SEERS free_kv_row,

5 MRAEEERE: ARXXEEMUNRAXHEZTE, WRAFEREMSBIFREE;
floor_cache_len B EAGLE / 3 EAGLE R&H2 X UK RE&H 0 X EERDVBENEE, Cl HHE
PR body B PR Test (Base) #@i¥, Extra § AMD ROCm 10 A&, {EEEIT W+ R E it
% /rerun-failed-ci, XA EFRA—IR Merge branch 'main' BE &3,

KPS
« python/sglang/srt/mem_cache/unified_radix_cache.py (#3k %—2Z54H; 2% source

: EA core-logic; &5 cache_finished_req, cache_unfinished_req) : %— radix
cache IO ERK B, 1E cache_finished_req / cache_unfinished_req #hnA
floor_cache_len B_ME&NE, HEEBMELS RAFEEERXEZELENNEHZE
. BAKRME—EFTA unified cache B P B EARAD,

« python/sglang/srt/hardware_backend/npu/dsv4/c128_sidecar_component.py (iR 2
BEGHAM; EB| source; £ core-logic; &5 floor_cache_len,
prepare_for_caching_req) : C128 sidecar A& AR FiZ 8B 0k — STHL A,
floor_cache_len AT prepare_for_caching_req 8y EAGLE JB— / xb—5
128*page_size BREHMM|, RZET NPU DeepSeek V4 ESZFRB AN radix WK E,

- python/sglang/srt/mem_cache/unified_cache/components/base.py (1R AR, 3%
5] source; FE& core-logic; &% floor_cache_len) : AL FE floor_cache_len #
¥, EXTAMBRKEMERA, BRAESFIZIRIE Full / SWA / Mamba SELR AHATH
BN, BAREDRITHE S

X5 floor_cache_len, cache_finished_req, cache_unfinished_req,
prepare_for_caching_req, free_kv_row

KR F B]

python/sglang/srt/mem_cache/unified_radix_cache.py



% — radix cache WAL ER S . T cache_finished_req / cache_unfinished_req #in A
floor_cache_len B ENE, FEESMELSRAMNFEEBKX BELNNEHFZE, 2
ARME—Z AR A unified cache AP B ZERL,

# python/sglang/srt/mem_cache/unified_radix_cache.py —— cache_finished_req()

TR KEN RS XE K

# E—ME: &AM prepare HIRE B S TEZH cache K&, AAFE min
effective_cache_len = len(token_ids)
for comp in self._components_tuple:
cl = comp.prepare_for_caching_req(
req=red,
insert_params=insert_params,
token_ids_len=len(token_ids),
is_finished=True,
)
if cl is not None:
effective_cache_len = min(effective_cache_len, cl)

# BB (BRORFHE) : min ZEELESNESM—K " X5 TEE Y,
# R REEHB: % floor B min, SAMHEHANNFXESE min EHITE.
# C128 sidecar REXBIKEEF| 128 * page_size BIEHIE,
for comp in self._components_tuple:
effective_cache_len = comp.floor_cache_len(effective_cache_len)

# I BERBN; BIPBRHLICIK (tail_free_start) , MES AN TR B—RBEK
kv_indices_full = kv_indices
tail_free_start = None
if effective_cache_len < len(token_ids):
tail_free_start = max(effective_cache_len, req.kv.cache_protected_len)
token_ids = token_ids[:effective_cache_len]
kv_indices = kv_indices[:effective_cache_len]

# ... BLAEEERME RadixKey. insert. prompt 3EINBIEAEIZE ...

# BRARNFREE (+ ZEHNERED) .
# A tail_free_start >= effective_cache_len == len(kv_indices),
# tail_free_start <= len(kv_indices) B ERERE R ER AR B T34 AL & BAREE.
# EHR—T; EAMEFR—XE, TN free_kv_row SUKEIEAR / EESEE,
free_from = (
# min(): ZRIPRISR T RE DRI AMRTEY cache_len, B free_kv_row REFEZAFEE
min(reqg.kv.cache_protected_len, len(kv_indices))
if result.rotation_tail_declined
else page_aligned_len
)
ranges = [(free_from, len(kv_indices))]
if tail_free_start is not None:
if free_from < len(kv_indices) and tail_free_start <= len(kv_indices):

# ARERAZEAEREN RN BikZ| kv_indices_full KRHENKX |g]



ranges[0] = (free_from, len(kv_indices_full))
else:
ranges.append((tail_free_start, len(kv_indices_full)))
self.free_kv_row(req.kv, ranges)

# python/sglang/srt/mem_cache/unified_radix_cache.py —— cache_unfinished_req()
84 [E 3k F
effective_cache_len = len(token_ids)
for comp in self._components_tuple:
cl = comp.prepare_for_caching_req(
req=red,
insert_params=insert_params,
token_ids_len=len(token_ids),
is_finished=False,
)
if cl is not None:
effective_cache_len = min(effective_cache_len, cl)

# LIS TR & A A ME RadixKey 5 effective_cache_len <= 0 B3R 71,
# EEERER 0 BASEAEA T A, fEERATERN prefix_indices,
for comp in self._components_tuple:

effective_cache_len = comp.floor_cache_len(effective_cache_len)

radix_key = RadixKey(
token_ids[:effective_cache_len],
reqg.extra_key,
is_bigram=self.tree_core.is_eagle,
cache_salt=req.cache_salt,

)

python/sglang/srt/hardware_backend/npu/dsv4/c128_sidecar_component.p
Yy

C128 sidecar AR AR FEZ B E—ZI, floor_cache_len £EA T
prepare_for_caching_req 89 EAGLE JB— / #f—5 128*page_size BREMN|, RET NPU
DeepSeek V4 ESZFRE AN radix #EIKE,

# python/sglang/srt/hardware_backend/npu/dsv4/c128_sidecar_component.py

def prepare_for_caching_req(
self,
req: Req,
insert_params: InsertParams,
token_ids_len: int,
is_finished: bool,
) > int:
# IEIERM token XFFEH| C128 A E, FEIRAEY sidecar WE A insert_params
logical_len = token_ids_len
if self.tree_core.is_eagle and logical_len > 0:
# bigram: EAGLE TF key KEL token 0 1, SR—UMFFRRE



logical_len -=

group_tokens = 128 * self.allocator.c128_attn_allocator.page_size

cache_len = logical_len // group_tokens * group_tokens

num_pages = cache_len // group_tokens

insert_params.c128 value = self.cache.req_to_token_pool.req_to_c128_sidecar]
int(reg.kv.reg_pool_idx), :num_pages

].clone()

# BAMNE 1, PREREINKES radix key X —3K

return cache_len + 1 if self.tree_core.is_eagle and cache_len > 0 else cache_len

def floor_cache_len(self, cache_len: int) -> int:
# ARG : min() LEHASKEMNTRELHE C128 R,
# XEMAE—m TERE, RIF sidecar WEHEZEHK. FHIENEAE,
# BREIN M5 prepare_for_caching_req 84 —3X (& EAGLE 88— / *b—)
# TNFEARHE RN KE S LTS,
logical_len = cache_len
if self.tree_core.is_eagle and logical_len > 0:
logical_len -=
group_tokens = 128 * self.allocator.c128_attn_allocator.page_size
floored = logical_len // group_tokens * group_tokens
return floored + 1 if self.tree_core.is_eagle and floored > 0 else floored

python/sglang/srt/mem_cache/unified_cache/components/base.py

AHFEEHIE floor_cache_len #9F, EXTHAMBKEMRREA, RIANEZESZIRIE Full /
SWA / Mamba EBbRE BT AZTEMN, EAREDRITHE S

# python/sglang/srt/mem_cache/unified_cache/components/base.py

class UnifiedCacheComponent:

# ... 4 match / insert / evict $#F8 ...

def finalize_match_result_in_cache(self, params, result):

"""Cache-level finalize after the match walk.
return result

def floor_cache_len(self, cache_len: int) -> int:
"""Constrain the combined effective cache length after every
component's “prepare_for_caching_req” truncation has been min'd."""
# EXBINES: RBEZHBTFHNAME (Full/ SWA / Mamba %) THAZETE,
# RAEBHT ERNFERNAMG (Hlin NPU DeepSeek V4 89 C128 sidecar) 7 &E.,
#RAARIEE min ZERAHINT BITRAAS R, BERANAHFSER
# A —NEABREENER, SAGASNETEh I BATRIEERE.
return cache_len

i A
A PR ZABAEAT inline review 1#i® (review_comments_count = 0) , PRA{L reviewer (
sglang-npu-bot. iforgetmyname) 3 A4JCIEX# APPROVED, RITA#ET R EEM PR body 5



RFERIE:
sglang-npu-bot / iforgetmyname: APPROVED (& IEX)
vstone-w: /rerun-failed-ci try again again again; sglang-npu-bot: /tag-run-ci-label

TIRAEE RIS " A A H—, AMTABEBXRIFEMIFK floor_cache_len fif & ES
prepare_for_caching_req——EARIER " AEBAR " BEFRE " RAMFRE ", AEIEX
TR, EEIRARETEALE min Z/5RA; =, C128 BEREXIUEH
prepare_for_caching req El—%& EAGLE B— / #h—Z1, FTNFEN key 5 PRI AL
. H=, CI & Extra 5 AMD H/K& LR, EERUERER, RIULKEREEDH,

o A A FBXEFEREF R IR F floor_cache_len, MIAREZEIH A prepare_for_caching_req
(design): UFIBELHF BRAESF) BAF %M, mEREEA AN, P reviewer (
sglang-npu-bot. |forgetmyname) FIEX APPROVED, FiZHHIX,

- B AR FAREE. HAR—TIQMEH (correctness): BRAE free_from <
len(kv_indices) B tall_free_start <= len(kv_indices) Bt&3# A (free_from,
len(kv_indices_full)), &MA append; %% X% BRI REREEITAEER G,
- CI £ Extra 5§ AMD ROCm HiK& R4, [RIXZHMER (testing): K I K KR B Q47 =k
G845, &AW sglang-npu-bot &N ; TEHARSFER A RZESZE)T,
« BRAOEBETNRE ZE (testing): UIFH B PR#38251 BIEARISIE (accuracy &BE) AR EM
, BEREA =Y E XN,

R 5 B

« RF&: 1) HERIZEVINEE: cache finished_req FBKX 8] & H ks TR
unified radix cache AP &ESEBNRBE (RRZ NPU/C128) , &3Ho X WHE
free_from < len(kv_indices) and tail_free_start <= len(kv_indices) B RIZEMT
tail_free_start == len(kv_indices) (EA tail_free_start >= effective _cache_len ==
len(kv_indices)) , —Bk3XE tail free_start iEEXZEATTUE /N, X w\f*é\ﬁ?%fﬂ?ﬁ/\i
, BXHES.

2) XFIMFHRES: for comp in self. components_tuple: effective_cache_len =
comp.floor_cache_len(effective_cache_len) BIZFHAMHINF EH/TERE, YEZMNMAHELZBFHAR
RAER, &E—NEARERETRERIFA— N RTFRIE RRIFERET AR . YaIR
H C128 A BE. HANEESH, FUEREZS, BAEKRARD " WAEHZIRE "
BIBABR A E

3) ETXRFRIERE: floor_cache_len ZJEHEPUT RadixKey(...).page_aligned(self.page_s
ize), MEREBEEI, C128 XE 128*page_size 161F=& page_size BIE¥fE, ELILER
SHEA, BXERESEES, & C128 WERK page_size RETHEEZE X,

4) BRAOTRFIEGMNR: floor_cache_len RRIELER AR T reqg.kv.cache_protected_len,
¥E cache_finished_req & tail_free_start = max(...) $J&, 18 cache_unfinished_req £
1T kv_indices = kv_indices_orig[:effective_cache_len], ZTEREEE FTZHEIFAIZE,
prefix_indices 5&Z4&xIF KV Z A —FMEZAE MIRIRIP . AORKFTIGETEHN,
floor_cache_len 8 EAGLE/ 3E EAGLE X faR [ &H oL EE,



5) CliF#EARE: PR body # Extra 5§ AMD ROCm 10 J/K&E AL, EERMT £, TE
MR BT R IR R Bh R B B S2 T,

« ¥ XA NPU L£354T DeepSeek V4 (HEREHA C128 sidecar 5 unified cache) 8
HEBREEZHZA, ZEEKESMERA, TEHEF C128 HKFEHFRLIXTENER. K
EBEBRXEES SR KV HELS EIR; %38 GPU RBEEALBRAES LI, C128 AH
125, KEMWRRBRFEITALRE,

Xt&%: unified_radix_cache.py BG—E B F, ARG " AHEAERAR "W LELTE=H
BKEMRBREYA (min — floor) , EE&AMFNFERNAG (HHAFRTF. REMER. 2
T sidecar) #RFLUBRAXMNEF, BTITERANEMZED, BRXEEHNEBET
free_kv_row BIBIANAZE (FFF. FESB) , XRNFEHEMRMEEEIKE,

STREIBA: B&BH1R 24 4T. 3 N, review AR, {EFEAL reviewer 2 NPU/ SENEA
MBS RFIRE, O EZRREARAMLEN,; RRARNE, BELEM (40 unified
radix cache BREEP) X AMEE B H BT B IR,

« RFEHRE: ORARE | ROMRES | Cl R&% , MTHERE B EHEXMHE

RERIREE

« PR #38251 unified cache 5 DeepSeek V4 8 C128 &M eksh (R PR) : PR body ER#4
BB "splited from: https://github.com/sgl-project/sglang/pull/38251", AXMEE ZiZK
SHEYIR R %M, EIER —ThEE&K.

« PR #39567 [HiCache] Forward prefix metadata to v2 storage calls: [@A KV cache 7©
PR/ ARG RERAR LLEERNTESRNERMEEE (cache_controller.py.
hybrid_cache_controller.py) , 54K " AGMBEKERERBA—EF " B R LR
No

« PR #39295 [SRT] Clean up no-op compiler pass, dead helpers, and migration tests:

E k& python/sglang/srt/mem_cache BX (buffer_mode/buffer_page_cache.py) ¥
PEREAHLEN R EZE, WEHIZ B KA TIFEES / SRS, R PR NRBIEERXRIRE
SEMETSBIRXERFTRA,



