PR #39423 ZEIRLE

sgl-project/sglang
[NPU][Bugfix] Disable pinned memory to fix DeepSeek-V2 DP-attention hang
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MTRE

« —A]iE: NPU 2 pinned memory, &5 DP #%,

« WEME: EEER (Y5 298 . NPU FE4EFE0R: XE—NEAN (FEHEEE
HEZLBRINMESEP £, 7 TRshRRBEME, E=AHRE: (1) Afta
IR T LAF return False MR BIRHE device DX BMNIFET EF XA —FERILRIAMELK
8315 SRTPlatform —3k, BRESKAEHX; (2) WAAAAMEILEN (#36472 1E&
ME + Ascend 910C TestDPRetract EM) A TR FHIEX] &FH; 3) EFE
RS R T RO B R EFERIRER issue, E% remove comments 25 RE|—4TT
fRFZE) return False,

TN EES BAL

PR body PAFBATLBAME : #36472 ik NPU ML AFATEI#HTH9 NPUSRTPlatform, izt |
Unlike the base default (is_pin_memory_available=False), the new class returns True,
silently switching hot paths such as the next-token-logits copies and the xgrammar
bitmask allocation to pinned memory with non_blocking H2D copies] . BT torch_npu
B pinned-memory + async-copy & X # &5t CANN Z84E, non_blocking H2D 1&R# 697+
{RIEZE NPU EFH AL, & compute / copy / HCCL =R H &8 DP attention 3= T
DeepSeek-V2 &iA|8RIE; 1EE ARSI I (#36472 fEETEE M DP attention 3R
PR R, UKK PR E Ascend 910C £ TestDPRetract EAEI) , H ARSI
#ZIXFR KB &4k decode buffer, HELFEE X IIE5E KR B X R LZE%EE,

LI AE

1. EAEVIANDHUKSGEREE: 2K python/sglang/srt/platforms/npu.py #
NPUDeviceMixin.is_pin_memory_available, R5EIZE [ldevice FFXFBFRHEEFT cpu i
R[E False, TNRE Truel , 5 SRTPlatform EEBRIAK False #KR; IEHE return
False (+1/-3) , Mk device 4 X ¥IWr, A TLIE npu T&E cpu EREF|F —NEER,

2. ¥MEREREZ: B ERFEEUBEE— [RT AW pinned buffer] FFx, FrARIEY
|t 9 R PR A2 ER S EIR B pageable memory + R H2D, PR body S & HRAEE
next-token logits ¥ N5 xgrammar bitmask 2B2; Xt &Eek#E DP attention T copy i
FBEEES HCCL / compute FAMESMIRFFRIE, FHEFRZEBHEKR,

3. MR E P X5 test/registered/unit/platforms/test_platform_interface.py #
test_pin_memory_available_for_npu_targets BRI =M= B assertTrue BXA



assertFalse, HFxh % 3 {3 Pinned memory stays disabled on NPUJ , &%
None. "npu'. torch.device("npu", 0). "cpu". torch.device("cpu") ZFFAZ,

4. XGRS commit 9933d13 EREKRSN, FESE commit cc1ab2f (message A remove
comments) MKRIBRESMFG TR, RARBEXFERREAEMNRXHES PR body #F,

5. ESEE: RAMEM. XHKIMBEAKS), FTEMRLEEFX, BTEERKRIAMTIA;
PR body 3#iXE%4: [Re-enable only after the pinned-memory async-copy semantics
are validated against CANN (optionally behind a debug env var first)] .

X4 A TEEH
python/sglang/srt/platforms/npu.py JRAY NPUDeviceMixin.is_pin_memory_a

#s  vailable TE4RE False, EE|
#36472 ZRENX

test/registered/unit/platforms/test_platfor &  BrE 23X assertFalse, TR
m_interface.py BEE Bt TNPURJRBHpinnedmemory]
HAE

R

« python/sglang/srt/platforms/npu.py (13 NPU & ; 253 source; R core-logic;
45 NPUDeviceMixin.is_pin_memory_available, NPUSRTPlatform) : Pg&— B8RS BRBH =,
: NPUDeviceMixin.is_pin_memory_available AA TCPU iR[El False. HE&RIRE Truel K
ATEMY False, BE#FERZE NPU L next-token logits # 15 xgrammar bitmask 4 Be2&
Z1E R pinned memory + non_blocking H2D, & DP attention ¥R EFT %,

« test/registered/unit/platforms/test_platform_interface.py (it F&#EM; K7 test;

Vil =]

E AR test-coverage; FF5 TestPlatformInterface.test_pin_memory_available_for_npu_t
argets) : 8 INPU _E pinned memory T[] k= REABENFTH, HFIDEBERR
A ERERITAERE—B in-tree BaIMLF,

XS NPUDeviceMixin.is_pin_memory_available,
TestPlatformInterface.test_pin_memory_available_for_npu_targets

KR Fr B]

python/sglang/srt/platforms/npu.py

e —BRALBR BN & . NPUDeviceMixin.is_pin_memory_available A [CPU iR[E False. H&
RE Truel RATLEMY False, E#FRE NPU L next-token logits ¥ 015 xgrammar
bitmask S BEEEEA pinned memory + non_blocking H2D, & DP attention ¥ 8 %<,

class NPUDeviceMixin:
""NPU %% 8 mixin: NPUSRTPlatform X B3 torch_npu # A SRTPlatform, "

# HRREETE A% (get_device / set_device / get_device_name /
# empty_cache / synchronize / get_available_memory %) #&FEAE, HAEEER,

def is_pin_memory_available(self, device=None) -> bool:



# AR PR B9fE 8 & LEMRE False, M FEER PR#36472 ZHIBIIT A,
# |HEZIA ldevice & "cpu" BFiR[E False, TN (& npu) RE True] ,
# &1tk next-token logits #15 xgrammar bitmask 2BtE £

# pinned memory + non_blocking H2D,

# torch_npu B9 pinned + async copy & X &5t CANN Z84F,

# non_blocking H2D K& R FRIEAE NPU L R&K3L; DP attention F
# compute / copy / HCCL £ % 8F, DeepSeek-V2 <[a1& IS,

# device 28R BAE: BAKGE "npu" TR "cpu” EFLEF| False,

# BAFRAS TT AL XmMBEREANIF R pinned memory,

# BEFFEM: &E CANN LIS pinned memory BB # ILRFIEX,

# AR debug FRIETEMRE,

return False

class NPUSRTPlatform(NPUDeviceMixin, SRTPlatform):
"ZRIAEY in-tree NPU SRT &5, "

def get_default_attention_backend(self) -> str:
return "ascend"

def get_dispatch_key_name(self) -> str:
return "npu"

def supports_fp&(self) -> bool:
# NPU E4L/a3AL T hardware_backend/npu/quantization
return True

def support_cuda_graph(self) -> bool:
# & hardware_backend/npu/graph_runner $# NPUGraphRunner #2t
return True

def support_piecewise_cuda_graph(self) -> bool:
return False

test/registered/unit/platforms/test_platform_interface.py

# INPU L pinned memory T B ERABZARTH, HFIUEEMERE; ©EIK
ITAERE—B in-tree BNMLFIF,

def test_pin_memory_available_for_npu_targets(self):
# Pinned memory 7£ NPU EfRFFXH]: torch_npu 89 pinned memory +
# non_blocking H2D B&/2KEtx+ CANN F2iE (I
# NPUSRTPlatform.is_pin_memory_available) o
base = NPUSRTPlatform()
# W=/ assertTrue YK ZH assertFalse: BRIATE. BR npu iE&. ER cpu
# RE=ZFMANSELHNA False, FiLk device ZREFFEITAR X,
# BORFARITH pinned memory m£ % DP attention 3%k,
self.assertFalse(base.is_pin_memory_available())
self.assertFalse(base.is_pin_memory_available(device="npu"))
self.assertFalse(base.is_pin_memory_available(device=torch.device("npu", 0)))



self.assertFalse(base.is_pin_memory_available(device="cpu"))
self.assertFalse(base.is_pin_memory_available(device=torch.device("cpu")))
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A PR BRAEAT review i (review_comments_count=0) , IWTWIEEEEEXE PR body 5§
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Bz, WX RAE Cl s11F: sglang-npu-bot & & /tag-and-rerun-ci, 7E& iridiumine BiJgE %
H /rerun-failed-ci; PR IRSK ER Extra RKEARKS, (B55H AXZEBOUEEAR E,
EFERNESE A commit BT —#F—RIMRIREMERE, RARBGE
is_pin_memory_available RF|—4T return False, MRS IR ES PR body.

« BEERNEEXA NPU 38 pinned memory (EI3R #36472 BIBRIAME) (design): &R (RS E
iR is_pin_memory_available TR E False, EHEESIRZIIX KB £ decode
buffer, FEFRIERIIENTRT RIS, EFFLEIE CANN FHHEIEX, "THH
debug env var X &, T reviewer £ HRITEIN,

« BIDMRKT S S5 BRIAMT AT (testing): MREGFATH—EK, RAZERE—H in-tree
B bR ; EAFEXFREEMNRE, RENBETERE,

« CI RSEEMRE (other): RA reviewer XL BOMMIEARAIRT, SEARKFBUALEN + B
MAZE, &A#H sglang-npu-bot &3F,
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1. MgEEZR (NPU £&) : is_pin_memory_available=False &1t next-token logits # 1
5 xgrammar bitmask %2 EZ:RE pageable memory + @ H2D, XREEESH
decode B2 L, PR body BRIk RA KB &%, {B Checklist #RA% speed
benchmark, SZfrLKREN,

2. BROIRBSRENINR: EEAMKLIERNHREZE DP attention + /N KV & + radix
retraction &£/ (SGLANG_TEST _RETRACT=1 Xt # TestDPRetract) , X—EIZ
E#H N in-tree registered CI; HEM R 4$i{E is_pin_memory_available 3R [El False :X—
FIR1E, ERFEHEAETF pinned memory, ERREREHE B abizs,

3. Cl if#E1m35: PR body B9 CI States B7Rr Extra /K& LMK, review iIEAZE, &
B sglang-npu-bot &%, WBAEAKEEZERZALEMMmMIELET CL,

4. MRBENE: JREBMIEEM remove comments commit #lfR,
python/sglang/srt/platforms/npu.py BEEFRBIAMXE; EFEMHE (CANN BBIE + i
FARIE) RAEET PR body, RERIMRAERF. IFREERIIRER issue F,

5. ERAA DX F&E NPU EAR#i is_pin_memory_available()==True £
pinned /X BRAE (I, buffer KE) IEERSER —KKR, TEHIAXELS X
T pageable & X T RAIEH,

6. EIEZIT: BKFXR NPUDeviceMixin, CUDA / ROCm / XPU F &R R %L,
BTerEARKK. - Zm: AFPM: Ascend 910C £ NPU ZEZB I DeepSeek-V2 +



DP attention (FEH BN retraction / /N KV FE / ZRAERMN) 7R T AHEREEER, =
AMEZERFA; RINE NPU decode B812% % H2D #N5HEM overlap, W EA/N
MEEZE EA, BERIEMBIE, ZRAEMN: T APL. TEE. T schema, LIREBHALTE
, BTERMTARER, MBHATRHMEPTZzm. BRAM: ET #36472 in-tree NPU F
USRI — MR D, HFAE—NRARI—HFeLXRERNKHEBEZELNZER
INME; BEEEN NPU EFEHA pinned memory, EEM CANN S5 # IURFBIE.
B debug env var &E, HEERIRERE)INR, - REFRIT: BOBEZBITAE
R, BROIRBIRIFEILEYIMIR , NPU decode RBEZMEREREM , CI iEHEMmI (Extrazk
), RS MG RAERE

KERPKZ

« PR #36472 5| X in-tree NPUSRTPlatform (4 PR && 835 ARKE PR) : PR body BRI,
B #36472 ik NPU HLEAEATEIHTHY NPUSRTPlatform, FHIEEEBRIAR
is_pin_memory_available=False %A True, &4 PR ZEERWNENIRIR; #36472 1F&
WA EH DP attention B WL F| DeepSeek-V2 %, 1% PR FEASRIZMEIF £ 5] X
H, REIREE body FHIA EBE,

« PR #39366 fix: stop shadowing the DSpark shared-experts fusion guard: E—Bt[E]E &
89 NPU EEFMEMBE (3r&4 npu / deepseek / moe) , 54 PR £ R in-tree NPU F
SN —MIARE MR T/E, "IXEE NPU Il bugfix B9,

« PR #39389 [NPU] [DOC] Rename NPU hardware to Ascend A2/A3 Series product: [

H#E NPU FEuUkekEks) (X5~ RE%—) , 54 PR —#2 KRB NPU X IFMIPER
SBAE in-tree FELHPES KL,



