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MRS

. —AE: HEEREAMESH PR, RESTENEMENZIBITA
- EME: EERE, EESAERDE, MAEEMR RENKNEFEE. S8 ATAESEN
#’R . W 1) IRMRFRARE QX EIRE /R ZERAORE diff, TRETH
g AXfE; 2) EE X #39219 B9 conv_state A5 #39061 89 Dynamo graph break
, XA EFIRRAISMEFLIE (TRIFM L green-context £S5 torch.compile £&
BWIOMR) ; 3) EEHIRK #33426 Bl grep 202 EEH return_lse=True BIEEH A
, By Ea RIS EINMERAERE SR ERESAEMNR NIER, 4) #38346 TEE
EIRBAEEIN, ENFREXIKE clamp; 5) =8 Cl LW REEEEBEHIER T
AN PR, B RIBBLA KL MBUHE AHT—5# review,

THRES B

PR body &1 T#E—344L: “These four PRs were merged by mistake (by @alexnails)
before review and CI had completed. Reverting them so they can be re-submitted
through the normal review flow.” BRREAE R AT WEAMNE, METEMNSEIT
review 5§ CI A2, %3PEHIFHIE main RE RS ANRLRA, ik @ehuaa. @klshuster,
@janbernloehr. @mmangkad %F(’F%‘ﬁt’ﬂi%um&i?ﬁk o XBk issue 5 issue A
=, BEAFIIMIFRERTHIIA; & PR WREEM review 118,

LI RE

ERRIZ“— PR —A commit’ B9 N e K, XA FIEEE B R IEE shim; T 57|25 B
@LE’JE*T PR B4R, XFV3BRHE PR AES patch k¥ (A commit B9¥RsL diff RELT
XA

BAREKEE: & PR revert, R EE
o 4 AN commit IR A revert #39219. revert #39061. revert #33426. revert #38346,
£3IHE hnyls2002 588X, head X e957ed01 BiFxE— revert,
RIEAR: 9 NXEF 4 DNRMR X BRsy L2 2/ Ol Mm% -155 47) , JRASM
A -14 17, B4R +50/-219,

« PR body 8 CI States XREBR=EMRX (PR Test Base @). PR Test Extra @. AMD
ROCm 10 @) @I;WEAMK, ELERIHRWELEITIRS,



1. Ik FA E3mi9y B (revert #33426)

» python/sglang/srt/layers/attention/flashattention_backend.py: forward_extend /
forward_decode Mf& return_lse: bool = False 6%, lIse_out ZE. elif return_lse: o,
Ise_out, *_ =result 8%, UKLER o, Ise_out.transpose(0, 1).contiguous() B9=Jc4H3K

[El; return_softmax_|se=use_cascade_attn or return_lse & [E
return_softmax_lse=use_cascade_attn,

o B—XEERZERM self.flash_attn_with_kvcache / self.flash_attn_varlen_func (
_init__ 4fE, FEIEBRE “so a subclass can substitute a different FA4 build”) KE
IR from sglang.kernels.ops.attention.flash_attention import
flash_attn_varlen_func, flash_attn_with_kvcache, FEEB#HANZNBEARZ %,

. test/registered/attention/unittests/dense/test_fa4.py M| RETURN_LSE_CASES.
_reference_out_and_lIse. test_return_lse (-100 4T) , LSE # backend &ZE MR —FF
B,

« URE: MR return_|se=True SIKFES self.flash_attn_* 89F3 / AR H KKK
E¥# TypeError, EFIER1Z PR RN IEE HFH A —Lw L,

2. KEFEFENMNNRIFLLE % (revert #39061)

« python/sglang/srt/utils/common.py: is_musa() B “t&#&%K IS MUSA & & +
@Iru_cache BB E R AR try: import torchada”, #WRIFHAR S ESE import X
% Dynamo graph break,

« python/sglang/srt/layers/attention/dsa/utils.py: is_dsa_enable_prefill_cp() B
attn_cp_size <= 1 BEBRAIBWAEE is_hip() / is_npu() / is_musa() FMN=)E, T& CP
KBANEARE LR EF TN,

« EEEMIR test/registered/unit/utils/test_common.py::TestMusaDetection::test_is_musa_
is_torch_compile_safe 5 test/registered/cp/test_cp_strategy_unit.py::test_disabled_d
sa_cp_skips_platform_probes ##lFR, “‘miFL2"FFNER BN ERE Cl Y 12BA
FI,

3. & KDA verify WA conv_state B E (revert #39219)

+ python/sglang/kernels/ops/attention/fla/fused_kda_conv_recurrent_verify.py EH A
if is_gk_owner: F 9 % tl.store(cs_base ...), LY RHIE DEE conv_state; docstring F
“State: conv_state and the SSM state are read-only” # &N RENE O BIRE W-1 A
token, 5% kernel By store —3k", num_warps B EZ|‘conv_state 5 5E 5,
bit-aligned” 8 3t3%,

- XERBRBEBMERE CTA BERES: H=1. HV=16 B 16 N V tile £FRA—K& Q/K £
, JE—K wave B tile R1EB|RI—K tile BE/EH conv_state,

- test/registered/kernels/test_fused_kda_conv_recurrent_verify.py & assert
torch.equal(inp["conv_pool"], conv_fus) BXE conv_ref[touched_slots] ==
conv_fus[touched_slots], FMIFR test_output_does_not_depend_on_cta_scheduling (

Fl green context &4 SM EMRAEER) ., ESEMRAMEFLETF L,

4. 2 QSA indexer R clamp (revert #38346)



» python/sglang/srt/layers/attention/qsa/qsa_indexer.py::update_key_state_and_compre
ss MIFR group_locs = group_locs.clamp_max(source_keys.shape[0] - 1) —4T,
group_locs EHFE 865 source_keys B RER—K,

« 38346 BIARARS body FRAE LT X iR, HKsIRENXX—ITRIE;, EFEINEEZLI L
A= E LA,

MR, BESHBERE

o THEENMR. LEESIKEE; N fused_kda_conv_recurrent_verify.py B4R
—H & kernel REGEYRR (+30/-17) , HRIRE SRR AR A £,

R, DOXERRRARMAEMEITRIEFR, RIEXREE —BRXELRIEE,
R

. python/sglang/srt/layers/attention/flashattention_backend.py (13t SEFZE )G X5
source; A core-logic; 5 FlashAttentionBackend.forward_extend,
FlashAttentionBackend.forward_decode, FlashAttentionBackend.init) : EI3R #33426
BIER: BIFR return_lse 55 LSE REI4S X, HIBFETEEE self flash_attn_* 48F
REMERE SN, BEERKZ FA EimBIAIIRA,

« python/sglang/kernels/ops/attention/fla/fused_kda_conv_recurrent_verify.py (#iR £
MIEREA; KA source; E£R core-logic; F5 fused_kda_conv_gating_verify_kernel,
fused_kda_conv_gating_verify) : EIR #39219 B9E4K: 18 verify MEZREY conv_state B
=E5“R ik state”By docstring —F# k&, EH3|IAE wave BE conv_state B9 CTA RE
5

« python/sglang/srt/utils/common.py (13 ®&EFM; FE7 source; £H
dependency-wiring; &5 is_musa) : EIR #39061 B9E4R: is_musa() B torchada #F
MER REAER, EFEE torch.compile TH Dynamo graph break K&,

- python/sglang/srt/layers/attention/dsa/utils.py (&3 FERIHAT; KA source; £H
core-logic; %5 is_dsa_enable_prefill_cp) : is_dsa_enable_prefill_cp() & & “FiFNF
EFH CP AE"MRF, CP XAREBSIAA is_hip / is_npu / is_musa.

« python/sglang/srt/layers/attention/qsa/qsa_indexer.py ({3 &3 8 ; KB source; £
A core-logic; &% update_key state_and_compress) : EiR #38346 MymgE—Xf4: £
¥ group_locs B clamp_max &R, WEFRATERIMERTHIBITH.

. test/registered/attention/unittests/dense/test_fa4.py (FE3R SEEAMR; L5 test; £
A test-coverage; &5 RETURN_LSE_CASES, _reference_out_and_lse,
test_return_lse) : #IFR 100 47 LSE 32£9MiRX (RETURN_LSE_CASES /
_reference_out_and_lIse / test_return_lse) , & return_lse B/ B9PE—NR 5T T,

. test/registered/kernels/test_fused_kda_conv_recurrent_verify.py (3R WM& 5|
test; A test-coverage; &5 _compare_case,
test_output_does_not_depend_on_cta_scheduling) : 3& conv_pool R ks ekEZ
slot tbER, FMiFR green-context AEARZEMIR, KDA verify ESEEMRTF T,

. test/registered/unit/utils/test_common.py ({3 TEMHR; HK 7 test; HKA
test-coverage; {45 TestMusaDetection, test_is_musa_is_torch_compile_safe) : #if&
TestMusaDetection.test_is_musa_is_torch_compile_safe, RIFXELEAZTELEFT,



. test/registered/cp/test_cp_strategy unit.py (#3k F4TMR; L5 test; LR
test-coverage; {45 test disabled_dsa_cp_skips_platform_probes) : Mk
test_disabled_dsa_cp_skips_platform_probes, F&iFMERIT AL EFT,

X85S FlashAttentionBackend.forward_extend,
FlashAttentionBackend.forward_decode, is_musa, is_dsa_enable_prefill_cp,
fused_kda_conv_gating_verify _kernel, fused_kda_conv_gating_verify,

update_key state_and_compress, _reference_out_and_lse, test_return_lse,
test_output_does_not_depend_on_cta_scheduling, test_is_musa_is_torch_compile_safe,
test_disabled_dsa_cp_skips_platform_probes

KR BR

python/sglang/srt/layers/attention/flashattention_backend.py

B3R #33426 B9FEIR: MIFR return_lse 555 LSE RE4H X, HEFETERY
self flash_attn_* SREREEREFAN, BEEKZ FA EimpIAIIRYA,

# python/sglang/srt/layers/attention/flashattention_backend.py (RE:IREHF)
#1) AERRFBEFREBERMEZAN: RBH self.flash_attn_with_kvcache X3

# B E, FERIEREHR FA4 523,

# 2) forward_extend / forward_decode REEZ return_lse, HWAFRE (o, Ise),
from sgl_kernel import merge_state_v2

from sglang.kernels.ops.attention.flash_attention import (
flash_attn_varlen_func,
flash_attn_with_kvcache,

class FlashAttentionBackend(AttentionBackend):

def forward_extend(
self,
a,
k,
v,
layer,
forward_batch,
save_kv_cache=True,
a_rope=None, # MLA EXANSHIFRE
k_rope=None,
sinks=None,
g_descale=None,
k_descale=None,
v_descale=None,
score_mod=None,
aux_tensors=None,
rel_bias=None,
rel_bias_event=None,

): # ELERATIX BIXA return_lse: bool = False, REZER 29 & torch.Tensor | tuplel...]



if score_mod is not None and self.fa_impl_ver = 4:
raise RuntimeError("score_mod is only supported by the FA4 backend.")

# ... (KV BN, metadata #%&. cascade attention 2°%) ...
result = flash_attn_with_kvcache(
g=g.contiguous().view(-1, layer.tp_g_head_num, layer.head_dim),
k_cache=key_cache,
v_cache=value_cache,
#...
# RA cascade attention EE LSE; ERAIS%E
# return_softmax_Ise=use_cascade_attn or return_lse
return_softmax_lse=use_cascade_attn,
num_splits=self.num_splits,
out=_fa_out,
ver=self.fa_impl_ver,

# ELERATHY Celif return_lse: o, Ise_out, *_ = result” 2 X EXRHEIE,
# FEbRFH O RF|#E— Tensor,
return o.view(-1, layer.tp_g_head_num * layer.v_head_dim)

# forward_decode BIkEN5 forward_extend 582 X#R:
# Ml return_lse 5. Ml return_softmax_lse B or return_lse.
# MZERE “return o, Ise_out.transpose(0, 1).contiguous()

python/sglang/kernels/ops/attention/fla/fused_kda_conv_recurrent_verify.p

Yy
ER #39219 BER:  verify MMEEEY conv_state EES“R i state’® docstring —H 1% &
, B AE wave BE conv_state B CTA AE RS,

# python/sglang/kernels/ops/attention/fla/fused_kda_conv_recurrent_verify.

py (REEREHES)

# WEBRMEERAETEXES BEEME, H8TEF:

# "No conv-state writeback: every V tile reads the same Q/K history,

# so a tile in a later wave would read what i_v == 0 had overwritten."

# ERESERKRE: A— QK AEEEZAN Vtile £F, F—H wave B tile

# TREIR BRI —IK tile BENM conv_state, IIFHH F i ¥ REIR L CTA RAEIRF .
tl.store(cache_ptr, b_h.to(cache_ptr.dtype.element_ty), mask=mask_h)

# Rolled conv state after consuming T >= W-1 tokens is exactly the last

# W-1 input tokens — which are the current window registers. The verify

# pass never writes the ssm state back (rollback happens at commit).

if is_gk_owner:
tl.store(cs_base + g_ch + 0 * stride_cs_tok, g_c0, mask=mask_k)
tl.store(cs_base + g_ch + 1 * stride_cs_tok, g_c1, mask=mask_k)
tl.store(cs_base + g_ch + 2 * stride_cs_tok, g_c2, mask=mask_k)
tl.store(cs_base + k_ch + 0 * stride_cs_tok, k_c0, mask=mask_k)
tl.store(cs_base + k_ch + 1 * stride_cs_tok, k_c1, mask=mask_k)
tl.store(cs_base + k_ch + 2 * stride_cs_tok, k_c2, mask=mask_k)



tl.store(cs_base + v_ch + 0 * stride_cs_tok, v_c0, mask=mask_v)
tl.store(cs_base + v_ch + 1 * stride_cs_tok, v_c1, mask=mask_v)
tl.store(cs_base + v_ch + 2 * stride_cs_tok, v_c2, mask=mask_v)

# BRRBBRALZILHRE, SFBEM conv_state A5 5L TR

# “#d / conv_state / conv-window £385£# 53, bit-identical”:

def fused_kda_conv_gating_verify(..., num_warps: int = 4) -> torch.Tensor:
# num_warps=4 is ~1.3x faster than the unfused pair in-graph; the output,
# conv_state and conv-window caches stay bit-identical to the reference.
#...
# num_warps=1 reproduces the reference reduction order exactly (all buffers
# bit-identical) but is ~2.4x slower in-graph — numerics debugging only.

python/sglang/srt/utils/common.py

ER #39061 B9FE/K: is_musa() B9 torchada N ER| R EARN, EFHRE torch.compile
T# Dynamo graph break X[,

# python/sglang/srt/utiIs/common py (REREHES)
BAMMNS RN ERREA AEREEE _IS_MUSA:
# try.
# import torchada
# except ImportError:
# _IS_MUSA = False
# else:
# IS _MUSA = hasattr(torch.version, "musa") and torch.version.musa is not None
# XA is_musa() RILER— bool, torch.compile(fullgraph=True) F&E A
# REAREH import M graph break; EIR/E import X ED|REAN,
@lru_cache(maxsize=1)
def is_musa() -> bool:
try:
import torchada # noga: F401
except ImportError:
return False
return hasattr(torch.version, "musa") and torch.version.musa is not None

#AAA (o sg|ang/srt/layers/attention/dsa/utils py::is_dsa_enable_prefill_cp)
# —BERFXEMEL is_musa(), BhEa T EmH import 3BT S,

Wb R
A PR 8 comments_count = 0, review_comments_count = 0, JZAIEST line-level review
e, EEESHEZENEAYE THEAWIE, #—7 5| ArREXAKEB PR body:

These four PRs were merged by mistake (by @alexnails) before review and CI had
completed. Reverting them so they can be re-submitted through the normal review
flow. cc @ehuaa @klshuster @janbernloehr @mmangkad



CI States: Latest PR Test (Base) @) Run #34831107614; PR Test (Extra) @ Run
#34831107357; AMD ROCm 10 © Run #34831107821

BULRIIL: 1) REEREMESN, RAEFRZFTZER"; 2) ONMNRIEERZARERES PR
NER, EFEINNYEE B EREEINSIINESE; 3) = Cl 20X —F58FAE PR
B, 2R PR ZANERERDO,

« AN PR FRRIEFH MR EARERRARELE (other): L 4 ANESL commit 43l revert 1@
AN PR, 18 main IREBEANRRS, SHAEEREERBEFRR,; ERAFLARKTEE
, WARANR

R 5 B

« XF&: 1) EER #39219 E#5IA CTA AE XS fused_kda_conv_recurrent_verify.py
PRE B 9 % tl.store(cs_base ...) ik verify MRS conv_state, m H=1. HV=16 B#
STR—B QK AEE 16 4 Vitile £E, F—IK wave W tile TRERE| BB Z RS
, MIBIEW LR SM AR, FRIZATER test_output_does_not_depend_on_cta
_scheduling FIEAEMIFR, BRFEERT I ANFE L, 2) EER #39061 EF3IA
Dynamo graph break: is_musa() BIREIAERN import torchada EM
torch.compile(fullgraph=True) #E3KEIERIZ (prefill BFIE. DSA CP #|&E) F4ITHE
, FTRERILA prefill BA; dsa/utils.py FEBFEIFMIRAE, CP KB (attn_cp_size
<=1) WEAEREDLSIAA is_hip()/is_npu()/is_musal), ¥ KT k@, 3) ER
#33426 KE T FA 3% API: forward_extend / forward_decode RAEBHES return_lse,
WARRRE (o, Ise); ZOEHEMMNE (&4 PR RINBHFEREEL ) MAXBFH
RAEN return_lse=True, &3 ZIIR TypeError, i test fad.py T EIrE—ZZ LR, B4 M
R, XEHERAEEERERE, R self flash_attn_* #8E S04k, TR FAL AR
BBENHIUKE, 4) EER #38346 X3 group locs.clamp_max(...): #& group_locs X
M NTHSITTRERE source_keys 1T2X, QSA indexer & EFT HIARF L / FEAL RS,
BiZ PR ISIEL T XHPATE, BT HEREBENGIFEE, 5) CI =B (PR Test
Base / Extra / AMD ROCm 10) ¥ AABIRSERAE PR NERE, TEZWIAZBLAE flaky
AREGRIIANT HiF / AR R (Bl a RS A _[S_MUSA = return_lse) » 6) ¥
BNR: main X EER S EHIER X B RE RO FEA bugfix, #AEEH
MUSA/torchada F& 2k KDA £EFE A MTP IIERE2 09 A 7 o RE 4 P IBHR [,

- WM RPN MREFEEEAZE K FA B3k return_lse XES
self.flash_attn_* B9IRAA / FE (TaEBTHAIREE) . MUSA/torchada F& EB%mFRN
prefill (FTREAATR) . KDA/ &IMEFEAMEAIR MTP verify B812 (M1d "TaEXT CTA REEK
) . QSA indexer RF (kELFMRIP) . LR CUDA XRERBEZERTZH M,
RGN FAZRABRMIINRBEL SRERSER, BT API EBWTLEN; A%
Ml conv_state MRIZWEANTE, kET verify MERWBRIEARY, HERM: @A PR (
& 254 ehuaa. klshuster. janbernloehr. mmangkad #%) EEEF rebase. EH
#E review 5 ClI, RHAEZMRAZESRREPRLAE; FEE main REEEE| BEABEEHTE
FHPRS, ERMREARBESLTRE, BEAYHMEFTERBETE, EANERREZN
WY, RASIAFEZE,



« RFEFRIT: ERREBMBEZS , EBREMBE AR , A API URE (return_lse) , BIREGAIME
clamp, Cl ZBRLLXT KRR , o review P , FEHIER

RERIREE

« PR #39219 [Fix] Don't write conv state from the fused KDA verify kernel: A& X% B3R
HWERFRZ—, BHRIET verify RAZEE wave BE conv_state EE, FHHig
green-context CTA REAZENR,; EREZESHHOFNER EXL,

« PR #39061 Fix MUSA detection in compiled prefill path: AR ELERE Birz —, BB
torchada FEMIRAB|EIRFIHRE DSA CP BIFMNRF, ERE is_musal) BREAER
import E#7 v #E3& X Dynamo graph break,

« PR #33426 [fa] Make the FlashAttention backend extensible by subclasses: A>X#KE
R BIRZ—. BIIAT return_lse ¥ B RE self.flash_attn_* FEBH|IHE, EREF
FA Ja3 APL IKE. LSE ZLAMR—IHF MR,

« PR #38346 trAlAE LT X HRM (Bk5) QSA indexer B group_locs clamp) : AR E
R BZ—, BKehR%BIE python/sglang/srt/layers/attention/gsa/gsa_indexer.py, [E
iR JZ group_locs REM clamp_max £ R E,

« PR #37418 [unified-memory] Enable prefill cuda-graph capture: EXf4*8k: EHEEKs)
python/sglang/srt/layers/attention/flashattention_backend.py (i— N7 prefill
CUDA Graph) . EIR #33426 SEKENZXMHH import 5 AZIARES, FHIAR
prefill B IRERIZRA KR self.flash_attn_* RE K, return_lse,



