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MTRE

- —A]1E: Ascend RHEFRENMAIZE, HIRE token &R D

< EESE: EIREIE EREE 10 2% EhR: KShERD, HEEM Ascend XHERREEZ
5 IEEREAE — BRARN] X—E I HREMRBEITER, EARF=ZFITRE: —
Z npu_top_k_top_p_eligible ByI+E AL BEFE from_schedule_batch (MIEFREHKE) |
& Ttop_k TEXRAFHARALE] X—RI{R; ==& merge_batch A AND. BRIAEER False B9
PRI M, FRESEHFRTRMEERMTMATREAENIS, ZZFENRA torch.all
# AssertionError MIFENE A, TEAREZRAENRER, FTEAEESL NPU LIRIEIK
FEEPBA, BN R T profiler iEHE, MAR2RBELIE,

TN EES BAL

PR body BAR3E HARE: A torch_npu.npu_top_k_top_p BIEERE top k BEEE [1,
1024], i top_ks WEREHFIE NPU £, TAlthough torch.all() produces a device
scalar, using that scalar in a Python condition requires converting it to a host boolean]
——3XFRIE per-token RAERRIZS|IAFER NPU 3| CPU R, BEREZEMASEA decode step
HKEMREITR R T PAT. FEERFLR, SIFER top_k BE2EKBIERSH, XEHELR

%, B (It can therefore be evaluated once on the CPU when constructing the batch

metadata) , XMRARBGENSIRFIN: REIBTRAMHE, RERIXHEKF,

LI RE

1. TEIBE I ENMATE (python/sglang/srt/sampling/sampling_batch_info.py) :
dataclass #F3E npu_top_k_top_p_eligible: bool = False, 5B [Keeping this off
the device avoids a scalar synchronization in the per-token sampling pathl ;
from_schedule_batch F5 is_all_greedy. need_top_p_sampling & BLA 1 /RErEF 51t
& all(1 <= r.sampling_params.top_k <= 1024 for r in regs), ©f&Ri% CPU MiEX%
B, FARREKE, TOP_K ALL (-1) RATRHE TR, SREEBARSZE, ETAEN
P i X 8] &3A RN ARIE

2. #ORA G REEAIE X (FXF merge_batch) : #3% self.npu_top_k_top_p_eligible &=
other.npu_top_k_top_p_eligible, 5§ is_all_greedy 89 AND X —3. 5
need_*_sampling 89 OR iEXAER.; filter_batch FUEAT TEFIRFA] , B IREIEXIF
KETMRIFRSF. PR body BABAIXZAHENZ: [This cannot incorrectly dispatch
unsupported values to the fused operator]



3. RS BE (python/sglang/srt/layers/sampler.py) :
Sampler._sample_from_logits ZEIAH top_k_top_p_min_p_sampling_from_logits_ascend
B8 X B F S 3K npu_top_k_top_p_eligible=sampling_info.npu_top_k_top_p_eligible;
WIRRBES LI E LS5k (BRA False) , mié&o % EMd hasattr(torch_npu, "
npu_top_k_top_p") and torch.all(...) & A hasattr(...) and npu_top_k_top_p_eligible,
BATREFTRAMERERIFALAE, ANEMGNZE AND, SEERIMER False BT 1R&H
M1 RERSFEMEERMA, FREIEE top_k EHMEE T

4. MRECE: FE test/registered/unit/sampling/test_ascend_sampler.py (
register_cpu_ci(est_time=1, suite="base-a-test-cpu")) , £
TestAscendSamplerDispatch 3¢ patch.object(sampler_module.torch, "all",
side_effect=AssertionError(...)) S EYIF1E, FHE eligible A True/False Bt
npu_top_k_top_p BIIAAEE; test/registered/unit/sampling/test_sampling_batch_info.
py ¥ J& test_merge_combines_flags 340 npu_top_k_top_p_eligible 89 AND Br&, #3%
test_npu_top_k_top_p_eligibility_uses_request_params &z (1, 1024). (1, 1025).

(4, TOP_K_ALL) = 4R34 &,

5. TERESHBRS: RANLAF S FEZTENK CLI X, MHRMX Ascend XF/E35H
B AR 3E Ascend B2 (CUDA/ROCM/MUSA %) HEERIAMEAN False XA no-op, 4T
AEBRHFRI LK,

R

« python/sglang/srt/sampling/sampling_batch_info.py (&3 ZAE#IRER; 25| source
; £ core-logic; &5 SamplingBatchlnfo, from_schedule_batch, merge_batch) : #7
HENMA EFEFFAE batch MEBEMEB—RMITE, RBEEXEHEA AND RFIEX, &
ARRAC I XA

- python/sglang/srt/layers/sampler.py ({3 X#£28; 7| source; FEH core-logic; F5
_sample_from_logits, top_k_top_p_min_p_sampling_from_logits_ascend) : FAEEREKIZ
B FREkah A BIREM torch.all BB BN ENATEZIE, FIEHFATRAENREL
SE

. test/registered/unit/sampling/test_ascend_sampler.py (3k KAERMIR; 25 test; £
A test-coverage; 5 TestAscendSamplerDispatch,
test_top_k_dispatch_does_not_read_device _values_on_cpu) : IR ZEN, A
it torch.all #b AssertionError A7 NEY [REFIREERE] E)FFE, 2R PR &
AELEMNMENNRE %,

« test/registered/unit/sampling/test_sampling_batch_info.py (#£3k #tokfE &MIR; K5
test; A test-coverage; fF5 test_merge_combines_flags,
test_npu_top_k_top_p_eligibility_uses_request_params) : BEZIHEISHNEBER RS E
FIEX, MRIE (1,1024). (1,1025). TOP_K_ALL = 4A# R UK merge B AND fTHAE E
J3LRIP

XS Sampler._sample_from_logits, top_k_top_p_min_p_sampling_from_logits_ascen
d, SamplingBatchlnfo.from_schedule_batch, SamplingBatchInfo.merge_batch,
TestAscendSamplerDispatch.test_top_k_dispatch_does_not_read_device_values_on_cpu,
test_npu_top_k top_p_eligibility_uses_request_params



RERED R B

python/sglang/srt/sampling/sampling_batch_info.py

FE ENMAE FBRIFE batch MEME—RMETTE, RNEXSHH AND RFIEX, Z
ARARAC 1B X A%

# python/sglang/srt/sampling/sampling_batch_info.py

@dataclasses.dataclass
class SamplingBatchInfo:
#.. HAFER ..

device: str = "cuda"

# Handle logit bias
logit_bias: Optional[torch.Tensor] = None

# EMM (host) HE: A batch 2FFER torch_npu.npu_top_k_top_ps

# HEBE CPU £, BATHEES token IRXERIZEMBEINITER W,
npu_top_k_top_p_eligible: bool = False

@classmethod
def from_schedule_batch(cls, batch: ScheduleBatch, vocab_size: int):
reqs = batch.regs
device = batch.device
_pin = is_pin_memory_available(device)
# ... temperatures / top_ps / top_ks / min_ps FiKEHER ..

ret = cls(
temperatures=temperatures,
top_ps=top_ps,
top_ks=top_ks,
min_ps=min_ps,
sampling_seed=sampling_seed,
is_all_greedy=all(r.sampling_params.top_k <= 1 for r in regs),
is_any_greedy=any(r.sampling_params.top_k <= 1 for r in regs),
need_top_p_sampling=any(r.sampling_params.top_p != 1.0 for r in regs),
need_top_k_sampling=any(r.sampling_params.top_k != TOP_K_ALL for r in regs),
need_min_p_sampling=any(r.sampling_params.min_p > 0 for r in regs),
# RARERSH: XEIREF top_k AoEN, EREXEE X%,
# TOP_K_ALL (-1) RBETH, SREERARFERA,
npu_top_k_top_p_eligible=all(

1 <= r.sampling_params.top_k <= 1024 for r in regs

),
vocab_size=vocab_size,
penalizer_orchestrator=penalizer_orchestrator,
has_custom_logit_processor=has_custom_logit_processor,
custom_params=custom_params,
custom_logit_processor=merged_custom_logit_processor,
device=device,



logit_bias=logit_bias,
return_sampling_masks=return_sampling_masks,
sampling_mask_batch_indices=sampling_mask_batch_indices,

)

ret.adjusted_from_schedule_batch(batch, vocab_size)

return ret

def merge_batch(self, other: "SamplingBatchInfo"):
# ... EKEPHES sampling_mask &7F8& ...

self.is_all_greedy &= other.is_all_greedy

self.is_any_greedy |= other.is_any_greedy

self.need_top_p_sampling |= other.need_top_p sampling
self.need_top_k_sampling |= other.need_top_k_sampling
self.need_min_p_sampling |= other.need_min_p_sampling

# AND ZX: &HEREA—MEKRK top_k % [1, 1024] Z24b,

# B batch iR EE A XAHERIR (5 need_*_sampling B OR IEXAER) o
self.npu_top_k_top_p_eligible &= other.npu_top_k_top_p_eligible

self.adjusted_merge_batch(other)

python/sglang/srt/layers/sampler.py

7

KRBT IRRE) A HBIREM torch.all I BEHRA ENIREEE, FHHFIEHFRTIRAME
R Eh S 2K

# python/sglang/srt/layers/sampler.py

# Sampler._sample_from_logits By Ascend 2% : & batch ¥iEMEREITFHMREEE T &,
# REEAZTCEEM top_ks BIREMRESERHIE,

batch_next_token_ids = top_k_top_p_min_p_sampling_from_logits_ascend|(

)

logits,

sampling_info.top_ks,

sampling_info.top_ps,

sampling_info.min_ps,

sampling_info.need_min_p_sampling,
sampling_info.sampling_seed,

positions,
npu_top_k_top_p_eligible=sampling_info.npu_top_k_top_p_eligible,

return batch_next_token_ids.to(torch.int32)

def top_k_top_p_min_p_sampling_from_logits_ascend(

logits: torch.Tensor,

top_ks: torch.Tensor,

top_ps: torch.Tensor,

min_ps: torch.Tensor,
need_min_p_sampling: bool,
sampling_seed: Optional[torch.Tensor],



positions: torch.Tensor,

# BN False: EFREREARE AR 28R EE A RFERRE,
#RE DRfE] RAWRMAERML, FRIEIEE top_k ZRHMEF T,
npu_top_k_top_p_eligible: bool = False,

""A top-k, top-p and min-p sampling implementation for ascend npu with torch_npu interface.
# torch_npu.npu_top_k_top_p &K top_k BMESEREA [1, 1024],
# |HSZIE torch.all((top_ks <= 1024) & (top_ks >= 1)): top_ks B NPU L,
# torch.all FA£REIE, # Python HHERESALFRN NPU 5| CPU R,
# MiZA X EA decode step HEE—R, FTRETHRH T,
# WERMRIZEIINFRE, RFHMRER;, EFTRAERERFLE,
if hasattr(torch_npu, "npu_top_k_top_p") and npu_top_k_top_p_eligible:
logits_top_k_top_p = torch_npu.npu_top_k_top_p(logits, top_ps, top_ks)
probs_top_k_top_p = logits_top_k_top_p.softmax(dim=-1)

if need_min_p_sampling:

*

min_p_thresholds = probs_top_k_top_p.max(dim=-1) * min_ps

min_p_mask = probs_top_k_top_p < min_p_thresholds.view(-1, 1)
probs_top_k_top_p.masked_fill_(min_p_mask, 0.0)

if sampling_seed is None:

batch_next_token_ids = torch.multinomial(probs_top_k_top_p, num_samples=1)
else:

logprobs_top_k_top_p = probs_top_k_top_p.to(torch.float64)

del probs_top_k_top_p

logprobs_top_k_top_p.log_()

batch_next_token_ids = multinomial_with_seed(

logprobs_top_k_top_p, sampling_seed, positions

else:
# BRABREFRE, TEXELBMMKS top_ks (TOP_K_ALL B85 A vocab size) ,
# EHNMFREE batch MERBER, ERARWXMHRHKE R IER M,
probs = torch.softmax(logits, dim=-1)
probs_sort, probs_idx = probs.sort(dim=-1, descending=True)

# ... top-k / top-p / min-p #&5 %R X RALEE ...

test/registered/unit/sampling/test_ascend_sampler.py

I IRERIZ N, ik torch.all #b AssertionError B9 &N [REBILREHKE] B
E3FEE, B PR REMBLEMENINRE %,

# test/registered/unit/sampling/test_ascend_sampler.py
register_cpu_ci(est_time=1, suite="base-a-test-cpu")
class TestAscendSamplerDispatch(unittest.TestCase):

def test_top_k_dispatch_does_not_read_device_values_on_cpu(self):
logits = torch.tensor([[0.1, 0.2, 0.3, 0.4]])



top_ks = torch.tensor([2], dtype=torch.int32)
top_ps = torch.ones(1)

min_ps = torch.zeros(1)

positions = torch.zeros(1, dtype=torch.int64)

# D BILEIE eligible=True / False ANA %, #HRREZm S22
for eligible in (True, False):
with self.subTest(eligible=eligible):
npu_top_k_top_p = MagicMock(return_value=logits)
with (
patch.object(
sampler_module,
“torch_npu",
SimpleNamespace(npu_top_k_top_p=npu_top_k_top_p),

create=True,
),
# XPEEYIFA: R Ascend HIREEZR B XA R & RKEBHE
# (BlImE S| torch.all(top_ks <= 1024)) , XEBESH
# AssertionError iEMIR &K, MALE|_EFEIE F 253 E#H 5] A
patch.object(
sampler_module.torch,
“all",
side_effect=AssertionError("device predicate was inspected"),

result = (
sampler_module.top_k_top_p_min_p_sampling_from_logits_ascend(
logits.clone(),
top_ks.clone(),
top_ps,
min_ps,
False,
None,
positions,
npu_top_k_top_p_eligible=eligible,

self.assertEqual(tuple(result.shape), (1,))
# MEETRESWRAR, ZTedEINRERE
self.assertEqual(npu_top_k_top_p.called, eligible)

N
AR PR BY review comments A 0, IFEHEEIRA pingljing2 BIFRE body APPROVED,
SZRITWEFE [ssue FIEKX:

1E# xiedeyantu: "Two requests have already been verified on the 910B4 machine,
and the gen throughput of both requests is basically the same." (Fft



DeepSeek-V4-Flash £ top_k=20 5BRIASEKAE curl iEXR)

1YE# xiedeyantu: "This CI [PR Test (NPU) / base-b-test-4-npu-a3 / run (0)] failure is
unrelated to the change. It occurs during Python module import while initializing
the test environment, before any Ascend sampling code or test logic is executed."

AFE: H—, EEABNKRIEER [BHER—K] + HMREDHELLIE, BTAS
ANEER I fMIEEMAMEREIRAIERR; H=, CI %K rerun-failed-ci Ja By & AR )3 A T3
BT Python BREAME, 5XHRBLEEXEK, HREIHFE AND EX. filter TERAMW
PR RBEI RE PR body #ER, BA reviewer XX R,

« PRALUKZR BYSDMISIE A RN (performance): fEE L THRMEAR—IK] (EARERIERE, THFKR
#— B BERE D IHRRER EMNEIE,;, ENKETERD A% benchmark X,

« CI KKVAE G EBE (testing): VTR AMAFTFANRE, §AKELEH/XEK; NPU X
RBIREEESZRE FREDREIESE L,

s BOREGEIAPHRTIAEHE (design): /FEABEIFRT A M, MR EREIRER 4

FIBARZFFH top_k ZAREE T WERMERIE; ZZTHITFEZEREI NI,
R 5 B0
o A

1. SR EEEERENRE: BRAXXF top_ks.masked_fill_(topk_all_mask,
probs.shape[1]) €38 TOP_K_ALL BBk EX vocab size, mEHNIRELE batch &Rt
BER. ZEARRER, FREZEHN (R KEREERXE] BRAATH) , £
W& B TR REIBATEM False AN True,

2. filter_batch FEH S HKIAGRT: FHORPRXNBIERH top_k BF, REEIIXE
batch ARG REMAT A, BURBIKRATRIKRE, KEGEL batch FAREKIAIFBEE
WA RAERZ, BWRT Ascend MIMEAE, AR Rid EME,

3. URZEER/DIEBIRISIE . FHEHEMDIMAE CPU B4 (base-a-test-cpu) , REEIIEA K
NFER, TEEERLZRDER, EEXE 910B4 LARKXIERMFLIE, HAE
N, B TEEEAR—K BHRERZEMRERE BB RAKSE, mMIESHEA, BREE
EMRKEFTEE A%H benchmark,

4. B3P EZEAFR: patch.object(sampler_module.torch, "all",
side_effect=AssertionError(...)) REEFZ(FEEHFHF|IA torch.all §Ek; EHREKKHA .
item(). torch.min. torch.any A NiZEHE&EE, MRAFE KK,

5. £ZELMRNFME: SamplingBatchlnfo WA EIRL A, iFkass
dataclasses.replace/copy_for forward 5 merge iEX; BRIA False {#3E Ascend &2
XA no-op, 1B/E4AEMIFTIBAESRE HIBRAMEFILELEF ZMRE, TN Ascend MIEE
BB, - B RSEESFE Ascend/NPU 3RE (Jm 910B &%) , BELRHIEME
BT AR, }MAFTE, RFIEX (top-k. top-p. min-p. MERIT—1b. LIARFKHE
sampling_seed 1T A) TAAE, FHEEXHEREEARSHFZEMERA, XALME,
Wz RBRT & decode step —RENIZES ENEN &, AFTF NPU BFHITRAKE X
FIERMFAEM; EhTENEHETE, SHREFHFRESTEA, MEKRTE, &~
PRIET—NTERER: £ EFTHM / BUEEE] XEFHFSHERHE batch ¥



ENMER. BRBRIAMEBIRST A . &3FH AND 12X, HE—%U mock WFF T
EY)3FAE; ZENTHET BlHEMIE CUDA EiRpakITERE, TFHFBEERE (FORE
body APPROVED. 0 % review comments) EHREXEENFEEZEEBIE, BHEEE
BAiTHWA. - NRFME: ABARRSIEXTE , KINETHEKAGFERARRZ , 0 E
52 NPU 3aB3mMEREI0E , EYIFAZEE torch.all 5% , AEEMAEFTIEFEE L

KRRk

« PR #37134 [ROCm] Fix EAGLE spec-decode verify silently sampling greedy on HIP: [&
J&dE CUDA i /S immIRAFDIREIE: —AMEE HIP L verify BTG (EfELQX) |
—/NHERR Ascend XBHIEIIANERERY (RXAEFAEREHNEAE) , FEHRESRF
Ja ATk B IZ B IE RIS BR R,

« PR #39561 [NPU] [bugfix] Fix undefined require_attn_tp_allgather: B4 NPU/Ascend
FEMBANHLME, REGERA [IE) B ABERETE BENF A,

« PR #38402 fix(npu): fix hybrid KV transfer with PP prefill in PD disaggregation: R4
Ascend MIEkzhFF M EMEN (NPU/PD 37%) . 54 PR —#RIAZE NPU LRFITH
EMEMIR T =T,

« PR #39000 [Router] Fleet-wide sampling contract 1/3: the config surface: #E& LA X
& A% PR EXHESHARTAANRBMEEST, A PR NEEE— top_k SEREARE
SIZEMRIFEE CPU HE, BT RERA EXRER LTI,



