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PHATHRE

o —A]iE: FHR sgl-deep-gemm 0.2.0 H1%kE BF16 HER T M

< EFESIME: E/EE, EAEI =R — 2 getattr FMFH APL SZILFTIH wheel #E
Bk, —& try/finally IRELSBER. BRRSHROBA.; =&MU batch = 1 A,
EEMNATF. EXRZBHRAESE)TINRET, HMEA (FEEAE] BREBERES
M E

THRES B

PR body BA#$E i : DeepGEMM 0.2 defaults BF16 GEMM to cuBLASLt, whose reduction
can change with batch size; the batch-invariant override must explicitly select the
deterministic kernel, SGLang B batch-invariant &% R —1EXKERRE batch K/INT#i
HEe—3%, X& DP. benchmark. speculative decoding 3% IEM MR ERY; RA R
0.2.0rc0 £%% H200 FA3, 2xH200 DP (KL 5.23e-4/ 1.089e-3) . 4xB200 Inkling
NVFP4 + DSPARK (KL 9.94e-4) £3R%K, HIL@ME batch-invariant A EEZ+ 8RNk
FHEMERZ,

SRR

1. IKFFAH: python/pyproject.toml ¥ sgl-deep-gemm==0.1.7 B&A
sgl-deep-gemm==0.2.0, FFHRPIEIRA, 1EARRETENME L.

2. #%MBE . python/sglang/srt/batch_invariant_ops/batch_invariant_ops.py 8
_matmul_persistent_deepgemm TEIRH deep_gemm.bf16_gemm_nn "I, %A getattr
M deep_gemm ZEHRFE get_deterministic_algorithms /
use_deterministic_algorithms API; ZE&& B RT3 2 HAEN, NN A E ERNZ,
FIE try/finally F LRI EBERIR ERERN. IBARA wheel %81 API BH#%
deterministic=True %38, {R¥#FE/E RS

3. EYFMR: test/registered/unit/batch_invariant_ops/test_batch_invariant_ops.py #3&
test_deepgemm_random_bf16_batch_invariance, EEMHLIEF 42, Hi&E 257 x 4096
x 4096 B9 BF16 4Ef%, X batch = 1 RN EE, Xtk batch = 16 / 64 / 257 BFR] 1
TR, ZEK rtol = 0. atol = 0 HFHAESE; RRIEHEHEENRSERAERFLAE,
TR API B1H wheel RE single-mode #EBZ, MIRAERERBHA JIT DeepGEMM
B BkiE,



4. BBERIE: PR body #|H =42 GPU Xttb——H200 FA3 prefix tokens/logprobs.
2xH200 DP breakable prefill/decode KL, 4xB200 Inkling NVFP4 + DSPARK
input/output KL, #R&FA %K 0.2.0rc0 £FLELMK, Mo fix FE 0.1.7 Be2—3K (145 NRNTE
2R, KL #44 0/0) ; #EE L eager BREAFF (14.51-14.89 ps vs 14.39-14.77
us) , CUDA graph replay £EEE* (10.25-12.29 us vs 14.33-14.35 us) ,

KB
- python/sglang/srt/batch_invariant_ops/batch_invariant_ops.py (#3k #tEIEZE; 25|

infra; & core-logic; &% _matmul_persistent_deepgemm) : #M&EFriE:
_matmul_persistent_deepgemm 7E DeepGEMM 0.2 TR X @& Z M BF16 A%, HE

finally % EJRAEN, EM&E batch-invariant i& X %8,

« test/registered/unit/batch_invariant_ops/test_batch_invariant_ops.py (13t #tEIEE;
HK 7| test; KA test-coverage; 5 test_deepgemm_random_bf16_batch_invariance)
. ¥ test_deepgemm_random_bf16_batch_invariance EYIMR, FAEZEfHFBIREHL
BF16 %E[% ¥ batch BHMEER T, BEERIEARE SR OKE,

« python/pyproject.toml (#£3k IKFBELE ; K5 config; EA configuration) : KA KK
AH, sgl-deep-gemm==0.1.7 254 ==0.2.0, 2%/ PR & &,

XEBAS: _matmul_persistent_deepgemm, test_deepgemm_random_bf16_batch_invarian
ce

KBRAL B EX
python/sglang/srt/batch_invariant_ops/batch_invariant_ops.py

BMEEFTE: _matmul_persistent_deepgemm 7 DeepGEMM 0.2 T & R 3B %% E 14
BF16 A%, FHE& finally ®%RERER, ZWE batch-invariant & X X8,

# LT _matmul_persistent_deepgemm AR, Al E5E shape RIEE out IKELE
out = torch.empty((M, N), device=a.device, dtype=dtype)

# DeepGEMM 0.2 BRIA BF16 GEMM BEE 3| cuBLASLt, HIFATTAERE batch size TAb;
# |BARA wheel ¥844£ F batch-invariant A%, EXEBEEEE X EHEZHEER,
get_deterministic = getattr(deep_gemm, "get_deterministic_algorithms", None)
deterministic = get_deterministic() if get_deterministic else True
if not deterministic:
deep_gemm.use_deterministic_algorithms(True)
try:
deep_gemm.bf16_gemm_nn(a, b, out)
except RuntimeError as e:
raise RuntimeError(
f"Consider increasing MIN_DEEPGEMM_DIM in matmul_persistent() or disabling
DeepGEMM "
f"for small matrices. Original error: {e}"
) from e
finally:
# RIS RIKER SR B RS, 3B 0 B E M T SRR RS e EAt R A

if not deterministic:



deep_gemm.use_deterministic_algorithms(False)

test/registered/unit/batch_invariant_ops/test_batch_invariant_ops.py

i test_deepgemm_random_bf16_batch_invariance EYINR, FAEZEMHFEIFEHL BF16
B[RS batch BHAAEZERTES, BEERIEAREE O AE,

def test_deepgemm_random_bf16_batch_invariance(self):
# YETREREA JIT DeepGEMM Bkt (fl4n ROCm =% CPU f3%)
if not batch_invariant_ops.ENABLE_JIT_DEEPGEMM:
self.skipTest("DeepGEMM is unavailable on this device")

deep_gemm = batch_invariant_ops.deep_gemm
# |BAR wheel R BRAEMER API, A getattr FEMBURIFHE
get_deterministic = getattr(deep_gemm, "get_deterministic_algorithms", None)
original_mode = get_deterministic() if get_deterministic else None
modes = (False, True) if get_deterministic else (None,)
generator = torch.Generator(device=device_type).manual_seed(42)
# B E TR BF16 #3E, batch K/NEAFE 2 )REH 257
a = torch.randn(257, 4096, dtype=torch.bfloat16, generator=generator)
b = torch.randn(4096, 4096, dtype=torch.bfloat16, generator=generator).T
try:
for mode in modes:
if mode is not None:
deep_gemm.use_deterministic_algorithms(mode)
with self.subTest(deterministic=mode):
# A batch = 1 WERAEE
ref = batch_invariant_ops._matmul_persistent_deepgemm(a[:1], b)
for batch_size in (16, 64, 257):
out = batch_invariant_ops._matmul_persistent_deepgemm(
al:batch_size], b
)
# B batch ¥ A IRFA—IK, FAVFEMRE
torch.testing.assert_close(out[: 1], ref, rtol=0, atol=0)
# FIBIIEA R A KM R E R RS
if get_deterministic:
self.assertEqual(get_deterministic(), mode)
finally:
if original_mode is not None:
deep_gemm.use_deterministic_algorithms(original_mode)

iR

% PR ZAUKEEN review iF18, FiEXE—JESIZBIEEARALMFR Cl MiRzfTEEREE (
Run #34788188380. #34788188290) , {EAFICRAIREKRE PR body: 1F&ERENIR+
BAFZAH eager 5§ CUDA graph Bt O EHE, FHiE1EFEA These four shapes are not
a full serving benchmark, BARE M RZTREERERNMBR/DN, EBEFRE R, BIRLEX
Z—AN UKBAR + TARFEE + MRHE] =6—8 PR, WBEMR, IHERES,

« CI MRRBATISIE (question): 1EEIRMAL T BMESE; PR mABEH.
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1. 2RI W™ EH X use_deterministic_algorithms & DeepGEMM B4 BIRA,
_matmul_persistent_deepgemm EYES KR EZMGEEET D, £S/NEKIESR CUDA
stream #XRABEELEBHRMAARER, THRUNAEZHEEZNES, LaISLIVRA MB
= thread-local %37,

2. FEMMBIR: 1B wheel Tt API B3 deterministic=True &3, (K [IHRAL L E A
invariant kernel] X—f&i%; EFRRIBRAA hotfix BREBRIAMTA, ZAXHIEXSK
=

3. MEERm: eager BIZAME 0.5%—1%, 1B graph replay MERHA (10.25-12.29
us) , SCMBRAR, FEEREKEE serving fi#ko,

4. MR B ERBAEM: Fr3gEINRIRE ENABLE_JIT_DEEPGEMM, £ ROCm. CPU
SRE LS skip, TREERBEZERX; CI 8 AMD ROCm 10 MR BN & BORAS,

5. RBIEFABIE : ==0.2.0 FHABIE, 54 DeepGEMM 0.2.x G EFEBRL L
bump PR, - ®m: BrasaEE R AEA DeepGEMM BF16 persistent GEMM BYAR S
REEAR, LHREIKHE batch-invariant & X8 DP #4T. benchmark Xttt. speculative
decoding BiFEHa——XEHRE T R—BFXRERR batch F0>= &£ T2 —EKH
token, XEREIEAF, ARERIAABENHEERNZZA cuBLASLE, B
batch-invariant XK BHIE, EHATATHE,; MBS, KBRARTERSTE
#FFrAEIR% (Docker. CI. pyproject) , #Ff&#F GPU BV RE X, - RFEFRIT: K
BARININTAZE , 2RAEEEINLHF LA, BVINRKH GPU B4

KERIKZ

« PR #39275 bumping sgl-deep-gemm to 0.2.0 (original): & PR & #39275 NEZE: K%
FHIZEM, head commit £33320f18a 5/4Y diff B2k E, body E#ES|HZ PR AR
Mo

« PR #39346 chore: bump sglang-kernel version to 0.4.7: R IR A FIEIE (

sglang-kernel 0.4.7) , 54UK sgl-deep-gemm &R B SGLang KB EIEEH L, HAR
FERADUE RAI E K EIRAE,



