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« —A]iE: MR DSpark EEAREX, RE NPU £EELZREMETTE

< EESE: BEEREE BEEAFEXRSE (Rl 647 , MET=4: —2"EFAARL A%
ERXEEB MR E PR GHEENFHR bug R, EEFARBFHSHSKLE
B EIN; —& shared_experts_fusion_disable_reason X—E R K mELZEERZLA”
BRI ——H8A classmethod REMERAELZ A num_fused_shared_experts 5AXE n#k &
2, BRI REERBARTENME, ZREEIHRENRIETES Cl £ EXNEMN
, R EK R EMERE B IS BRI — /N4 Python B@EAYEN (Bl
monkeypatch _is_npu ERTERE(EIEST, ML LEREFE—MREX) , AKX
NPU 5Z#l, ZHAAA NPU 335, BINESFHEHMNE test/registered/unit/models/test_d
eepseek_v4_shared_expert_fusion.py #f—>X DSpark draft B9 E / FHHAIA,

Th RES EAL

PR body #&H3X 2 —PNEEEERKE NPU 1T A B FBAAD o] 71 :
DeepseekV4ForCausalLMDSpark X T >R shared_experts_fusion_disable_reason, 1k
F A S E The second definition wins, so the first one, the only one with the NPU
branch, is dead code’, J&E& ‘on NPU, shared-experts fusion is not disabled for the
DSpark draft even though the guard was written to disable it”, fm5FE B4 93— <1E3A
JRE: “NPU ModelSlim weight loading cannot map shared experts into fused expert
slots”, FR& draft RE—HZARZIFFZRE R EMRERZ LT ERRME, 1EEWRIAAR
NPU X BIMR AR B PR#33676. To&tEhRARKEB PR#33312, "the overwrite looks like a
merge artifact rather than an intentional revert”, F Bz ZEF T DSV4 BoRAZR
JIH & B

SRR

1. lERBAE: KEIETE python/sglang/srt/models/deepseek_v4 _dspark.py B
DeepseekV4ForCausalLMDSpark 2£4K, £ B4ARHI T FAREAL @classmethod
shared_experts_fusion_disable_reason, Python EAKZIMFHIT. EEXEBELENX
&, E if _is_npu: 2%, REREAREFR SR ZIMKRERA,

2. MIERERE X A PR RAfMIFR (0 additions / 6 deletions) , #BMRE 12T 5 return
DeepseekV4ForCausalLM.shared_experts_fusion_disable_reason(hf_config,

quant_config) B9S2, RE TREZHE——1DH NPU B EBARA: NPU E3REIFRAE



disable reason, 3 NPU FE& A EZELKTIM,

3. MBS HIRRA: % classmethod EEBEMAELEZREN BT EHA shared experts
RARBAND, HIREMERZ is_shared_experts_fusion_disabled() ¥ E LR, FHimmRk
Z __init__ ¥ self.num_fused_shared_experts = 0 if

is_shared_experts_fusion_disabled() else config.n_shared_experts, SF R E &, NPU

L+ DSpark draft B9iZFE&EZR| 0, RHBEIL shared experts BRETH fused expert #&fir; 2

NEAMANE (parse_dspark_draft_config. gamma. target_layer_ids.

uses_own_vocab_modules = _is_npu) ZB&kzh,

4. FeEREGEEXK: 3 NPU F& (CUDA/ROCm) FKEXEHREXE
DeepseekV4ForCausalLM.shared_experts_fusion_disable_reason, MBRETAZRFERE
#y, VEEIEIH|Z Not applicable on CUDA -+ behavior is byte-identical’s &ERZEH
B3 / EBONR. BLE. XARUSERBHIA; PR checklist 8 “Add unit tests” —I k4 3%,

5. BIEIR: reviewer IR B E M test/registered/unit/models/test_deepseek_v4 shared_ex
pert_fusion.py, 18 CI &F 4PN, EAIRE (bot EEBAH “Re-run was not
dispatched”’) , MfEE BRZHA NPU B, EWKREFH NPU 2 X BERA SLHIIE, H
B X R B EMPATIE K

R
« python/sglang/srt/models/deepseek_v4 dspark.py (1R #AE X; FEH| source; HEA

Vil =]

core-logic; fF5 shared_experts_fusion_disable_reason,
DeepseekV4ForCausalLMDSpark) : PE—ekah Xk, MR
DeepseekV4ForCausalLMDSpark 3514 /R4 3 ik B9 55 — 1%
shared_experts_fusion_disable_reason, f## _is_npu 2 XM ERRAFTIENER, 3#
R E num_fused_shared_experts B9E{E,

KBS DeepseekV4ForCausalLMDSpark.shared_experts_fusion_disable_reason,
DeepseekV4ForCausalLMDSpark.init

RERED R B

python/sglang/srt/models/deepseek_v4_dspark.py

o — BB X M. MIFR DeepseekV4ForCausalLMDSpark S5 4& RARIE R B9 5 — 10
shared_experts_fusion_disable_reason, £ _is_npu 2 X WREERATIEHN AR, #Hm
RZE num_fused_shared_experts BER{E,

python/sglang/srt/models/deepseek_v4 dspark.py (HFRE R E X EHES)

class DeepseekV4ForCausalLMDSpark(nn.Module):
# ModelSlim B NPU checkpoint #4#1% QuaRot X5F. REBT MTP B embedding/head R E ;
# R4 CUDA HB2MR$#FR DSpark T4, EEE A BEHERK vocab iR,

uses_own_vocab_modules = _is_npu

#BEA: XEARAERBDESL classmethod, E—RTEMEL L,

# #% Python KB BEXFEAEK, ITEXMHH NPU 2 X B9 2 EERK,
# MMRESE EXEIZFEE NPU LEFAR: REESWELRATHERTEA
# shared experts @h&, MARILARAAREERREREZ L,



@classmethod
def shared_experts_fusion_disable_reason(cls, hf_config, quant_config):
if _is_npu:
# NPU ModelSlim X Em#k T AT shared experts BREt# fused expert i,
# FrLUX B b 4h Y disable reason, XIEZ MR wkIEAIARER D X,
return (
"NPU DSpark ModelSlim weight loading does not support mapping "
"shared experts into fused expert slots."

# 4E NPU (CUDA/ROCm %) {IESEB|ELELH: MRAEERTEL—K,

# HiZ PR WXEFEETITARE, EFNROEPRIXE,

return DeepseekV4ForCausalLM.shared_experts_fusion_disable_reason(
hf_config, quant_config

def _init_ (
self,
config: DeepSeekV4Config,
quant_config: Optional[QuantizationConfig] = None,
prefix: str = ""
) -> None:
super().__init_ ()
self.config = config
self.quant_config = quant_config
# FENERAE S £ETER 0, BIARIE shared experts Bh&#t expert F1L;
# SF DR RRET NPU £3RE config.n_shared_experts, £I|F X FHR& K2,
self.num_fused_shared_experts = (
0 if is_shared_experts_fusion_disabled() else config.n_shared_experts

# H 4 DSpark draft #3 (markov &3, gamma. num_stages.
# target_layer_ids &) AOREKBk#N, thEER,

SN

Review M 2B/ —Ns1/E: mmangkad 43 APPROVED, ##& PR LLUTwHXER
/rerun-test test/registered/unit/models/test_deepseek v4_shared_expert_fusion.py, #tBA
reviewer INT[KE) A M, B4 2 AR B shared-expert fusion BEIMAEX ORI B BIIE X E(E,
BEHIERE CI £IPERET, github-actions[bot] E£ “Cl infrastructure is currently
under maintenance -+ Re-run was not dispatched”, FiRiE%E3 4R 182 &3 CI BE L
PR, fEZ AR P EsHAE T RIEZBE: I do not have NPU hardware, so the restored
branch is not exercised here. It restores the behavior #33676 intended; an NPU
reviewer confirming that intent would be the right check before merge.” X ¥ 5&k & 3 Bt ri
—RHAFH o

« B EH NPU 2 X0 A ZHLEIE, BArNbRBEEM (testing): BRah A MM reviewer A
"[HEH, 1B NPU BARBRRESHRBELENETHLENER, B THHRNEIIZEA,



FE2E Cl REEHNE,

cBEEXRAHTMEREAZEEIR (question): &3 artifact” IR, M FREIE KAy & 52
MUK E #33676 HRIEERE; reviewer APPROVED FREEZIZHINT,

« CUDA BBREITATEMNIIER T LA (correctness): UEESFMIERIEREMNR,
CUDA/ROCm fllR3BMEIMHR; EEBIF EXXAREZEN, ZELNRRRK.

R -5 B
o

1. B0 (FZNXFE) : WIRER NPU 20 X BELLHEEST, L BEMER,
test/registered/unit/models/test_deepseek_v4_shared_expert_fusion.py B9 E FAK
CI 3= \FART; i #33676 BOEEMIRIEZ, NPU L TaE I & a8 14 X $218R
A 5 A RE BT e &,

2. T AEEREWKREBRRB: KX FM _is_npu NEH DSpark draft; CUDA/ROCm B
BRRAKZEXFN, MREERFFT K, HIEFRNRMK,.

3. MEESET ML (NPU) : EZHAREE, NPU L DSpark draft A<H3E shared
experts A fused expert L, MoE WWEESHZZTH, XEFIAER, EFfEwX
EFER, TFE NPU Ml benchmark BIAT %,

4, EENG: A—RHAANEE EXRAGHETLEHL BRI FERRZSH LM, & PR RHAED,
FMFEFE CERFE. Bk lint ) . EEERAELXEBREMELR LN, SBERERK
NPU 4%,

5. 7o schema / #RE /| MR H: FAHKREEMN. APl ZASRSTFHTE, RRKRA
BIERB M BREMERZR M, - P AFM: £ NPU (Ascend) LEZRZE DeepSeek
V4 DSpark RS P S E R ‘shared experts RAERE BIINERERIZ, BHAE
ModelSlim FREM & T ER X IFRAT RIS E/2; CUDA/ROCm AR Z2TR. A%M
D BUME A IR R MERI KB MoE AR, AFRIRE. KV BHERDA N,
R B F—NEE NPU £ EHRIANIEX R (BRERZEZRARME) UER—FKK
PATEIEN, BN BREE NPU SURNREIZE CL RE G, FE RN
NPU #4892 B IHESONR R IE B RERK, - RFEFRZ: NPU S RENEIE , BArE
MAZER (Cl £IFHER) , KAREEEXTRELEL , NPU MlfE XA mErt
CUDA BRTATAZE (ENXFR)

KERAK LK

« PR #38833 [NPU][CI] Add CANN 9.1.0 and Ascend a5 nightly suites: /& NPU +
DeepSeek MixZ: A PR REH NPU 2R IEFEIXHE Ascend RIEEHA BEEREN LW
BE, MEEMHEEA NPU MIIIERE B2

« PR #39403 [NPU][CI] Fix sglang.test.ascend import failure in multi-node e2e pods: [
A NPU MR ERLREMEE, 54 PRAKKA NPU S / STALTREER (3
test/registered/unit/models/test_deepseek_v4_shared_expert_fusion.py BIFATIRIE)
& Ro



« PR #38409 [Fix] Wait for PDL before reading DeepSeek V4 K cache locations: @A
DeepSeek V4 #RWIEHMMEE, %A DSV4 (& DSpark draft) Bzh5 IR EEERITHASF
SERBHEHREAMRD, KN PR EBTR—FEFIT =M,



