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ThRES EAL

PR body BA#itBAE Remove the blanket rejection of --mm-feature-transport=cuda_vmm
when SGLANG_RUST_SERVER=1, BUMHI Rust RiSf& L ERIELIZEE, MNETERFF
FR#, ik Rust RISmEAEATLAMER CUDA VMM &40 £ 5841,

SR

1. #&8& python/sglang/srt/arg_groups/serving_hook.py ¥
handle_multimodal_feature_transport &%k, MR if
envs.SGLANG_RUST_SERVER.get(): raise ValueError(...) 2%, £ cuda_vmm E#AR
B Rust RISRITEE EE 2150, NVIDIA CUDA F&keEF pp_size == 1 BEFRFR

AR
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2. BT test/registered/unit/server_args/test_server_args.py: ¥R
test_cuda_vmm_rejects_rust_server E&y£ A test_cuda_vmm_allows_rust_server, %
FR assertRaisesRegex, B&HA patch.dict(os.environ, {}, clear=False) [aBIFEZ EE A
H handle_multimodal_feature_transport, FWr& resolution_result 38 cuda_vmm,
OB ERR o

3. R & test_cuda_vmm_rejects_non_nvidia_platforms 5
test_cuda_vmm_rejects_pipeline_parallelism, #{% CUDA 5 PP [R&IEE =, NiRizs
T 18 MNRBIEIER, FTERIFEBERSXIK, FEIEREIIFL,

REEMF:

« python/sglang/srt/arg_groups/serving_hook.py (13 S$#5e; 5| source; KA
core-logic; 4% handle_multimodal_feature_transport) : #F Rust RI3#X
cuda_vmm BIIELFEE, BARITAZENZS,

- test/registered/unit/server_args/test_server_args.py (& BTMHK; 27| test; H£R
test-coverage; 5 test_cuda_vmm_allows_rust_server) : J53E4 Rust B3R EK
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python/sglang/srt/arg_groups/serving_hook.py
MR Rust BI3EXT cuda_vmm BYIEAFBE, EAORITAZTE LD,

def handle_multimodal_feature_transport(server_args: Any) -> None:
# ... BTEALIE MNNVL. legacy IPC. encoder_only %321 (BH)
if requested_transport == "cuda_vmm":
# &4 E R NVIDIA CUDA F &, TNEERE
if not get_platform().is_cuda:
raise ValueError("--mm-feature-transport=cuda_vmm requires NVIDIA CUDA.")
# MARZIEFRKEHAT (pipeline parallelism) , pp_size %A 1
if cfg.pp_size !=1:
raise ValueError(
"--mm-feature-transport=cuda_vmm does not support pipeline parallelism."
)
# bR S SGLANG_RUST_SERVER=1 B#E4, ACRKENFERR T Z[RE,
# A UF Rust AI3REA CUDA VMM (83 S BS4FAE, BETME S5 HEZERE
pool_budget_mb = envs.SGLANG_MM_FEATURE_CACHE_MB.get()
handle_kind = "CUDA FABRIC" if cfg.nnodes > 1 else "POSIX FD"
logger.info(
"Using CUDA VMM for multimodal features with %s sharing: "
"reserving up to %d MiB on base GPU %d across %d tokenizer "
"worker(s). This reduces KV cache headroom; a full pool falls "
"back to inline CPU transport.",
handle_kind,
pool_budget_mb,
cfg.base_gpu_id,
cfg.tokenizer_worker_num,
)
# ... B4 cuda_ipc % (HrE)

test/registered/unit/server_args/test_server_args.py
FHE4 Rust RUSHAVINR R AR, BIERF S 84T A,

@override_platform(is_cuda=True)
def test_cuda_vmm_allows_rust_server(self):
# HE—/NEZ cuda_vmm B server args
server_args = ServerArgs(model_path="dummy", mm_feature_transport="cuda_vmm")

# REFIEZE, FHEP Rust RidmEH

with (
patch.dict(os.environ, {}, clear=False),
envs.SGLANG_RUST_SERVER.override(True),

# AN EHEE, IEF TRREC AR



handle_multimodal_feature_transport(server_args)

# Rust RUsH F1E#A NERFF cuda_vmm
self.assertEqual(
resolution_result(server_args, "mm_feature_transport"), "cuda_vmm"

)

W B

iZ PR J&A review iFi; EEEE /tag-and-rerun-ci itk Cl £, Cl RS E R Extra 5§
AMD ROCm 10 A job ALK, EHVEMKREKBE, TEBARETER PR X, (XFFiD
Xo

- ELEMET AR

R -5 B

- Qe BRENIELE, #F Rust AEIRESLFREITRIRE L X #FF CUDA VMM, $EiR T REE
BiE R EMIER B EWIREE. PR body B BARMHIST GPU serving BiE, X CPU EZEN
W, AFELFRSITRAERNS, MRAXEESHENT, REZELARRE HEFES
A Ro

- B WSEERTEA Rust RIsRIFHAZEA CUDA VMM ZRESERMBAR, KT H
wiEHA N WA Python AHITATEARE, BEEMMBR—IRELS X, HAGHERKE
RIERTW, BERRERE.

« RFQARIE: GPU SZMIGRA |, Rust RidmIR A MERIIE

RERBREE

« TR E KB PR



