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PATHRE

« —4A)iE: PD MRS HEIAEE LoRA adapter #&4L, FrtkFRAR R

- WESME: EERFIE, LHXT=4: 1) running_loras B4t 042 (&4 finished EXR)
Xt " AR GPU 3R " MR, 2) ERRESRFEIIMIES S —EH EERMERE; 3)
e2e AT M ERS B S EMBEFZRF LMK R IT, N4 PD REK LoRA %
adapter FHERNE %A EHESENE,

Th RES EAL

PR body BA#E H: "PD decode can admit more LoRA adapters than its slots allow,
crashing in fetch_new_loras." Bf decode MITAAELIFE R REE KV ABESREEF, K&
E LoRA L LR, §3K adapter ZREBIR/GEIREMEBIT adapter BEAAL; BT R ZRIEH
FEE IR R A abort, mEHAEFF,

LI RE

1. AFFRAERH LoRA Mi1: python/sglang/srt/managers/scheduler.py HIBFE H %
_can_schedule_lora_req E#4 A can_schedule_lora_req, R E#H prefill 342
_get_new_batch_prefill_raw BRR B, ZAE%E—T drainer RSHEES
validate_lora_batch / try_overlap_load_lora BRI RMERIE, AFF/EE# decode MIFEHE
RER, BREeREAEZEERE,

2. decode MI¥ZEER adapter &4 : python/sglang/srt/disaggregation/decode.py B
DecodePreallocQueue.pop_preallocated D EAEIRE], H scheduler.enable_lora A
HERCEFTAR SREER: PP &KX TF®A scheduler.running_mbs, EFME running_batch
;. BN transfer_queue.queue 5 scheduler.waiting_queue, JERFABEEE finished
1wR, BEA GPU L adapter REFREMERST, RABRKERE L fetch_new_loras A
o

3. FiERE I SRBANEK: EFRNRKRIEE token pool. metadata buffer, hisparse
budget Z /&, # _pre_alloc 5§ radix $IEZR#EAN can_schedule_lora_req & ; i
BN continue, TERMRBE self.queue FFT—8, MOEKINEILZIIE lora_id flmA
running_loras, FRIER IR P 5415 KEEE B NI & A BN,

4. MERBLE: F3E e2e MR test/registered/e2e/disaggregation/test_disaggregation_lora.
py, A 3 NESZ adapter + base A EBREE LERBEHESEZME, BXUPD XRAE
HFERERFIZRFZHELA,; FETNIR test_prealloc_lora_slots_cover_inflight_microbatc



hes_and_queues &% running / finished / transferring / waiting W@ &% ; B&A
decode PAFEIEMIIR L —4 scheduler.enable lora = False mock, #RITH X FIK
AttributeError,

REEF:

- python/sglang/srt/disaggregation/decode.py (#&3k ARSI ; 25| source; KA
core-logic; &5 pop_preallocated) : Z\WMEE & :
DecodePreallocQueue.pop_preallocated £ KV 2 BS radix 91E Z BIFE LoRA L
i1, FFE microbatch 5 transfer/waiting FAZ| it &k adapter, ZFyiE
fetch_new loras AAVRBEY X EEPKED,

« python/sglang/srt/managers/scheduler.py (#3k JAZE 2 ; 2,5 source; FEA core-logic
. &5 can_schedule_lora_req) : ¥$/RH LoRA RAEH|E A% can_schedule_lora_req
ANFEA can_schedule_lora_req, 1£ decode MIgEE AR —F drainer + adapter T hnEk Mt
HE, BRARRLEEZENXBRIERS,

. test/registered/e2e/disaggregation/test_disaggregation_lora.py (13t E£MIR; K5
test; A test-coverage; 5 generate, TestDisaggregationLoRA,
test_more_adapters_than_slots_match_single_server) : #3¢ GPU e2e: 8 N 4X1EK

(base + 3 adapter. 2 slot) 5¥REBAZEMESEZR TN, HRERA GHEERE
, 1% bugfix &= Z HIH 33 EIRE,

. test/registered/unit/managers/test_priority_scheduling_disaggregation.py ({3t g
MiR; K5 test; M test-coverage; 45 test_prealloc_lora_slots_cover_inflight_mic
robatches_and_queues) : #3EHETMIRAEZ running / finished / transferring /
waiting TEfPAERIER 3R, B blocked KRB AES|. "REIFEREFTHANTLHE
, BAZOE BN R/NEIRE,

. test/registered/unit/disaggregation/test_decode_queue_cleanup.py (#3k #pMR; £
5 test; A test-coverage) : ABLH decode PAFISEIEMIRE mock scheduler #h %
enable_lora = False, #BRHEH T IZBCREX BHESFEE )TN ALK, BTFERERZMEK,

X5 can_schedule_lora_req, pop_preallocated,
test_more_adapters_than_slots_match_single_server,
test_prealloc_lora_slots_cover_inflight_microbatches_and_queues

KBRS B EX
python/sglang/srt/disaggregation/decode.py

BrME £ &5 . DecodePreallocQueue.pop_preallocated & KV A ES radix $1E 2 BIHTHE
LoRA FELF][], ¥ microbatch 5 transfer/waiting BAFI it 3R adapter, ZFik
fetch_new_loras ARJRBY < EERKED,

# B LoRA BY, JLLRFIA ERERE AR adapter AL,
# Ja BAEIRIE MR W HT 1A R BB T AE
if self.scheduler.enable_lora:
# RIKEFFATTEA microbatch # G A GPU FIR;
# 3E PP A REKRE YA/ running_batch,
running_batches = (



self.scheduler.running_mbs

if is_pp_mode

else (self.scheduler.running_batch,)
)
# B4 P finished EX: GPU LTRENA RHEEH
# adapter REA LA, TEBBREMNSFIK fetch_new_loras A,
running_loras = {

req.lora_id for batch in running_batches for req in batch.regs
}
# transfer_queue 5 waiting_queue FHyEREAE & A ATE
running_loras.update(r.reqg.lora_id for r in self.transfer_queue.queue)
running_loras.update(req.lora_id for req in self.scheduler.waiting_queue)

for i, decode_req in enumerate(self.queue):
# ... BIEAY token pool / metadata buffer / hisparse budget &% ...

# AU BB IER, BEMIIEHFE LK,

# MARHN KV ML RE, #R% fetch_new_loras AR

if self.scheduler.enable_lora and not self.scheduler.can_schedule_lora_req(
decode_req.req, running_loras

continue
# ... InBS send_metadata ...

# M BN ML BIERK, FRIER AR+

# ESERBEE BRI S B adapter f&AL

if self.scheduler.enable_lora:
running_loras.add(decode_req.req.lora_id)

python/sglang/srt/managers/scheduler.py

¥R A LoRA BEHRIZEHASE can_schedule lora_req AFFA can_schedule lora_req, f&
decodefllgt & A @ —F drainer+adapter e inE MR E, BEARXRTLEEZHEN XA E KN,

def can_schedule_lora_req(
self, req: Req, running_loras: set[Optional[str]]
) -> bool:

BE— LoRA FERERIZE TR,

AN

1. drainer £ RE (ETF draining RA) ;

2. adapter TAME, (BAEZITH, HEEMAFH batch) .

if self.lora_drainer and not self.lora_drainer.can_schedule(req):
return False

# B running_loras T8y adapter HEEKIT, FEE S RAFEM

if req.lora_id in running_loras:



return True

if self.enable_lora_overlap_loading:
# EEMBENTENZRMNE adapter, B EMRFREFIEE
return self.lora_overlap_loader.try_overlap_load_lora(
req.lora_id, running_loras
)
else:
# EEBEN: 1909 LoRA BIRE, LRIEEETIEA— batch mE
new_lora_set = {reqg.lora_id} | running_loras
return self.tp_worker.model_runner.lora_manager.validate_lora_batch(
new_lora_set

)

test/registered/e2e/disaggregation/test_disaggregation_lora.py

i GPU e2e: 8 NHE4%1ER (base + 3 adapter. 2 slot) SHERESEBHEMESEZRFLTL
X, RN A E@AREE, RIZ bugfix RREZNIREHE)IFRE,

def test_more_adapters_than_slots_match_single_server(self):
"EE adapter WERBMER, FaEFERKTHRE, "
names = [None, *ADAPTERS]
#E5—2F: AERERE (E PD) HMEMEIBARS LR,
# [Fl— prompt + adapter A& PD R T RAMEFHF—Ko
process = popen_launch_server(
self.model,
self.base_url,
timeout=DEFAULT_TIMEOUT_FOR_SERVER_LAUNCH,
other_args=LORA_ARGS,
)
try:
expected = {
(prompt, name): generate(self.base_url, prompt, name)
for prompt in PROMPTS
for name in hames
}
finally:
terminate_and_kill_process_tree(process)

# AR5 adapter BHaSZ AR [E— prompt T adapter ¥ %5 base FE
for name in ADAPTERS:
self.assertTrue(
any(
expected[prompt, name] != expected[prompt, None]
for prompt in PROMPTS
),

name,

# E = PD BN THLITH 8 MNMEK (base + 3 adapter) x 2 #,



# BMEREMB IS RRSESETL K
self.launch_all()
jobs = list(zip(PROMPTS, names)) * 2
with ThreadPoolExecutor(max_workers=len(jobs)) as pool:
texts = list(pool.map(lambda job: generate(self.lb_url, *job), jobs))
for job, text in zip(jobs, texts):
self.assertEqual(text, expected[job], job)

# EANERAN A GRBRE LT REFE
assert_process_healthy(self, "prefill", self.process_prefill, self.prefill_url)
assert_process_healthy(self, "decode", self.process_decode, self.decode_url)

Wi B4

P8 ShangmingCai —X M approve, JRiE "Everything looks good.", JofEfT review e
, TEASZIL L4, PR body F4EEBAM "Decode-side starvation handling remains a
follow-up": I TETH adapter ERZA AN FHERE, "TREKEAHA, XEAORKEIRE
R AKRRE B, 78 AMD ROCm 10 Cl 474K, 1EHE /rerun-failed-ci BB, &Z
Base / Extra CI ¥4k &3F, KMIKMEE,

o WERMRN, TN (other): BEKRER, PR RS .

- decode fll starvation &FRBBRFELEL (design): ARIXFRIERARBR. & abort, AFREMER
BEXEETME, REAS PR R,

« AMD ROCm 10 CI kM5 EH (other): KBKRFAESH, BIREMERTARA, 54K
LoRA e TTE X Bk,

R 5 B

« RF&: EYVIAXFE: decode.py BLIEEHELEX scheduler.enable_lora, {EffF Tk
Scheduler mock BIMERZKE = F K ARDE R R EIZBESI AttributeError——2& PR
BRF S 3 LA, BeEIMARE ERERE, starvation: HEIETHNERREL
B FAE], KEAHERIZ R T TREH I decode MIPUER, 1EE BARINBIEE L, MhaE:
F5 pop_preallocated ¥## running_loras £ E RE RN O( FERIEXRE ), BZFEKA
B —R can_schedule_lora_req, XAERRARERMOUMNTHE, ERMBR/N. —FE:
prefill 5§ decode M NAEXAZE AR LoRA BBES adapter £&, TN decode 3tE
LR EELhrNERE R TREAR—3K, Cl BA: #F3E e2e JEMA base-b MHEE 2-gpu-large.
2 400 s B9 GPU R,

« ¥ AFPEW: PD + LoRA FEARHEE adapter AR, ABHEKAHEA A NEE,
H e2e iRETHMBERRSEHENEERFTH —K. AHEPM: decode MIRAEIEIFHTIE
—3E LoRA M|[], FEMIBEXM "mfTHihd " FREA "E(TH + HRF + i + HES
adapter & EFE ", Xt PP % microbatch R AH X2, HARH: E4 PD LoRA AF
E (starvation &038) SEAMAEE, FE GPU e2e AEVIAK, REFT% worker BBE
— KR A ERB AR,

« RFEFRIT: decode AERIZIZEE , LoRA ERTHRENUIRESF , £ worker LoRA BLE —3K
MER , # GPU e2e MIRBA



KRR EE

« PR #39318 Scope prefetch cache state to the request attempt: @A PD decode &E
B&12 (scheduler / decode) WIf&EMMEE, 54K PR ER—#t PD @M T/F& L, #=
running_batch 5 BAF|IE X,

« PR #39357 [PD] Preserve the prefill rank during rebootstrap: PD JAEMBE &%|Z—,
57 PR FJ& PD Hammife E RS, BEEYURLIETTRES HINFZHRRE,

« PR #39368 [CI][PD] Skip the flaky decode HiCache file-backend disaggregation test:
E— PD MiRA%4E, HHA PD BEATALTEIMEEME, & PR #HIEH LoRA e2e thik
ANiZ Cl X,



