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Processor-specific fields and encoded results need a typed extension boundary so
additional model packages can integrate without adding their schemas to the
shared frontend.
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2. REEME (rust/sglang-server/src/multi_modality/worker.rs. utils/runtime.rs) - ¥t
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FF input_ids ) , B%—MHA caller hashes 85, &J/&7 park # MmResultStore,

- Runtime::start_mm_workers_with_processor A4PERAL IR RIZMHEMBIIAND,
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4. Python RBoh¥F (rust_server/server.py. config.py. scheduler.py) -
RustServer.launch #3F% A _load_extension. _start_multimodal. _partition_cores.
_server_core_budget. _wrap_mm_result. _build_ mm_spec EuBE Ak, R @A
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BIBAZEX CPU &, - scheduler.py &% get_rust_server class, it BESHRETELE
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5. MRELE - I test_rust_server_extension.py: mock B EXY BiERE
_start_multimodal, BF& build_server args Uk%E| extension. Server ¥3i&S 3K IEMH.
worker BEI—XR. ZHFPRESRE, - worker.rs BTNMRBE/INRERENE (& caller
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/] ZSAIER S NESHIRIIFEAREZE Rust worker 3,
/1] EIMBFGHE “Send + Sync™, BARBIRE request-scoped B9 Python 3%,
pub trait MmProcessor: Send + Sync {
fn process(
&self,
work: MmWorklItem,
tokenizer: Option<&dyn TextTokenizers>,
) -> Result<MmProcessOutput, String>;

}

/1l HE Qwen-V0L &bFEZE: 44L& “sglang-mm™ B9 family pipeline,
struct QwenMmProcessor {
family: Box<dyn sglang_mm::pipeline::MmFamilyProcessor>,
feature_shm: bool,

}

impl QwenMmProcessor {



fn new(spec: MmSpec) -> Result<Self, String> {
Ok(Self {
family: sglang_mm::registry::build_pipeline(spec.pipeline)?,
feature_shm: spec.feature_shm,

}

impl MmProcessor for QwenMmProcessor {
fn process(
&self,
work: MmWorklItem,
tokenizer: Option<&dyn TextTokenizer>,
) -> Result<MmProcessOutput, String> {
/] FRAT B RIEARFEEH R4 “sglang-mm™ IR5h; Qwen FiEAIEEKRZE EMEI—EK
let input = super::payload::to_mm_input(work)?;
let output = sglang_mm::driver::process(self.family.as_ref(), input, Itextl {
let tokenizer = tokenizer.ok_or_else(ll {
"skip_tokenizer_init is set: multimodal text prompts require input_ids".to_string()
D7
tokenizer.encode(text).map_err(lerror| error.to_string())
D7?;
let drain = sglang_mm::qwen_vl::pack_output(output)?;
/] % “feature_shm™ RERH park X2 #F POSIX £EREE TP I %
let features = if self.feature_shm {
park_features_in_shm(&drain.features, &drain.grids)
} else {
FeatureStore::Inline(drain.features)
b
Ok(MmProcessOutput {
input_ids: drain.input_ids,
result: MmEncodedEntry::Qwen(QwenMmEncodedEntry {
features,
grids: drain.grids,
hashes: drain.hashes,
offsets: drain.offsets,
mrope: drain.mrope,
mrope_delta: drain.mrope_delta,

/l] BERLLEAND: £ "MmProcessor™, BZ&—H#¥5 hashes BE.,
fn process(ctx: &MmContext, rid: &Rid, mut work: MmWorklItem) -> Result<Vec<i32>, String> {
let caller_hashes = std::mem::take(&mut work.mm_hashes);
let mut output = ctx.processor.process(work, ctx.tokenizer.as_deref())?;
match &mut output.result {
MmEncodedEntry::Qwen(entry) => {



// caller hashes BE it E &, RIE/MNER router B985 prefix cache X5
apply_caller_hashes(entry.hashes.iter_mut(), &caller_hashes);
}
MmEncodedEntry::External(entry) => {
/] SPERGERIE park ZRIRE, BARIEHTIFIIEEI R E S
entry.validate(output.input_ids.len())?;
apply_caller_hashes(
entry.items.iter_mut().map(litem| &mut item.hash),
&caller_hashes,

}

ctx.results.park(rid.as_str().to_owned(), output.result);
Ok(output.input_ids)
}

rust/sglang-server/src/message/request.rs
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/l] ME BTSSR IERNTRAL ZIE,
/Il £4 ~GenerateBody™ KAFER$F Python B"#EZ B AR ITH,
const PROCESSOR_EXTENSION_PREFIX: &str = "multimodal_";

/] R B AR RTE, £EFRESHMAEHM batch fan-out H MessagePack
/I E&ROR; dEATEAE SR RFFIMLR B 2 8RR schema,

#[derive(Debug, Clone, Default, Deserialize)]

#[serde(transparent)]

pub struct ProcessorExtensions(BTreeMap<String, rmpv::Value>);

impl ProcessorExtensions {
/1] BEACARR T K BER R T F L Pt /b 32 B8 89 schema,
/]l X B R ARRL MessagePack F¥,
pub fn deserialize<T: DeserializeOwned>(self) -> Result<T, String> {
let fields = self
.0
.into_iter()
.map(l(name, value)l (rmpv::Value::from(name), value))
.collect();
rmpv::ext::from_value(rmpv::Value::Map(fields))
.map_err(lerror| format!("invalid processor extensions: {error}"))

pub(crate) fn is_empty(&self) -> bool {
self.0.is_empty()



/I # batch BRFLYT RF: Wn2E) BIAEIMNMER, HAERMELE,
fn split_extension_columns(
fields: ProcessorExtensions,
n: usize,
is_batch: bool,
) -> Result<Vec<ProcessorExtensions>, Errors> {
let mut requests = vec![ProcessorExtensions::default(); n];
for (name, value) in fields.0 {
if Iname.starts_with(PROCESSOR_EXTENSION_PREFIX) Il value.is_nil() {
continue;
}
if lis_batch {
requests[0].0.insert(name, value);
continue;
}
let rmpv::Value::Array(values) = value else {
return Err(Error::Validation(format!(
"{name} must be a list for batch processing"
));
b
if values.is_empty() {
/] EEAT BAES| R, B batch P/NBITRFE
for request in &mut requests {
request.0.insert(name.clone(), rmpv::Value::Array(Vec::new()));
}
continue;
}
if values.len() = n {
return Err(Error::Validation(format!(
"{name} list length {} does not match batch size {n}",
values.len()
));
}
for (request, value) in requests.iter_mut().zip(values) {
request.0.insert(name.clone(), value);

}
Ok(requests)

}
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