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def index_attention_layers_by global_id(
attention_layers: list[Any],
mha_companion_layers: list[Any],
layer_model=None,

) -> tuple[list[Any], list[Any]]:
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if len(attention_layers) = len(mha_companion_layers):
raise ValueError('attention and MHA companion metadata must be parallel')

populated = [layer for layer in attention_layers if layer is not None]
if not populated or any(not hasattr(layer, 'layer_id') for layer in populated):
if layer_model is not None:
return (
_align_pipeline_layers(attention_layers, layer_model),
_align_pipeline_layers(mha_companion_layers, layer_model),

)

return attention_layers, mha_companion_layers

max_layer_id = max(int(layer.layer_id) for layer in populated)
indexed_attention = [None] * (max_layer_id + 1)
indexed_companions = [None] * (max_layer_id + 1)
has_reused_layers = False # #ric 2T HIE—BEXNE N E A

for attention, companion in zip(attention_layers, mha_companion_layers):
if attention is None:
if companion is not None:
raise ValueError('MHA companion has no primary attention layer')
continue

layer_id = int(attention.layer_id)
if layer_id < 0:
raise ValueError(f'invalid or duplicate attention layer_id: {layer_id}')

if indexed_attention[layer_id] is not None:
# BEERID ¥4 RAR—XNELERAKIT, FRANEZEENRE
if (
indexed_attention[layer_id] is not attention
or indexed_companions[layer_id] is not companion

raise ValueError(f'invalid or duplicate attention layer_id: {layer_id}')
has_reused_layers = True
continue

indexed_attention[layer_id] = attention
indexed_companions[layer_id] = companion

# ERABEBRT, MEARUBTHNEARS], KES layer_id TX,
# ERASEXMEIEX, FAWRFRERATEANGIXR
if has_reused_layers:
return attention_layers, mha_companion_layers
return indexed_attention, indexed_companions
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R T EIE R R E first_token_latency, BEF TN MEE KO OE S, (RERBRE
MBA TR, 8RR,

# kB python/sglang/srt/observability/req_time_stats.py

def convert_to_output_meta_info(
self, scheduler_time_stats=None, completion_tokens=0

meta_info = {}
if self.created_time > 0.0:
meta_info['request_received_ts'] = convert_time_to_realtime(
self.created_time

# XY created_time 5 first_token_time ¥ &% (> 0) BAF

# (first_token_time > created_time) BA#d, #% 0 pgEfo

# &L B 1Al B A T ER S B IR MY AR (B

if self.created_time > 0.0 and self.first_token_time > self.created_time:
meta_info['first_token_latency'] = self.get first _token_latency()

if self.api_server_dispatch_finish_time > 0.0:
meta_info['api_server_dispatch_finish_ts'] = convert_time_to_realtime(
self.api_server_dispatch_finish_time
)
if self.response_sent_to_client_time > 0.0:
meta_info['response_sent_to_client_ts'] = convert_time_to_realtime(
self.response_sent_to_client_time

)
if self.finished_time > 0.0:

meta_info['request_finished_ts'] = convert_time_to_realtime(
self.finished_time

decode_latency = self.get_decode_latency()

if decode_latency > 0.0 and completion_tokens > 1:
meta_info['decode_throughput'] = (completion_tokens - 1) / decode_latency

return meta_info
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